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Abstract
This research presents the strategy how to find statistically significant
language patterns and make use of them in generating new texts. Namely,
the temporal relations in narrative are explored. To investigate the narrative temporal structure, a specially designed corpus of stories is used. For
each story, main events and their chronological and discourse-level orders
are known. This corpus allows us to identify common temporal models for
specific orders of events at the discourse level. The Conditional Random
Fields method is applied to predict the best temporal model for each event
order. The acquired temporal models are used in a template-based natural
language generation system which outputs stories. The stories generated by
the system are evaluated by human subjects. We demonstrate that stories
generated according to the acquired temporal models are adequately interpreted by humans. Our results show that it is possible to apply machine
learning methods to acquire useful heuristics for narrative generation.
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1

Introduction

Storytelling is assumed to be one of the earliest manifestations of human
culture along with rituals and religious ceremonies. It is a fundamental, social
activity exercising communicative, educational, and entertainment functions.
Stories are characterised by series of connected events, whose purpose is to
create an engaging narrative. How narrative functions and what language
cues pertain to narrative are primary questions for computational modelling
of narrative structure. In general, computational approaches to narrative
focus their attention on temporal information and event interpretation in
written texts. Currently, natural language processing possesses a number of
algorithms to identify and generate narrative features. However, it is still far
from fully reproducing a complex, interwoven schema of narrative.
In this dissertation, we have the intention of analysing the temporal
structure of narrative and identify common patterns for specific orderings
of events. The master thesis is aimed at identifying and scrutinizing those
patterns, namely exploring the interaction between the chronological and the
textual order in a set of stories, examining what linguistic features are used
to convey various event orders in a text, and finding the characteristics which
are common for a particular event order.
To illustrate the declared objectives, let us consider two different orderings
for a two-sentence story:
(1) John played tennis with his friends. In the morning, John felt pain in
his muscles.
(2) In the morning, John felt pain in his muscles.The night before, John
had been playing tennis with his friends.
(1) and (2) are exactly the same story, but a reversal takes place in (2):
the chronology stays the same, whereas the order of presentation changes.
In other words, it is not that in (2), the pain comes first, time-wise, but only
that the pain is mentioned first. Thus, (2) can serve as a representative of
a pattern where the chronological order is reversed. The goal of the study
1

is to find out what kinds of linguistic cues constitute the pattern. In this
example, we could identify the time marker the night before and the past
perfect tense, which both indicate the order of the events.
The thesis seeks to contribute to the domain of natural language processing by designing an algorithm which generates features for a specific
ordering of events, for example, time expressions and/or such grammatical
properties as aspect and tense. The model developed using such a corpusdriven approach can form the basis for a natural language generation system,
for example, a template-based one, whose aim is to generate narratives.
The guide to the structure of the report is as follows. A literature review
is presented in section 2, where statistical methods in natural language generation and temporal relations in narrative come to our attention. Section
3 is devoted to construction of temporal models for different event orders.
Section 4 deals with the evaluation of the temporal models: we describe a
template-based generation system and human evaluation of generated stories.
We conclude in section 5 by pointing out our achievements, shortcomings,
and future directions for development.

2

2

Background and Context

This chapter presents a survey of some work related to our research. We begin
with describing several statistical approaches to Natural Language Generation and pointing out their advantages in section 2.1. We go on to present
the concept of narrative and computational treatment of time in texts in
section 2.2. Next, we consider temporal structure of discourse in section 2.3,
and we briefly report on scripts and case-based reasoning in section 2.4. The
last section 2.5 is devoted to the intersection of computational narratology
and Natural Language Generation, and it provides two accounts of story
generation systems.

2.1

Natural Language Generation

Traditionally, Natural Language Generation (NLG) systems generate texts
from non-linguistic data. A standard NLG system consists of three components: Document Planning, Microplanning, and Surface Realisation (Reiter
and Dale, 2000). In most conventional NLG systems those stages are executed in a sequence; that could lead to errors propagating along a pipeline.
Since decisions taken upstream inevitably affect those taken downstream in
a pipeline architecture, it is quite possible for early decisions to result in
problems later on (e.g. because the document is planned in such a way that
the microplanner lacks the resources to express relations between messages
coherently). For instance, Meteer (1991) and Robin and McKeown (1996)
discuss this “generation gap”, which arises when a module’s choices result in
a dead end in a later module (e.g. an ordering of events is such that the microplanner does not know how to express temporal relations). To deal with
that architectural issue, a number of statistical approaches have been developed. In this section, we present several approaches which focus on trainable
language generation, describe their methodology and summarise the results
that different generation systems achieved across various domains.
3

One of such attempts to move from handcrafted rule-based generation systems is made in the work presented in Belz (2008). The main methodological
aim of the study is to treat separately the generation space (i.e. all the representations of the data, including input, intermediate stages, and output)
and decision-making which relies on an automatically estimated probabilistic
model. Belz developed a framework called Probabilistic Context-free Representationally Underspecified language generation (pCRU); the main intuition
behind it is that generation rules can be viewed as forming a context-free language. To construct a pCRU decision maker, a probability distribution over
the generation space is estimated as follows. First, each sentence in a corpus
is rendered as a set of all possible derivation trees (so-called multi-treebank);
secondly, frequency counts are measured for each generation rule from the
multi-treebank. The counts are transformed into a probability distribution,
utilizing smoothing and standard maximum likelihood estimation. To put it
briefly, the model generates the most likely context-free derivations given a
corpus.
The method described in Belz (2008) is still in need of a manually built
generator to define the generation decision space. Other investigations show
that the amount of manual work could be reduced by learning generation
rules directly from data. A precursor to many models based on data-text
alignment is the work of Liang et al., who proposed a probabilistic generative model which handles the alignment of utterances to facts in a single
framework. Some other approaches are considered below.
Angeli et al. (2010) proposed to break up the generation process into a
sequence of local decisions. The decisions are hierarchically structured and
performed one by one. Given a set of records in a database, the system
determines which records to choose (macro content selection), which fields
of those records to talk about (micro content selection), and lastly what
words to use for the description of the chosen fields (surface realisation).
Each decision is guided by a set of features, which might also depend on all

4

the previous decisions. The features are domain-independent, and they are
developed for each level of decisions. Those features can capture, inter alia,
the lexical content as well as the discourse coherence; for instance, if a record
about wind speed was chosen in a database to be used consequently in a
generated text, it is likely that it will be followed by a wind direction record.
Thus, we can learn a number of features about the structure of elements in
a corpus.
Angeli et al. (2010) train a set of log-linear models; input database records
are aligned with texts in natural language. From that alignment, two types
of templates are extracted by abstracting fields in a database record: a coarse
template which abstracts away all fields and a base template which abstracts
away only a subset of fields. That representation of templates bears resemblance to semantic stacks representation used by Mairesse and Young (2014),
that could be regarded as linearized semantic trees whose leaves have a mapping to a set of stacks of semantic concepts.
While Angeli’s work requires raw data to be aligned with text, Kondadadi
et al. (2013) work with text input. Their approach also decomposes the NLG
task into two parts: template extraction and ranking model construction. To
extract templates, a shallow Discourse Representation Structure is built for
each sentence in a document. It involves semantic predicates and namedentity tags. The templates are clustered to identify related ones, and an
individual conceptual unit identifier is assigned to each cluster. To build a
ranking model, a number of statistics are collected in a corpus, for example,
the frequency distribution of templates overall and per position in a document, average number of words per a conceptual unit cluster, etc. Those
statistics which become features in a model give the fundamentals for creating a ranking model. An SVM is used to rank the set of templates for a
given position based on the input data.
The system created by Mairesse and Young (2014) is also conceived in
the spirit of a ranking model. There, the generation task is treated as a

5

search over Factored Language Models which could be thought as probable
sequences of semantic concepts and realisation phrases. At the sentence level,
authors proposed a stack-based semantic representation, which has useful
generalisation properties.
As features are learnt automatically in the research done by Angeli et al.
(2010), it is easy to incorporate knowledge from a new domain. As authors
reported, it took them just a few days to tune their system and adjust the parameters to a new domain, whereas, according to Belz (2008), pCRU-greedy
framework took one month. Kondadadi et al. (2013) brief that around a
week is needed to adapt their system to a new domain, and most of the development time is spent on building named-entity taggers, which are specific
for every domain. That reduction in manual tailoring and the portability to
new domains, given data, is often regarded as a selling point of statistical,
learning-based systems. The trade-off between system-building cost and the
resulting quality in generation is considered in Belz and Kow (2009).
Another approach to surface realisation consists in rendering a text from
a grammar. Different grammar formalisms can be used to perform surface
realisation: a Probabilistic context-free grammar (Belz (2008)), Head-driven
phrase structure grammar (Nakanishi et al. (2005)), Lexical functional grammar (Cahill and Van Genabith (2006)), Combinatory categorial grammar
(White et al. (2007)), etc. Although many of these systems are statistical,
they focus exclusively on one part of the generation process, while the ones
we discussed above incorporate both content selection and realisation into
one global model (or at least, treat them in a single framework).
Content Selection as a Statistical Model. While the above-mentioned
investigations tried to develop models incorporating the complete NLG process, Barzilay and Lapata (2005) addresses the issue of content selection
trying to create a stand-alone statistical model for this particular part of an
NLG system. They proposed a data-driven model for learning the content
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selection component of NLG. They claim that the content selection component which takes into account every entity in isolation does not contribute
to producing a coherent text. To enforce discourse coherence, it is vital to
consider all entities belonging to the same database simultaneously. Thus,
Barzilay and Lapata view content selection as a collective classification task
and learn rules from a database and a corpus aligned with the database.
That approach is similar to Duboue and McKeown (2003), who were the
first to propose learning content selection rules automatically, but Barzilay
and Lapata extend their approach by handling all database entries at the
same time, looking for a global optimal selection.
To exemplify a link that may hold between entities, let us look at game
summaries in American football. For instance, when both quarterbacks score
in a game, it would be unconventional to call the passing statistics for only
one of them. On the contrary, it is common to mention either the statistics
for both of them or to omit this information. This link, therefore, needs to be
encoded in a model. Other relation types could reflect contextual constraints
such as temporal and locational information. Barzilay and Lapata proposed
a corpus-driven method to extract links automatically; they also discovered
individual preferences scores for each entity by estimating the values of entity
attributes, which could be found in a database. Given linking constraints and
individual preference scores, the content selection problem can be stated as an
optimization problem, that is to say, to identify a subset of database entities
that maximally satisfies the linking constraints and displays consistency with
the individual preferences.
Experiments and Results. There are two main kinds of evaluation of
NLG systems which measure how well an NLG system achieved its communicative goal. One method is to use human evaluators (either by crowdsourcing or by recruiting experts), where they are asked to rate, edit and/or
comment on generated texts. Another alternative is to utilize automatic
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metrics such as Bleu and Rouge (Papineni et al. (2002), Lin and Hovy
(2003)) which measure how similar corpus texts are to generated texts. Having originated from the machine translation research, those metrics fail to
take into account “syntactic and semantic repetitiveness” across documents
in a corpus. Having this fact in mind, in addition to the widespread methods,
Kondadadi et al. (2013) proposed a new metric called syntactic variability
to measure the linguistic variation across generated texts. It is computed by
representing a document as a set of templates, each sentence in the document
being linked to a template in the template bank. The proportion of unique
template sequences over all generated texts is defined as syntactic variability.
Kondadadi et al. (2013) do not provide us with a comparison between
their system and others, but they make a thorough evaluation of their system
by automatic metrics, expert and non-expert human evaluation. In terms of
text understandability, they achieved results compared to human-authored
text.
The generation system proposed by Angeli et al. (2010) yields a satisfactory result; their performance is comparable to the state of the art across
three domains, although their approach is not domain-dependent.
The approach suggested in Mairesse and Young (2014) outperforms significantly other language model methods, and the evaluation done by human
judges also reveals the high rate of naturalness.
Barzilay and Lapata (2005) found out that the developed collective classifier performs better than the standard one giving a 10.4% increase in F-score.
The standard classifier could be obtained in their framework by setting to
zero all the link scores. That finding underlines the significance of discourse
constraints for content selection.
The pCRU developed by Belz gives us the opportunity to compare a
statistical system with its handcrafted counterpart. They make use of the
SumTime-Meteo corpus which served as a basis for the SumTime NLG
system, which generates weather forecasts (Reiter et al. (2005)). Human
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evaluation has shown that no significant difference is observed between two
systems; it means that a statistical system can well serve as an alternative to
a handcrafted one. Furthermore, comparison with natural language forecasts
revealed that some of the pCRU generators give outputs which were rated
by human evaluators even higher than texts written by experts.
Future work. The amount of work done recently in the domain of statistical NLG assumes further evolution of this field with approaches trying to
play with different features that could be found in a natural language. Let
us briefly outline the potential directions of future work.
Statistical systems, though more adaptable to a new domain, mostly allow
for the overgeneration, i.e. generation of a large range of utterances, some
of which may be ungrammatical or disfluent. One solution to this problem
would be identifying constraints on the generated text to reduce errors. An
example of this sort of proposal in realisation can be found in (Rajkumar
and White, 2014), where the idea is to have a statistical realiser (OpenCCG,
for example), which overgenerates, and then use a language model (as usual)
to rank. The ranking is done based on sophisticated language models that
include psycholinguistically-inspired constraints.
Another problem addresses the coherence of a text: output texts from
statistical models could suffer from a lack of coherence throughout sentences.
Krahmer and Van Deemter (2012) report that the majority of NLG systems
have a stand-alone component dealing with referring expression generation.
One challenge could be the automatic extraction of referring expressions and
subsequent learning from data the consistent way to use them in generated
text.
Although statistical approaches offer a variety of different solutions to
apply to the task of NLG, it is difficult to make a comparison among techniques on offer, because the work have been carried out on different domains
in most cases. However, that trend is changing, for instance, the work of Kon-
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stas and Lapata (2013) uses the same data as Angeli et al. (2010), allowing
for comparison.
By taking a statistical approach, one tends to blur the boundaries between
the modules of a traditional NLG architecture. Another great advantage
of statistical approaches to NLG is that they can significantly reduce the
time for developing an NLG system, given data for a domain. Conventional
NLG systems are knowledge-based; they are heavily dependent on an expert
consultation. Generation rules are usually handcrafted by experts, what is
obviously time-consuming. In consequence, another drawback lies in the
inability to capture the linguistic variation through manually created rules.
The re-usability of NLG frameworks or their components developed in a
traditional stream may be difficult. In general, it is handcrafted generation
rules which prevent a system to be re-used; for each new domain rules should
be rewritten, and it means that one has to start from scratch.
To sum up, by applying a statistical approach one could benefit from
reducing the development time, creating a domain-independent NLG system
with more linguistic coverage, and avoiding the problems connected to the
nature of a traditional NLG pipeline.

2.2

Time and Language

The present research deals with written texts, so the notion of discourse
is confined to a text unit larger than a single sentence. Discourse involves
linguistic and extralinguistic information which both contribute to the discourse interpretation. Taking linguistic features of a text as a basis, Carlota
Smith distinguishes five types of discourse: narrative, description, report,
information, and argument (Smith, 2003). These discourse modes are characterised by two properties: type of situation and principle of progression in
time. Types of situation include events, states, generalisations, and abstractions. The narrative mode primarily incorporates events and states, whereas
generalisations and abstractions are prevalent in information and argument
10

modes. In narrative, situations, which are represented as events, advance
narrative time; in the report mode, situations are connected to the speech
time, and report time is anchored to it, enabling the action to move backward and forward along the speech time axis. In the description mode, time
is static, and the text progression is carried out by means of spatial relations
between objects. The information and argument modes are atemporal; the
text progresses through a metaphoric motion through the text domain.
By narrative we mean a sequence of events related to each other; in that
sense, narrative is close to story. In a narrative time moves. When we read
a narrative text, we read events one by one, forming up a sequence out of
them. That sequential interpretation of events allows a reader to feel the
time advancement in a narrative. Events occur in a particular order, which
was given by a narrator; this order may be called a discourse dimension of a
narrative. Another dimension is a story one; it reveals the ordering of events
as they occur in time. That distinction traces back to the Russian formalism school where story and discourse bear the names of fabula and sjuzhet
respectively. French structuralists also employ that differentiation: they call
those orderings histoire and discours (Mani, 2013, p. 5). The distinction between the story and discourse level is of great importance to computational
narrative systems: in general, events are processed first in their chronological
order, and in the final stage, they are mapped to their surface representation considering the desired discourse ordering. Many narrative generation
systems focus on the aspect of story planning, with much less attention paid
to the actual linguistic realisation (see the review of Gervás (2009)). An
important exception to the trend is the work of Callaway and Lester (2002)
discussed in section 2.5.
Computational approaches to time in narrative make heavy use of the
treatment of tense proposed by Reichenbach (Reichenbach, 1947) and Allen’s
interval algebra (Allen, 1984). The Reichenbachian model introduces three
points of time: the point of the event, the point of reference, the point of
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speech, and two types of relations between them: anteriority and simultaneity. The point of the event indicates the time the event occurs; the point of
speech designates the time a narrator emits an expression; and the reference
point denotes the intermediate point in time between the speech time and
the event time. Combinations of the points and the relations account for
the tense system in English. Allen algebra gives a formal representation of
events’ order in a text. In Allen’s interval algebra, thirteen relations between
intervals are established, they correspond to possible orderings of two intervals: before/after, meets/met by, overlaps/overlapped by, starts/started by,
during/contains, finishes/finished by, and equals. Regularly, temporal relations between events in narrative cannot be determined only by one of the
Allen relations. For instance, if an event A precedes an event B in a text,
we can often conclude that either A is before B, or A meets B. The ordering
between events can be also unknown or omitted on purpose. So, the majority
of narratives consist of events which represent a partially ordered set.
Allen interval calculus serves as a basis for the TimeML markup language
(Pustejovsky et al., 2003). TimeML is a specification language which marks
temporal expressions, events, and relations between them. Time expressions
are tokens denoting dates, times, durations. The temporal relations account
for linking of events to one another and anchoring them in time; they also
mark the aspectual and subordinative relations of events, such as modality,
evidentials, and factives.

2.3

Temporal Structure of Discourse

A lot of research has been done to discover how inferences about time are
made in texts and what contributes to the temporal orderings in events in
a mind of a reader. The main sources of that information are tense, aspect,
temporal adverbials, and background knowledge. An additional source is the
discourse structure. We would like to turn to several discourse models to
show how different discourse structures affect the temporal understanding of
12

a text.
Most of the works listed below lie within the framework of Discourse
Representation Theory (DRT) (Kamp and Reyle, 1993). In brief, DRT aims
at giving an interpretation of an utterance in its context (a discourse), rather
than considering it alone. As the discourse unfolds, the semantic information
of each utterance is transmitted to a mental representation of the whole
discourse. In the end, the mental representation gives a combined semantic
view of the discourse.
Lascarides and Asher (2005) extend DRT by augmenting it with the
rhetorical relations. They reject the Reichenbachian notion of the anaphoric
tense, instead developing a defeasible reasoning system. They argue that
sentences are processed by default knowledge (a defeasible knowledge) which
can be superseded. Lascarides and Asher (2005) view temporal relations
mainly connected to rhetorical structures; in their approach, they establish
five discourse relations which are concerned with the temporal interpretation
of sentences.
One of the principal narrative conventions is that events which follow
each other in text occur in the same order in time, as in example (1)1 : Max
stood up. John greeted him. Lascarides and Asher (2005) state that the
discourse order is the default temporal ordering of events. Example 1 falls
in the category they called Narration: if there are two clauses α and β,
and α precedes β in the text, then α and β are in the narration relation
(Narration(α, β)) when “the event described in β is a consequence of (but not
strictly speaking caused by) the event described in α”. As a counterbalance
to Narration, the relation Explanation(α, β) allows for the following example:
(2) Max fell. John pushed him. Here, the event described in β serves as the
explanation for the event described in α. Other types of discourse relations
established by Lascarides and Asher are Elaboration, Background, and Result.
In Explanation, the temporal ordering of events does not match the textual
1

taken from Lascarides and Asher (2005)
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order, while it does in the Narration relation. When tackling the discourse,
the Narration relation is assumed by default, but it can be overridden by
other relations, for instance, Result or Explanation.
It is often the case that empirical evidence does not support the narrative
convention. For instance, Bell (2005) finds out that the structure of news
stories does not usually comply with the chronology. It is likely to put first
an event of the most important value to a reader, then it is followed by details
of other related events, which can involve moving forwards or backwards in
time, comments, various points of view, pieces of evidence from witnesses,
etc, which can also be expressed in various speech times.
Another corpus-driven approach can be found in Mani and Schiffman
(2005). It attempts to determine the percentage of cases where narrative
convention holds in news texts and to investigate how often time mentions are
explicit. In their experiments subjects were asked to establish the ordering of
events in two adjacent clauses and along with that to choose the reason what
aided them to make a decision about the event ordering. The pairs of clauses
in question have either past tense in both clauses (Past2Past type), or past
perfect tense in the first clause and past tense in the second (PastPerf2Past
type). Interestingly, the narrative convention is maintained just in 47% cases
of Past2Past types and in 58% cases of PastPerf2Past types, i.e. where the
first clause event was judged to be before the second clause event. The rest
of responses indicate that the events in two clauses occurred simultaneously,
or the first clause event was after the second clause event, or the relation
between the two was unclear. Subjects also identified the main reasons which
drove their decisions of the temporal ordering; they were allowed to tick more
than one reason. Along with expected markers of temporal relations, such as
tense, aspect, time expressions and surface order, respondents indicate the
meaning being the clue as frequently as the other reasons. While the former
is relatively easy to model computationally, the latter remains hard to be
tackled by a computer program.
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While most of the works are devoted to news texts, the research of Bögel
et al. (2014) focuses on German fictional narrative stories. They aim at
extracting tense clusters from stories based on tense shifts. By a tense cluster,
they understand tokens in a sub-sentence which refers to a distinct part of
a sentence, i.e. a clause. Their strategy is close to the research of Mani
and Schiffman (2005); the final goal is to examine event orderings, which
may give beneficial insights in the study of narratology. One of the main
characteristics of narrative texts is the prevailing use of the past tense. In
the study in question, texts show that bias as well: the preterite dominates
the tense distribution in a corpus with 77% percent.
The findings presented in this section allow us to deduce that mainly
tense, aspect and adverbials are decisive factors to infer temporal relations
among events. They constitute the majority of different phenomena which
participate in creating the temporal structure of texts. So our main focus in
the work will be those concepts.

2.4

Formal Approaches to Narratives

To understand and generate narratives, researchers need a certain extent of
abstraction, so that they could handle narratives in a formal way. Mechanisms described below do not pretend to cover all the possible layers of
abstraction found in a narrative, but they may give some intuition how a
narrative functions and which parts of it could be codified. We will touch
upon two such computational mechanisms: scripts and cased-based reasoning.
2.4.1

Scripts

The approach to generalise standard situations people are through in the
course of their lives was developed by Roger Schank and his team in the
1970s (Schank and Abelson, 1977). They elaborated scripts which serve as
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representations of frequent event sequences that occur during the human
lifetime. Scripts were intended to assist AI systems with tackling the specific
knowledge people have when participating in everyday events. The classic
example of those events is going to a restaurant. A restaurant script includes
typical events and characters, which are performed or found in a restaurant.
The script has also to specify preconditions, e.g. being hungry, in order to be
executable and postconditions, e.g. the sated hunger, that are implications
of the script. Script Applier Mechanism, a story understanding program
described in Cullingford (1978), was able to activate scripts and draw basic
inferences from them, for example, a hamburger was brought by a waiter
(if the waiter was not mentioned as an agent of the event of bringing a
hamburger).
When lining up events on the temporal scale, we often rely on world
knowledge of the sort encoded in scripts, which prompts us that paying in a
restaurant occurs after finishing food or bringing food occurs after ordering
it. Those commonsense inferences may seem evident for a reader, but they
could be problematic for a computer program. Thus, scripts, being the representations of standard events, may help create temporal schemes for typical
situations.
2.4.2

Case-based Reasoning

Case-based reasoning (CBR) makes use of old problems to find a solution for
a new one (Kolodner, 1992). A reasoner bears in memory an old experience,
which resembles the current problem, and uses it to suggest the answer to
the current problem. CBR involves the adaptation of old solutions to new
situations, the use of previous experiences to clarify or criticise new cases,
and the reasoning from previous experiences to interpret a new case. CBR
is a highly frequent phenomenon in everyday life: a doctor treating patients
with similar symptoms, a lawyer appealing to precedents in the court, and
many other professional workers using their previous experience to meet a
16

new case. CBR is applied in the computational story generation as well when
AI systems search for similar patterns in narratives. Early story generations
systems, such as Universe and Minstrel, already grounded their modelling process on CBR. Universe (Lebowitz, 1985) uses a collection of “plot
fragments” to generate a plot for the whole story. A plot fragment consists of
narrative methods to reach a narrative goal. For instance, a typical plot fragment forced-marriage involves a list of roles with their additional constraints
which characters must meet, and a list of goals and subgoals—an ordered
set of objectives which must be reached in order to realise the plot fragment.
Driven by the narrative goal, Universe picks a proper plot fragment, executes its plan, and adds a new goal to the plot outline. Universe keeps
on doing that process recursively until certain conditions are satisfied. Minstrel (Turner, 1992) attempts to enhance the domain of the computational
storytelling by integrating creative solutions to problem-solving. Its model of
creativity is based on small adaptations of previous story plans and a boredom assessment. The boredom assessment checks if a proposed new plan was
used too many times before, that is to say, whether it is boring or not. Minstrel makes use of episodic memory to determine whether a new solution is
mundane or not. Both Universe and Minstrel suffer from their confinement to a particular story domain, for which previous cases were acquired
and processed. So, their adaptation to a new domain presents a challenge,
and the knowledge collection is still a time-consuming and laborious process.

2.5

Computational Narratology and NLG

Inderjeet Mani defines computational narratology as an analysis of narrative
“from the point of view of computation and information processing” (Mani,
2013, p.2). The scope of computational narratology encompasses algorithms
used for the construction and the interpretation of narrative; formal representations of a story structure; the automatic generation and comprehension
of narratives. Among others, it also deals with the evaluation of literary the17

ories: given a decent corpus of narratives duly annotated, the reliability of
a literary hypothesis proposed in the humanities can be justified or rejected
using computational methods.
In the current section, we would like to focus on automatic approaches
in story generation, paying a special attention to managing of time. Out
of many story generation frameworks, we describe two, StoryBook and
Curveship, which emphasize temporal relations in narrative. For more information about other generation systems, we refer the reader to the following
reviews: Gervás (2009), Gervás (2013).
StoryBook (Callaway and Lester, 2002) was implemented with the purpose of filling a lacuna between story generation and NLG. Authors claim
there is a gap between the microplanning level in NLG systems where syntactic structures are specified with a great detail and the story plans generated
by storytelling systems, which possess scarce information about the discourse
structure. Discourse and surface realisation is often done with the help of
templates and/or connecting text strings with operators determined in the
story planning. On the contrary, StoryBook possesses a complete planner of individual sentences, lexical choice unit, revision component, and a
surface realiser apprised of English grammar. In the input to StoryBook,
one should specify characters, events, scenes, a set of goals, and the order
of the events’ occurrence. The system generates a fabula and plans each
sentence of the discourse. Finally, after performing the revision, it realises a
story. The output of StoryBook shows a variety of tense shifts and discourse techniques such as dialogues, reported speech, indirect questions, etc.
That is mainly due to the power of the revision module, which generates
more complex syntactic structures from separate sentences, and the narrative structurer component, which is responsible for determining thematic
roles, tense shifting, and dialogue realisation. However, along with its architectural contribution to the microplanning level, StoryBook reveals some
shortcomings: the heavy reliance on built-in features, the domain-dependence
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(the domain of Little Red Riding Hood ), the ignoring of narratological parameters such as the sequence of events in discourse, the speed of narrative
time, the frequency of events being told and happened, etc (for more details,
see Table 1 in Loenneker (2005)). Some steps to fill up the gap in those
narrative parameters were undertaken in another story generation system:
Curveship.
Curveship (Montfort, 2011) exemplifies a template-based interactive
fiction system. It includes two separate components: the Simulator and
the Teller. The Simulator is responsible for operations in the world model
(objects, actors, locations, events) and the maintenance of the state of the
world, whereas the Teller deals with the narration part. The organisation
of the Teller module is equivalent to the NLG pipeline architecture with
three stages. Curveship aims at creating narrative variety by implementing
different narratological parameters introduced by Gérard Genette (Genette,
1980). Curveship can control several aspects of narrative identified by
Genette: order, speed, frequency, focalisation, and time of narrating. Regarding orderings of events, the system is capable of representing a narrative
in seven orderings: chronicle, retrograde, zigzag, analepsis, prolepsis, syllepsis, achrony. For example, to include a prolepsis (anticipation or flashforward,
in other words), a point of insertion is required along with a main sequence
of events chronologically ordered. Also, a principle for choosing events from
the future is needed. That principle consists of selecting “inevitable events”
such as the sun disappearing from the sky or nuclear missiles approaching.
In addition, Curveship determines a tense to be used in a sentence by taking into account three positions in time: speech, event, and reference time
(the classic Reichenbachian model of tenses). However, Mani points out that
Curveship does not indicate when and in which situations one kind of ordering is preferable to another (Mani, 2013, p. 63). In that case, corpus-driven
studies in narratology may help solve that issue.
To conclude, formal treatment of temporal information in a text is crucial
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to many applications of computational narratology, including story generation. Generation of narrative texts is still a challenge in the area of NLG.
As Gervás et al. (2006) observed, computational narratology has a lot of
directions for developing, for instance, one of the limitations is the lack of
systems which explicitly allow for various discourse techniques used in narrative, such as flashbacks, repetitions, ellipsis etc. Story generating systems
mostly use the standard pipelined NLG architecture (Callaway and Lester
(2002); Loenneker (2005); Hervás et al. (2006)). Our study tries to contribute to the domain of story generation by applying statistical methods
and reusing some elements of narratives to generate new ones.
All in all, in this chapter, we considered statistical methods for NLG systems and discussed computational treatments of temporal relations in texts.
This knowledge is crucial for our research presented in the next section, since
in our applications we make use of the concepts and theoretical frameworks
introduced in this chapter.
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3

Investigating temporal shifts in narrative:
A data-driven approach

This thesis research aims at developing an algorithm which could be integrated into the microplanning module of an NLG system. The NLG system
takes, as input, a series of events on a timeline, together with a specification
of the order in which they are to be expressed. In other words, the document
plan is given to the NLG system. Our task is to decide how to express the
temporal links between the events in the order determined.
The investigation conducted in this thesis pursues the goal to obtain models conveying temporal relations. By a model, we understand the sequence
of tenses and time expressions. To acquire it, we take a sample of texts
describing two or more events related in time, extract temporal information
from there, and discover the common patterns using probability. The temporal models are mined from a corpus of narrative stories. This chapter is
completely devoted to the procedure of patterns’ mining.
To be specific, the current chapter outlines the material used in this study
(section 3.1), describes the temporal annotation of the corpus (section 3.2),
addresses the issue of the key sentence identification (section 3.3), evaluates the performance of the temporal annotation (section 3.4), presents two
approaches to obtain the temporal models (section 3.5), and exhibits final
results (section 3.6).

3.1

Materials

The research makes use of a corpus collected in 20092 , which consists of 161
stories written by native English speakers. The corpus was constructed in
the following way: at first, people were shown six pictures in a row which
represent a story, each picture having a caption and a timestamp. There are
2

The author expresses her sincere gratitude to Albert Gatt for collecting the corpus
and making it available for this research.
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(1) 9:15
couple outside
front door

(4) 14:30
fitting
kitchen

(2) 12:15
decorating
house

in

(3) 13:30
door
being
moved upstairs

(5) 18:45
checking mirror position

(6) 21:00
couple toasting
with
champagne

Figure 1: Set of pictures displaying the story Moving House
five sets of different images or five different stories (see Figure 1 for such a set).
Afterwards, those pictures were displayed one by one, and the subjects’ task
was to write a story filling the gap next to each picture. The pictures could
be shown in various permutations; for instance, the event that happened as
the last one might take the first place in a story. Not every possible shifting in
the sequence of events was allowed; for each story only ten different orderings
were made up, that gives us fifty different stories in total. In other words,
while a list of events (at the level of fabula) was always the same since the
story did not alter, there were various discourse-level permutations. It is also
crucial to emphasise that, in the course of writing the story, even when the
story was permuted, the subjects always knew the actual timeline, because
they were shown it throughout.
Figure 1 displays a set of pictures with timestamps and captions, which
depicts the story Moving House. Apart from that story plot, there are another four: Robbery, Betting, Heart Attack, and Lost Boy, giving a total of
five distinct story types. Each story type consists of six episodes, or events,
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represented by pictures. Events in the story types can be arranged in ten
different orders at the discourse level: 1-2-3-4-5-6, 2-3-4-5-1-6, 3-4-5-1-2-6,
4-5-1-2-3-6, 5-1-2-3-4-6, 6-1-2-3-4-5, 6-2-3-4-5-1, 6-3-4-5-1-2, 6-4-5-1-2-3,65-1-2-3-4, where a number from 1 to 6 denotes the ordinal number of a story
event in the order of its occurrence in time, 1 being the earliest and 6—the
latest.
If we consider the Moving house story, it can be told in the chronological
order, i.e. 1-2-3-4-5-6 or, for instance, in the 4-5-1-2-3-6 order, where the
chronologically initial episodes 1, 2, 3 are positioned in the middle of the
story but before the temporally last event 6. Two excerpts of such stories
are displayed in Table 1. From the texts, we can see that, to anchor events in
time, a range of time expressions is used by writers. Of particular interest is
how human subjects use devices such as tenses, adverbials and anything else
to indicate temporal shifts in chronology to achieve the effect of a narrative
smoothly moving in time.
Tables 2, 3, 4 show some statistics about the corpus. Table 2 presents the
distribution of story types in the corpus, and Table 4 shows the distribution
of event orders. The story types are more or less equally distributed in
the corpus. Each event order also has a roughly equal representation—each
constitutes about 10% of the story corpus. In the corpus, there are 161 stories
with six episodes each; that gives us 966 episodes in total. An episode of a
story can consist of more than one sentence—see Table 3 for the distribution.

3.2

Temporal Tagging

Temporal annotation of the corpus is performed by the means of the CAscading EVent Ordering (CAEVO) system3 , a publicly available tool yielding
temporal graphs over events and time expressions (Chambers et al., 2014).
Among other functionalities, CAEVO extracts events, using the NavyTime
system (Chambers, 2013), and time expressions (timexes), making use of
3

http://www.usna.edu/Users/cs/nchamber/caevo/
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1-2-3-4-5-6
1: It was Saturday morning at 9:15.
Mary and John arrived home [...].
2: [...] It took them until afternoon
to get the room painted and the new
door jams installed.
3: Finally, at 13:30 they were ready
to hang the new door. [...]
4: The next step in their project was
the kitchen. [...]
5: It was nearly 7 PM when they finished the final touches on the bathroom, hanging the mirror and other
fixtures.
6: John and Mary rested up for a
while [...] and toasted their success.
[...]

4-5-1-2-3-6
4: It was Tuesday, and we were finishing of fitting the kitchen.
5: The final job in our decorating bonanza was the hanging of our beautiful mirror.
1: It all started in the morning when
we picked up all the materials.
2: We then started the decorating.
3: This involved doors being removed
and rehung.

6: After all our exertions we sat down
at the end of the day with a glass of
champagne each.

Table 1: Excerpts of two stories from the corpus

SUTime (Chang and Manning, 2012). Both systems showed satisfactory results at the TempEval-2013 competition (UzZaman et al., 2013). Our use of
CAEVO is reduced to the revealing of events and timexes from the corpus.
Given a raw text file as input, CAEVO outputs an XML file with annotation of events and timexes in the TimeML format. Moreover, the annotation
associates each corpus sentence with its tokens, phrase structure, and dependency grammar representations. The latter is done using the Stanford
parser4 included in the system.
Our primary interest consists in extracting timexes and grammatical information about events since we assume that they are crucial to the temporal
organisation of narrative. Consider the excerpt from a story Moving House
(see Figure 1) with the 6-3-4-5-1-2 event order, exemplifying the 5 and 1
4

http://nlp.stanford.edu/software/lex-parser.shtml
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Story Type
Moving House
Robbery
Betting
Heart Attack
Lost Boy
Total

Story Count
32
28
34
34
33
161

Event Order
1-2-3-4-5-6
2-3-4-5-1-6
3-4-5-1-2-6
4-5-1-2-3-6
5-1-2-3-4-6
6-1-2-3-4-5
6-2-3-4-5-1
6-3-4-5-1-2
6-4-5-1-2-3
6-5-1-2-3-4
Total

Table 2: Distribution of story types
in the corpus
No of sentences
per episode
One sentence
More than one
sentence
Total

Episode Count
569 (59%)
397 (41%)

Story Count
16
14
15
17
16
18
16
15
15
19
161

Table 4: Distribution of event
orders in the corpus

966

Table 3: Distribution of number of
sentences per episode

episodes:
(1) They were finally hanging the mirror in the bedroom on the newly
painted walls [...]. They couldn’t believe it was already almost 7 pm.
(2) They had arrived that morning at 9:15 and had had no idea what was
in store for them!
Events tagged by CAEVO are highlighted in blue; timexes are in red. In
the XML file, if an event is represented by a verb, it is annotated with a
tense (Past, Present, Future, Infinitive) and an aspect (Simple, Progressive,
Perfective). If it is not a verb, the value None is attributed to the event.
Using that excerpt, we are able to construct a temporal pattern accounting
for the temporal linking between the episodes 5 and 1 in the 6-3-4-5-1-2
event order:
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Past Progressive Timex → Past Perfective Timex.
Temporal patterns can vary in size, i.e. in the number of events they
account for. We imply that there are no restrictions on the number of events
taken into consideration. A temporal pattern can be created for two adjacent
events in discourse as was demonstrated above, or only for one event. In the
aforementioned example, the pattern for the event 1 only is Past Perfective Timex. We suppose that a pattern is significant when it is considered
in the context of all other story events. In addition, stories in the corpus
comprise only six events; it is not a high number. So patterns for each event
in a story will be grouped together to create a general model for the whole
story. Thus, each event order will have its sequence of six temporal patterns,
which, in its turn, forms a temporal model for a story. A temporal model for
a story with the 6-3-4-5-1-2 event order may have the following structure:
6: Past Progressive
3: Past Perfective
4: Past Simple
5: Past Progressive
1: Past Perfective Timex
2: Past Perfective Timex.
There are story episodes where CAEVO did not detect any event; in such
cases the value Not available Not available is attributed to the event
to form its temporal pattern.
The majority of extracted patterns for an event have the structure: Tense
Aspect. If available, timexes enrich the pattern structure; in that case, the
pattern may look like this: Tense Aspect Timex. The pattern without
timexes serves as a general representation of a family of patterns, for example, Past Simple. It usually expands into several subpatterns: the pattern
Past Simple itself (i.e. without timexes) and the pattern with a timex—
Past Simple Timex. The position of a timex in a sentence with respect
to an event is ignored. Either before an event or after it, the timex always
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follows the event in temporal patterns. That approach is taken as we are
concerned only by the fact whether or not an event is modified by a timex,
that is to say, we disregard its realisation. In other words, the main focus is
on microplanning.
If an episode contains two or more timexes, they are counted as one.
Judging from the corpus data, two timexes are often encountered in the
same sentence when one of them specifies the timestamp the other indicates.
For instance, in That day, at 9.15 we had felt life was on our side, the first
timex that day provides the reference point to a date while the second at
9.15 anchors the event to a particular hour of the day. In a case with two
timexes, one of them serves mainly for defining more precisely the time when
an event occurred, so it can be disregarded in the temporal pattern on the
grounds that the event is already anchored by another timex.
Once the corpus is temporally tagged, two issues have to be tackled in
order to construct patterns: (a) choosing a key sentence to represent the
episode (as an episode may consist of more than one sentence); (b) identifying the “main” event in a sentence (as a sentence may have several events
detected by CAEVO). The “main” event in the key sentence is used in the
pattern construction afterwards. To illustrate those two issues, consider the
final episode taken from the Moving House story:
(3) Cathy and Michael were sitting on their new sofa, smiling
happily as they toasted with champagne. And they had a good
reason to celebrate—they had just finished moving into their new flat.
The episode consists of two sentences; the annotation of events given by
CAEVO is in blue. The key sentence is in bold, and the “main event” is
underlined.
Our approach to key sentence identification is thoroughly addressed in
section 3.3. As for the second issue, the event is considered to be the “main”
event, if the underlying text string of the event (for instance, a verb form)
coincides with the root of a parse tree of the sentence. If this condition fails,
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the first event appearing in the course of the sentence is taken.

3.3

Key Sentence Identification

In the corpus, there are 966 episodes; about 40% of them consist of more
than one sentence (see Table 3). In each such episode, we need to choose one
sentence, which will serve as a representative of the episode, the so-called
key sentence.
Before diving into details, it might be useful to understand what the role
of the key sentence is and why it is important to identify it. There are two
motivations behind the idea of the key sentence. One of them is certainly
practical: the ability to relate the episode temporally to the others. Another
reason is theoretical. Most of the time, for a given episode, humans structure
narratives around a key event. It also serves as an “anchor” for the remaining
descriptions of the episode. Thus, if an episode consists of three sentences,
and the first sentence is key, then the second and third sentences will be
temporally anchored to the first one. Of course, to choose one sentence in an
episode is not the only possibility, for instance, one could think of using all
sentences. However, we deal with one sentence as we assume that our NLG
system takes an event as input, and that it therefore needs to determine at
least for that event how it is going to be linked to the others in the text.
The straightforward technique for selecting one sentence from an episode
would be to assume the first sentence of the episode to be key, relying on the
hypothesis that the first sentence has a fair chance to display temporal links
to the previous episode. A more complex approach is taken to handle the
issue, but that technique is also applied in some cases, as we will demonstrate
later.
To identify a key sentence, we resort to captions, which were given for
each picture, while participants were writing their story. It is likely that
participants used words from captions to describe the action in the picture,
so we intend to reveal the key sentence by finding tokens from the captions
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in sentences from a given episode. In order to do that, captions provided
for each episode and tokens in sentences are stemmed by the PorterStemmer
available in the Python NLTK package5 . Given the episode, the overlap
between sentence tokens and caption tokens is computed; some stopwords
(determiners, prepositions, etc.) are removed from the intersection. The
sentence with the most elements in the intersection is ranked as the key
sentence. However, the desired outcome is not the only one possible: the
intersection could be empty, or several sentences could have the same amount
of tokens in common with the caption; the distribution of results is shown in
Table 5.
1
2
3
3a
3b

Empty intersection
One candidate found
More than one candidate found
(one candidate’s intersection has the greater cardinality)
(all candidates’ intersections have equal cardinality)

26%
52%
22%
(11%)
(11%)

Table 5: Distribution of results when intersecting tokens from the caption
and episode sentences

In the majority of episodes, only one sentence from the episode has a nonnull overlap with the caption, whereas other sentences do not have any tokens
in common (case 2 ). That sentence is then considered key. In case 3a, the
cardinality of one intersection is greater than any other intersections’, so the
sentence which yielded that intersection is identified as the key one. When
there are no candidates for the key sentence (case 1 ) or several candidates
with equal cardinality of their intersections (case 3b), the heuristics of “the
first sentence in the course of the episode” is applied. In case 1, the initial
sentence of the episode is chosen as the key one; in case 3b, the sentence,
among those with a non-empty intersection, which is the closest to the beginning of the episode is considered as the key sentence. That heuristic is
5

http://www.nltk.org/api/nltk.html
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based on the hypothesis that the nearest phrases to the previous episode
have a good chance to show temporal links to it. That claim can also be
supported by the fact that, in case 2, the identified key sentence turns out
to be the first sentence of the episode in 55% of instances.

3.4

Preliminary Evaluation

For further experiments, it would be useful to evaluate the temporal annotation and the key sentence identification since the automatic natural language
processing is prone to errors. In this section, we demonstrate how the assessment of the automatic approach is effected, how the manual annotation
is performed, and we point out problematic issues with temporal tagging in
narrative.
3.4.1

Evaluation of Key Sentence Identification

The assessment of the key sentence identification is carried out by the author
of the present thesis manually. The manual evaluation consists in finding key
sentences in episodes and then comparing the human choice with the choice
of the algorithm described in the previous section. To perform the manual
annotation, guidelines were developed. When an episode is composed of more
than one sentence, a human annotator must choose the most representative
sentence for the episode which best conveys the core idea of the episode. We
assume that the main idea is represented by the picture and the caption for
the episode in question. The annotator should, therefore, be guided largely
by the visual image and its title. If sentences do not match the picture
and its caption in any way, that is to say, the annotator does not see any
relation between the picture and the text, the first sentence in the episode
is to be marked as the key one. That rule allows us to approximate results
of the human annotation to the machine algorithm in the cases where it is
not possible to identify key sentences. The manual annotation was naturally
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blind: the author did not know the results of the automatic approach while
ranking key sentences.
Human validation reveals 72.3% accuracy of the machine approach, i.e.
in 72.3% of cases, the human choice of the key sentence coincides with the
algorithm’s choice. So the automatic approach shows a good accuracy. We
also evaluate how many times our heuristics in Table 5 match key sentences
identified by the human. When no tokens in common were found for a
caption and any sentence in the episode (case 1 in Table 5), the accuracy
is 57%. In the presence of one candidate (case 2 ), the accuracy is 84%;
when there are multiple candidates (case 3 )—62%. The high accuracy in
case 2 shows that the overlapping of tokens from a sentence and a caption
seems to be a promising technique. The method to take the first sentence
by default in case of no textual indications appears to be reasonable as we
obtained an accuracy of more than 50%. That method is also supported by
the satisfactory accuracy in case of multiple candidates, where it was applied
to half of instances.
3.4.2

Evaluation of Temporal Tagging

As in the case of key sentence ranking, the evaluation of the temporal annotation is also performed by the author manually. The manual verification
aims at identifying weak points of the temporal tagging in narratives and extracting the right events with their attributes for each episode. Rather than
to consider the whole corpus, we take the key sentences that were identified
manually, since the information only from them will be used to construct
temporal patterns. The 161 corpus stories consisting each of six episodes
yield 966 sentences, which should be put under scrutiny of the annotator.
The sentences are studied scrupulously, and the verification process is carried out in several steps. First, we look for the “main” event in each sentence
as there can be several events identified by CAEVO. Secondly, we check its
features; if it is a verb, tense and aspect are controlled. The main event with
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its features forms a temporal pattern for the sentence in question. Thirdly,
we pay attention to timexes in the sentence. If they are present and related to the main event, we include them in the temporal pattern as well.
In that way, all sentences are considered, from which events, their features,
and timexes, if applicable, are extracted. Thus, we obtain a set of manually
built, temporal patterns for each episode. They are compared to the patterns
identified automatically. If guided by the exact match between the two annotations, the accuracy of the temporal tagger is 68%. Two annotations do
not feature the exact match if, for instance, the manual annotation output
is Past Simple Timex, and the result of the automatic approach is Past
Simple. In that case, the patterns are considered different.
We regard the 68% accuracy as a good result since the evaluation of the
temporal annotation embraces three different tasks: identification of the right
event, tense identification, and timex extraction.
The manual validation of pattern extraction allows also to identify the
most common problems with temporal tagging of narrative texts. Apart from
obvious mistakes of CAEVO, which are inherent to all NLP tools, such as
missing events, omitted timexes, or assigning a wrong tense, some obstacles
are revealed, which are due to the design of the experiment and which were
not taken into account at the beginning. Currently, our investigation of
temporal shifts in narrative is confined to events and timexes explicitly found
in the text by means of NLP tools; however, a more fine-grained approach is
required in some cases where the tagged data do not provide a satisfactory
result. Here is a summary of the drawbacks which prevent us from having
the desired output:
1. Some lexical expressions playing the role of timexes were not tagged as
time expressions. E.g., at the end, finally, first.
2. Some temporal relations are expressed with relative clauses.
E.g., Before robbing the house, the men were outside [...].
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3. A timex and event are located in two different sentences.
E.g., It was 12:45 yesterday. Steve got a cheque for 1000 British
Pounds.
In theory, the first defect seems to be eliminated easily, just by incorporating
special lexical expressions into a set of timexes. Given the second and third
deficiencies, we nevertheless do not dare to invent an automatic algorithm
to handle them since, in each case, it is possible to draw counter-examples,
where a relative clause or adjacent timex does not pertain to the targeted
temporal pattern.
All in all, we assess the accuracy of the temporal tagger as good since
it mainly produces correct results. However, the methodology for handling
literary texts automatically could be developed more thoroughly.
3.4.3

Two Types of Tagged Data

The corpus is currently tagged both merely automatically and manually (by
tagging, we mean not only the temporal annotation but the key sentence
identification as well). It enables to operate with two types of data: initial,
i.e. without modifications, based purely on the automatic extraction, and
modified, i.e. following the manual annotation. All further experiments deal
with those two kinds of data separately.
For each type of the annotation, a Python script was written, which extracts sequences from files. In case of the automatic annotation, the script
extracts temporal patterns from an XML-file generated by CAEVO and enhanced by the tag < keysentence/ > for key sentences. In case of the manual
annotation, the script deals with a plain text file. In both files, the script
identifies patterns for each key sentence in a story, and then builds a sequence
of temporal patterns which accounts for the whole story. Thus, each story
in the corpus is mapped to its temporal model.
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3.5

Generation of Temporal Models

In this section, we consider the construction of temporal models for different
event orders found in the corpus. Each story corresponds to its temporal
model, in other words, a sequence of temporal patterns extracted for each
story episode. Each story also has an event order. The present challenge
is to find the sequence of temporal patterns which fits best the event order.
Our training data are the whole corpus, i.e. 161 stories; there are about 15
stories on average for each event order. In order to obtain temporal models
for event orders, we apply two statistical techniques: a Markov chain (section
3.5.1) and Conditional Random Fields (section 3.5.2).
3.5.1

Probabilistic Model: A Markov Chain

Just like events have a temporal organisation in text, the temporal patterns
from models are interrelated too. In a model, a temporal pattern for an
event is dependent on the adjacent temporal patterns. In this respect, the
problem of temporal model generation can be viewed as a Markov problem.
A temporal model is a sequence of temporal patterns—in the Markovian
terms, a chain of linked events—where, given a temporal pattern, we predict
the next temporal pattern.
A Markov chain is a sequence of random variables which possess the
Markov property: the probability of the current state depends only on the
previous state, not on the chain of states that preceded it. In our probabilistic model, events described by temporal patterns play the role of states.
Then, the probability of a sequence of temporal patterns is calculated as the
product of conditional probabilities of a pattern given a pattern in the previous episode. If we have patterns A, B, C, D, then the probability of having
the patterns’ sequence of A → C → B → D → C is computed as follows:
P (A → C → B → D → C) = P (A|0)∗P (C|A)∗P (B|C)∗P (D|B)∗P (C|D),
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where P (A|0) is the probability of encountering the pattern A in the first
episode, and P (C|A) is the probability of the pattern C in the second episode,
given that it was preceded by the pattern A in the first episode.
In the more generic form, the formula has the following structure. Let
P = pi , ..., pn be a sequence of patterns, such that pi =< Ti , Xi >, for some
tense T and (possibly null) timex X. Then the probability of a sequence of
such patterns can be expressed as:
P (P ) = Πni P (pi |pi−1 )
Markov chain models are notorious for their absence of “memory”. Strictly
speaking, the pattern, say, of B would be estimated as P (B|A, C), since B
comes after A → C, but it is simplified by taking a “limited horizon” (i.e.
the Markov property) so that it is reduced to P (B|C).
The Markov chain model was implemented in Python. All possible patterns’ sequences are computed for each event order separately and sorted by
their probability. A top-ranked temporal model is regarded as a standard for
conveying temporal relations for the given event order.
3.5.2

Conditional Random Fields (CRFs)

We may expand our idea given at the beginning of the previous section:
a temporal pattern may depend on all temporal patterns rather than the
adjacent ones only. In other words, events expressed in the first episode of a
story may be linked to all other events of the story. This makes us think of
another type of dependency between events, which accounts for structured
sequences. That reasoning suggests that we use Conditional Random Fields,
which is a machine learning technique predicting structured data.
About CRFs. CRFs are a type of probabilistic graphical model. They
were introduced in Lafferty et al. (2001) as a framework for building prob-
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abilistic models to segment and label sequence data. Let X be a set of
observation sequences and Y a set of label sequences. Roughly speaking,
that framework is meant to give a value of p(y|x) for any x ∈ X, y ∈ Y,
based on a few hypotheses that are described through a set of functions that
are called features.
Formally, the term Conditional Random Field refers to any couple (X, Y)
which satisfies certain properties relative to a graph G. The definition given
in Lafferty et al. (2001) is the following:
Definition 1. Let G = (V, E) be a graph such that Y = (Yv )v∈V , so that
Y is indexed by the vertices of G. Then (X, Y) is a conditional random field
in case, when conditioned on X, the random variables Yv obey the Markov
property with respect to the graph: p(Yv |X, Yw , w 6= v) = p(Yv |X, Yw , w ∼
v), where w ∼ v means that w and v are neighbors in G.
In such a model, according to the theorem of random fields given in Hammersley and Clifford (1971), it is possible to express any p(y|x) as depending
on feature functions:




pθ (y|x) ∝ exp 

X

λk fk (e, y|e , x) +

e∈E,k

X

µk gk (v, y|v , x) ,

v∈V,k

where fk and gk are feature functions and λk and µk parameters.
If we consider that those feature functions fk and gk are already known,
what is still to be decided in order to determine the probability model are
the values of the parameters λk , µk for all k. There exist training algorithms
made for determining the best values for those parameters for fitting a set of
training data. The feature functions have to be decided manually: that allows
users of the framework to customise their probabilistic models by specifying
which dependencies are relevant.
The algorithms used for the training have two main advantages: first,
they are tractable while taking into account richer dependencies than usual
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Hidden Markov Models. Secondly, it is proven that those algorithms converge
for any training data set.
One advantage of the framework is that it enables to represent rich dependencies between labels. Before the CRF framework was introduced, labeling
a sequence of observation was done using Hidden Markov Models or Maximum Entropy Markov Models. Both classes of models assume the presence
of hidden states that generate the observations. The most natural way of
modelling such states is in terms of labels. So, in such models, every label
is assimilated to a state, that is more likely to produce certain observations.
On the other hand, in a standard HMM, the assumption is also made that
the value of a given state only depends on the previous state, which is not a
suitable assumption in many cases, as it is often relevant to take into account
the value of the sequence of preceding states (or, at least, the n last states)
rather than just the value of the last state.
Moreover, the customisation of the probabilistic model in CRFs is made
through the setting of feature functions, which can be understood quite intuitively. Also, there exist implementations of CRFs, such as CRF++ (ver.
0.58) that is used in the present thesis.
Our Use of CRFs. CRF++6 is an open-source implementation of CRFs.
CRF++ needs a particular format of input files, which are constructed from
our data. First, it requires an input file with training data. The training
dataset is represented by pairs of an episode number and a temporal pattern;
six such pairs constitute one sequence, which represents a temporal model for
each story (see Table 6). Those episode numbers correspond to the ordinal
numbers of the episodes in the particular story. Temporal patterns play the
role of labels, which are trained by CRFs. So, all sequences have the same
left part (episode numbers) but a different right part (temporal patterns).
The model tries to predict an output sequence of temporal patterns given
6

https://taku910.github.io/crfpp/
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an observed sequence of episode numbers. Thus, the second input file to
CRF++ is the testing file which contains a sequence of episode numbers.
Episode number
6
2
3
4
5
1

Label
Past Simple
Past Simple Timex
Past Perfective Timex
Past Simple
Past Simple
Past Perfective

Table 6: An instance of the training data for the 6-2-3-4-5-1 event order

Last but not least, CRF++ requires a template file where feature functions are specified according to a special notation developed for the tool. We
set a number of parameters for feature functions as follows. At any token
that the learner inspects it considers that token, the five preceding tokens,
and the five next tokens when deciding what label to assign to the token. We
also include as features six combinations of a current token with its neighbours with a context window size of 3. Those are all unigram features. While
examining a token, the features embrace the whole sequence of six episodes
and reinforce the link between the token and its three preceding and succeeding episodes. Bigram features are also introduced into the model. They
account for combinations of a previous output label and a current output
label.
The learning is done separately for different event orders. Cross-validation
was not used as the amount of data is not large: training data for each event
order have 14-19 instances (the example of an instance is presented in Table
6). The learning being done, we proceed to the testing. The test input is a
sequence of episode numbers; in other words, it looks like the first column
in Table 6. As a result, CRF++ outputs the ten most likely sequences of
temporal patterns sorted by their conditional probability.
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The modelling is carried out for two types of data: original and manually
modified. It should be also mentioned that we did not run in-depth comparative tests with different feature functions as there is no “gold standard” in
our investigation. For a particular event order, the temporal model is not
unique: there may be several equally good models or no models at all. Our
experiment is more concentrated on the possibility of such models in general,
so the detailed feature engineering is beyond the scope of the current study.

3.6

Results

It should be borne in mind that experiments were run on two kinds of data
(initial and modified) and with the help of two different machine learning
techniques (Markov chain and CRFs). To begin with, we focus on the initial
dataset where the output of automatic tagging has not undergone the manual
modifications (see section 3.4.3 above). By scanning the outputs of two models, we found out that the initial data provided satisfactory results neither
with the Markov chain model nor with CRFs. Nearly all predicted temporal models for event orders comprised temporal patterns consisting of Past
Simple only, without any timexes regardless of the used learning model.
Certainly, the prevailing position of the past simple tense is explicable by
the nature of the corpus which includes fiction stories (cf. the discussion of
the investigation of Bögel et al. (2014) in section 2.3). However, the absence
of timexes in the most probable temporal models suggests that it may be
also due to errors of the temporal tagging. In the rest of the section, we will
describe only results given by the modified data.
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Temporal model
P astSimple → P astP erf ective → P astSimple → P astSimple → P astSimple → P astP erf ective
P astSimple → P astP erf ective → P astSimple → P astSimple → P astSimple → P astSimple
P astSimple → P astP erf ective → P astSimple → P astSimple → P astSimple → P astSimpleT imex
P astSimple → P astP rogressive → P astSimple → P astSimple → P astSimple → P astP erf ective
P res.P rogressive → P res.Simple → P res.Simple → P res.Simple → P res.Simple → P res.P rogressive

Probability
0.0383
0.0255
0.0255
0.0255
0.0208

Table 7: Top-5 temporal models for the event order 6-2-3-4-5-1 predicted by the Markov chain model
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Temporal model
P astSimple → P astP erf ective → P astSimple → P astSimple → P astSimple → P astP erf ective
P astSimple → P astP erf ective → P astSimple → P astSimple → P astSimple → P astSimpleT imex
P astSimpleT imex → P astP erf ective → P astSimple → P astSimple → P astSimple → P astP erf ective
P astSimpleT imex → P astP erf ective → P astSimple → P astSimple → P astSimple → P astSimpleT imex
P astSimple → P astP rogressive → P astSimple → P astSimple → P astSimple → P astP erf ective
Table 8: Top-5 temporal models for the event order 6-2-3-4-5-1 predicted by CRFs

Probability
0.0183
0.0157
0.0111
0.0094
0.0084

We go on to compare two learning methods. Given the modified dataset,
the five-best outputs generated by the Markov chain model and CRFs for the
same event order (6-2-3-4-5-1 ) are displayed in Tables 7 and 8 respectively. A
brief look at the tables immediately makes us again see the prevalence of the
past simple tense, nevertheless, unlike the results with the initial data, one
can also remark other tenses and the presence of timexes. The model ranked
first is the same for both learning methods; the third in the Markov model
coincides with the second in CRFs, and other models across both methods
also display some similarities. The only exception is the fifth temporal model
learned by the Markov chain: it stands out because of the use of the present
tense across all episodes. One can assume that the temporal model does not
seem to be relevant for the event order due to the lack of timexes and the
presence of the same tense across all episodes. Actually, that model in the
fifth place does not influence our final results since only a top-ranked model
is crucial to further research. However, we point out that irrelevant temporal
model to reveal shortcomings of the Markov chain approach. As it calculates
likely temporal sequences by bearing in mind only the dependence between
the adjoined events, some unanticipated models could arrive at the top of
learned sequences.
Now, let us compare the most probable temporal models ranked first
between the Markov chain (Table 9) and CRFs (Table 10). The comparison
of two learning methods shows that the Markov chain approach gives the
same temporal models in half of the tested event orders: 2-3-4-5-1-6, 5-1-23-4-6, 6-1-2-3-4-5, 6-2-3-4-5-1, 6-5-1-2-3-4. For the orders 1-2-3-4-5-6 and
3-4-5-1-2-6, the model produces richer results in terms of timexes—there
is one more timex in each temporal model, although the tenses are similar
to those of CRFs’ output. In the remaining event orders, temporal models
in two approaches are completely different. For the event order 4-5-1-2-36, the resulting Markov chain temporal model includes the patterns None
and Not available, what renders it impossible to use in the generation of
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The 1-2-3-4-5-6 event order
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple
6 Past Simple Timex

The 2-3-4-5-1-6 event order
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Simple
6 Past Simple

The 3-4-5-1-2-6 event order
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Perfective Timex
2 Past Perfective
6 Past Simple

The 4-5-1-2-3-6 event order
4 Past Simple
5 Past Simple
1 Past Perfective Timex
2 Not available
3 Not available
6 None

The 5-1-2-3-4-6 event order
5 Past Simple
1 Past Simple
2 Past Simple
3 Past Simple
4 Past Simple
6 Past Simple

The 6-1-2-3-4-5 event order
6 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple

The 6-2-3-4-5-1 event order
6 Past Simple
2 Past Perfective
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Perfective
The 6-4-5-1-2-3 event order
6 Present Simple
4 Present Simple Timex
5 Present Simple
1 Present Simple Timex
2 Present Simple
3 Present Simple Timex

6
3
4
5
1
2

The 6-3-4-5-1-2 event order
Past Simple
Past Perfective Progressive Timex
Past Perfective Timex
Past Progressive Timex
Past Progressive
Past Perfective Timex
The 6-5-1-2-3-4 event order
6 Past Simple
5 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple

Table 9: Temporal models for different event orders predicted by the Markov
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The 1-2-3-4-5-6 event order
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple
6 Past Simple

The 2-3-4-5-1-6 event order
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Simple
6 Past Simple

The 3-4-5-1-2-6 event order
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Perfective Timex
2 Past Simple
6 Past Simple

The 4-5-1-2-3-6 event order
4 Past Simple
5 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple
6 Past Simple

The 5-1-2-3-4-6 event order
5 Past Simple
1 Past Simple
2 Past Simple
3 Past Simple
4 Past Simple
6 Past Simple

The 6-1-2-3-4-5 event order
6 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple

The 6-2-3-4-5-1 event order
6 Past Simple
2 Past Perfective
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Perfective

The 6-3-4-5-1-2 event order
6 Past Simple
3 Past Simple
4 Past Simple
5 Past Simple
1 Past Perfective Timex
2 Past Perfective Timex

The 6-4-5-1-2-3 event order
6 Past Simple
4 Past Simple Timex
5 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple

The 6-5-1-2-3-4 event order
6 Past Simple
5 Past Simple
1 Past Simple Timex
2 Past Simple
3 Past Simple
4 Past Simple

Table 10: Temporal models for different event orders predicted by CRFs
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stories afterwards (as a reminder, those patterns denote that either an event
is not a verb, or an event was not detected). The model given by CRFs
does not contain that inconvenience. The Markov chain proposes sequences
of the present simple tenses and timexes as the best fit for the event order
6-4-5-1-2-3, whereas CRFs produces the temporal model consisting of the
past simple tenses and timexes. We cannot deduce from the comparison
with a firm certainty which model generates best outputs, but due to our
observations, we suppose that the Markov chain model is liable to yield more
biased results in some cases. It allows us to talk about the possibility of
accidental temporal sequences in the Markov chain approach which are not
justified. The Markov assumption, which disregards the whole sequence of
patterns in a story, also strengthens our belief. All in all, the temporal models
generated only by CRFs will undergo the evaluation hereinafter.
Table 10 presents temporal models given by CRFs, which are currently
a focus of our attention. Again, Past Simple seems to prevail over the acquired temporal patterns. Nevertheless, some peculiarities could be observed.
One could easily notice that in the cases where a timex or the past perfective
occurs, they always mark temporal shifts between not consecutive events
in time. For instance, in the event order 6-2-3-4-5-1, Past Perfective
emerges in the temporal model to account for the non-linear transitions from
the episode 6 to 2 and from 5 to 1. The temporal model for 6-4-5-1-2-3 also
possesses the same features: timexes appear in the episodes 4 and 1 to designate a breaking point (i.e., a shift in timeline) in the consecutive description
of events. A similar tendency can be observed in event orders 3-4-5-1-2-6,
4-5-1-2-3-6, 6-1-2-3-4-5, 6-3-4-5-1-2, 6-5-1-2-3-4. Another peculiarity also
deserves attention: such marking of breaking points (via timex or using the
past perfect) occurs only when the transition goes from the current moment
to a past event, but not in the reverse order—from the current moment to a
future event, e.g., the transition 2-6 in the event order 3-4-5-1-2-6 and the
transition 3-6 in the event order 4-5-1-2-3-6.
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To sum up, we found out that CRF manages to identify a principle where
(a) flashbacks are explicitly indicated, while (b) flashforwards, i.e. cases
where two consecutive events are temporally in sequence, but with a large
gap, follow the iconicity principle. However, there are two event orders (23-4-5-1-6, 5-1-2-3-4-6 ) which do not possess any indications for temporal
shifts. Most likely, this is caused by the insufficiency of the training data.

3.7

Concluding Remarks

Our results lead us to the following conclusions: when events are consecutive
in a story (no flashbacks, no changes in the actual order), then the model
predicts only the use of the simple past. This follows the so-called principle
of iconicity: the order of description mirrors the order of events, so no extra
information needs to be given. We may extend that principle by claiming
that even if there is a temporal gap between events which are not adjacent,
but just globally consecutive in time, the principle of iconicity is valid as well.
When the events are not consecutive, the model predicts the perfective, or
it might default to the simple tenses but also give cues using other temporal
markers, such as time expressions.
The results are also in accordance with the previous work described in
section 2.3. They highlight the importance of temporal cues and evidence
the use of the narrative convention throughout texts.
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4

Evaluation

Once we obtained the most probable temporal models for particular event
orders, they need to be evaluated. In this section, we focus on the realisation
aspect of temporal models. We will generate stories distinct from the original
ones, using mined temporal models. Then, those stories will be evaluated by
human subjects. We will then be able to talk about the successfulness of
temporal models. Our evaluation procedure falls largely into two parts: a)
generation of new stories and b) human evaluation. The description of the
former can be found in section 4.1; the account of the latter is shown in
section 4.2. Results are described in section 4.3.

4.1
4.1.1

Natural Language Generation
The SimpleNLG Library

SimpleNLG is a Java API assisting in the realisation process for NLG systems
(Gatt and Reiter, 2009). The library has a variety of functions: it handles
morphological operations over words, phrase building, and text linearisation,
among others. To proceed from a syntactic structure to an orthographic
string with SimpleNLG, several steps should be performed. At the beginning,
sentence constituents along with their corresponding lexemes are initialised.
If needed, a set of grammatical features (available in the API) is defined
for each constituent. Then, constituents are joined into larger structures
according to operations given by the API. Lastly, the lineariser comes into
play: it applies features to constituents, accomplishes the linear ordering and
returns the realised string.
SimpleNLG has a decent lexicon with a wide-coverage morphological component, which calculates the inflected forms of lexemes. Another advantage
of SimpleNLG is its ability to cope with canned and non-canned strings.
That is helpful since some input data can be deterministic in NLG systems,
whereas other information requests more tuning in their semantic and syn46

tactic features.
Our generation system rests upon the SimpleNLG tool. We used its API
to set morphological features of verbs and linearise syntactic structures.
4.1.2

The Generation Procedure

The plots of original stories (see section 3.1) were chosen to test the plausibility of extracted temporal sequences. The information about characters and
what happened with them were reused in our generation procedure. There
are five plots, or story types: 1—Moving House, 2—Robbery, 3—Betting,
4—Heart Attack, 5—Lost Boy. Also, there are ten event orders, according
to which stories can be told and for which the extracted temporal models
are intended. In such a way, fifty stories were generated on account of the
variation in their story type and event order. The story structure consisted
of six sentences; each of them represented the given episode. For each sentence, the linguistic information was specified by means of a template. The
template for the story type 2, Robbery, can be found in Table 11. Complements are already in their surface form; they are not going to be changed
by later procedures. However, subjects and verbs are liable to modifications
at further generation steps. Features indicate the morphological information
about the number of a verb. That template containing phrase specifications
served as one of the input files to our generation system.
Subject
two men
two men
two men
the man
two men
the family

Verb
be
climb
take
look
run
be

Object/Complement
outside the house
in a window
the TV and other stuff
out of the window to see the coming car
out the back door
shocked at the front door

Feature
Plural
Plural
Plural
Singular
Plural
Singular

Table 11: The lexical template for the story type 2, Robbery
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Along with the lexical template, the generation system received another
file, where a temporal model was determined. The temporal model, whose
acquisition is described in section 3.6, is unique for each event order, and it indicates which tenses and timexes, if any, should be used in each episode of the
generated story. The information about tenses was processed by SimpleNLG,
and the tool mapped verbs from the lexical template into their appropriate
grammatical forms corresponding to tenses specified in the model. After the
morphological realisation of verbs, the generation of timexes occurred if this
was required according to the temporal model. The generation of timexes
was accomplished by reusing them from original stories. To find a timex for
a given target story, search in the initial story corpus was performed taking
into account the target story type and the event order. When a story was
found (the story with the same plot and event order as the target story had),
it was examined for a timex in the same episode that was specified in the
temporal model. If found, the timex was reused in the generated story.
It should be noted that a timex for reusing is likely to be revealed in the
initial stories since temporal models were built using the statistical methods.
Indeed, there were only two cases when timexes were not detected in the
original corpus. In that case, to fill those gaps, timestamps for episodes
played the role of timexes. They also needed an additional surface realisation:
the preposition at was added before them. So, the timestamp 22:45 became
at 22:45 in the target story. To avoid any confusion with the timexes’ reuse,
we would like to note that the temporal models were identified by CRFs
regardless of the story type, whereas we did take into account the story type
while generating to guarantee the right timex for each particular story.
The neutral SVO order was accommodated to glue parts of a sentence;
a timex, if present, was added at the very end of the sentence. Sentence
fragments were assembled with the help of SimpleNLG, which linearised them
and outputted an orthographic string.
So far, subjects can be expressed by same nouns (e.g. two men) in the
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adjacent sentences of a story, which creates a flavour of the unnaturalness.
To improve the readability of the story, repetitive subjects were replaced
with pronouns in some places. A quite simple heuristic was implemented
for that: if the subject NP was identical to the previous subject NP, then
it became a pronoun. As the lexical template provided SimpleNLG with
grammatical features such as number and gender, the right pronoun was
easily obtained. Since most of the sentences keep the subject as the main
protagonist of the story, that method aims at creating a discourse structure
of a story. Furthermore, substitution of pronouns for nouns should facilitate
going through a story for a reader.
Having accomplished all the aforementioned manipulations, we received
the following output story for the lexical template in Table 11, given the
6-3-4-5-1-2 order:
The family was shocked at the front door. Two men took the TV and
other stuff. The man looked out of the window to see the coming car. The
two men ran out the back door. They had been outside the house earlier in
the evening. The two men had climbed in a window at 22:35.
According to the temporal model for the 6-3-4-5-1-2 event order, the
first four episodes received Past Simple as a form of their verbs, whereas the
last two sentences were put into Past Perfective. Two timexes, reused from
the corpus,—earlier in the evening, at 22:35 —were added to the last two
episodes as well. In the last but one episode, the pronoun they replaced the
initially defined subject two men.
To recapitulate, SimpleNLG was provided with the basic syntactic and
lexical information about events. The tense and timex details were extracted
from the most probable temporal models calculated by CRFs. To generate
timexes, time expressions occurring in the original stories were used. For
example, if a timex was needed for the fifth episode denoted by 1 in the event
sequence 6-3-4-5-1-2 to generate the story type 4 (Robbery), our program
searched for a story with the type 4 told in the 6-3-4-5-1-2 order and looked
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for the timex in the same episode. Under certain conditions, pronouns could
be substituted for subjects to avoid redundancy.

4.2

Survey Design

We resorted to human evaluation to assess different aspects of generated
stories. The evaluation was carried out online on the SurveyGizmo platform7 .
That platform allows to build online surveys on its server and provides users
with a number of advanced features for their survey projects. A survey was
created with the help of different tools of SurveyGizmo, and generated stories
were placed there. In this section, we will describe in detail the logic and the
pages of the survey, with which participants were confronted.
Every respondent came upon the main welcome page where basic information about her was gathered. A person was asked about her gender, age,
fluency in the English language, and her level of education (see Appendix
for a list of questions with answer options). After completing the first preliminary page, a respondent filled up three pages with stories, which were
assigned to her randomly. The pages were presented to each participant one
by one. Each page contained a short description of the task with an example,
a generated story, one question regarding the ordering of events, and three
questions concerning the narrative quality of the story. The task was to read
a proposed story, restore the chronological order of the story and then answer
three questions. A sample beginning of a survey page with a story is shown
in Figure 2.
After a participant restored the sequence of events, she was asked to indicate the extent to which she agrees or disagrees with the following statements:
– The story is easily understood.
– The story reads well.
7

http://www.surveygizmo.com/
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Figure 2: Screenshot of the survey
– It was easy to reconstruct the sequence of events in time.
Each statement was evaluated with a Lickert scale: a participant made her
choice among options Strongly agree, Agree, Not sure, Disagree, Strongly
disagree. Those questions aimed at evaluating the narrative quality of the
generated text. When all the questions were answered, the participant was
redirected to the next page with a story.
To make sure that there were equal numbers of participants for each
story, a script was implemented. The SurveyGizmo platform supports a
so-called Custom Scripting in surveys. It is a scripting language created
within SurveyGizmo; its syntax is close to the one of PHP (many useful PHP
functions are also available), and it has API for interacting with the survey.
51

The script was added to the survey to guarantee such an allocation of stories
to participants that each story would be assessed equal number of times and
a participant would evaluate stories which are different in their event orders
and types. Before the script assigned three stories to a respondent, it had
sent a real-time request to the survey to obtain the total count of responses
for each story. By means of it, the program determined three event orders
with the least answered stories, which were presented to a reader. Next, three
story types were chosen randomly. That method cannot guarantee exactly
the same number of answers for each story because of the two constraints of
the randomisation, but it levels more or less the amount of participants for
each story.
That kind of the story allocation was necessary to give a reader three
stories whose event sequences and types are different. Thus, each participant
did not evaluate stories with the same order or type. To sum up, each
participant was assigned to three different event sequences (e.g. 1-2-3-4-5-6,
2-3-4-5-6-1, 6-1-2-3-4-5 ). For each sequence, the story type (Betting, Lost
Boy, etc.) was selected so that they could not coincide with each other.
The survey was launched successfully online and disseminated via the
mailing list of the University of Malta. It took one month to gather the
necessary amount of responses, where each story was evaluated at least four
times. The main audience of the survey was Maltese students as we could
judge from their IP addresses and responses about the education. The high
level of the task understanding is ensured by the fact that more than half
respondents ticked the option Native in the question about their English
proficiency, and, if non-native, almost all participants estimated themselves
as fluent English speakers.
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4.3
4.3.1

Results
Data and Construction of Statistical Models

By the time the survey was closed, 74 respondents participated in it. However, responses from several subjects had to be deleted due to two reasons.
Firstly, two responses were made from the same IP address with the tensecond interval between the submission time of the first answer and the
starting time of the second answer. No one could tell if they were two different individuals or not, so, to avoid any possible bias, the second answer
from that IP was excluded from the final data. Secondly, seven answers were
dropped on the grounds that the subjects did not apparently grasp the task
of the survey. That fact was revealed while observing the event order which
was reconstructed by subjects (see below the variable GUESS ORDER). Some
subjects did not restore the chronological order (due to the misunderstanding
of the task, for instance); they just copied the order in which a story was
told. The sequence 1-2-3-4-5-6 in the column GUESS ORDER denotes that
situation (if the variable ORDER is not equal to 1-2-3-4-5-6 in the same row,
of course). Seven subjects did not “try to reconstruct the order” across all
the stories they were evaluating. Those subjects along with their responses
were discarded from the data as well.
We hope that such a cleaning of the data helped to reduce noise and
make them more representative. To sum up, the final cleaned data involved
66 individuals who evaluated 198 stories in total. However, the distribution
of answers per story, previously even, was altered by the deletion of some
answers. In Figure 3, the current distribution of responses varies from two
to six per story. Though it is far from being even, frequency distributions
across story types and event orders are more or less uniform (Figure 4 and
5 respectively). We suppose that the unequal number of responses per story
did not affect final results, since the bias is insignificant in the distributions
of story types and event orders. Furthermore, our primary interest lies in
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Figure 3: Frequency distribution of responses obtained for each story
assessing some qualities of the generated stories depending on their order,
which lacks the irregularity of responses’ distribution.
Having cleaned the data, we proceed to the statistical analysis. Below is
the explanation of some variables used in the data representation.
1. STORY TYPE. The type of a picture story; ranges from 1 to 5, where 1
is Moving House, 2—Robbery, 3—Betting, 4—Heart Attack, 5—Lost
Boy.
2. ORDER. The order of events in a story. There are ten types of event
orders.
3. GUESS ORDER. The event order which was proposed by a respondent.
4. UNDERSTANDING. It denotes the extent to which a respondent agrees
or disagrees with the statement “The story is easily understood”; it
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Figure 4: Frequency distribution of re-Figure 5: Frequency distribution of responses obtained for each story type sponses obtained for each event order
ranges from 1 to 5, where 1—Strongly disagree, 2—Disagree, 3—Not
sure, 4—Agree, 5—Strongly agree.
5. READABILITY. It denotes the extent to which a respondent agrees or
disagrees with the statement “The story reads well”; it ranges from 1
to 5, where 1—Strongly disagree, 2—Disagree, 3—Not sure, 4—Agree,
5—Strongly agree.
6. RECONSTRUCTION. It denotes the extent to which a respondent agrees
or disagrees with the statement “It was easy to reconstruct the sequence
of events in time”; it ranges from 1 to 5, where 1—Strongly disagree,
2—Disagree, 3—Not sure, 4—Agree, 5—Strongly agree.
7. TRANSPOSITIONS. The number of transpositions required to proceed
from GUESS ORDER to ORDER. Since we deal with ordered sets, they
can be regarded as strings. By a transposition, we mean the shift of
an element to another place in the string. For instance, to proceed
from the string 1-2-3-4-5-6 to the string 1-3-4-5-2-6, one transposition
is needed; this is done by transferring 2 from the second place in the
string to the fifth one.
The statistical analysis was performed with the help of the R program55

ming language (R Core Team, 2014) and the lme4 package (Bates et al.,
2015).
In our study, the relation between event order and each of the several
characteristics of a story is of interest. We would like to model different
parameters of the evaluation as functions of event order. That is, to test if the
generation system produced more or less understandable/readable/etc stories
depending on event order. The event order plays the role of a fixed effect
in our statistical model, as it is supposed to influence data in a systematic
way. In contrast to the fixed effect, there are two random effects in the
model: subjects and different picture stories (as a reminder, there are five
types of picture stories for each event order). They may also impact the
data, but their influence is viewed as idiosyncratic. Four separate statistical
models were built for each dependent variable: Readability, Understanding,
Reconstruction, and Transpositions.
Before performing the regression analysis on our data, we needed to assign a type of the contrast coding system to the predictor variable ORDER
since its values were categorical. ORDER was treated as a factor, and the
“dummy coding” scheme was applied for the treatment of contrasts. In the
dummy coding system, each level of the categorical variable is compared to
the reference level, which is chosen by a user. In our setup, the order 1-23-4-5-6 played the role of the reference level, to which all other orders were
compared. So, the contrast matrix with ten levels was constructed, and it
was assigned to the predictor of the model. As soon as the preliminaries were
finished, we could proceed to build a regression model.
To deal with random and fixed effects properly, a linear mixed effects
(LME) model was applied. A mixed model was preferable in our study because the experiment design included repeated measurements: each subject
evaluated three stories and the number of picture stories was limited. So
each subject produced multiple responses that should be treated as interdependent. In linear mixed effects models, the disobeying of the underlying
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assumption of independence can be avoided by regarding individual persons
as a random effect. The model assumes that each person has a different
baseline, for example, a person may be an optimistic rater who uses only the
part of the scale. The model attributes different intercept values for each
person and evaluates them. The same reasoning was applied to another random effect—picture stories. For some reasons, a particular story might stand
out, for instance, a story with a slightly more entertaining plot might lead
to higher ratings put by individuals. Similarly, responses involving the same
picture stories were to be treated as inter-dependent. Thus, the model included intercepts for the different picture stories in addition to the subjects’
intercepts.
After having applied LME models to each dependent variable, we had
to check several conditions for the model to be valid. First, the linearity
assumption was tested by constructing the plot of residuals versus fitted
values. Secondly, a normal quantile plot of the residuals and a histogram of
the residuals were created to diagnose possible violations of normality. All
the constructed plots were examined visually, and no deviations from the
assumptions were found. To illustrate the testing of the assumptions, let us
show the plots obtained from the LME model calculated for the dependent
variable Understanding.
In Figure 6, there is no evidence of the nonlinear relationships between
variables. The stripes on the plot stem from the categorical nature of the
data which vary from 1 to 5 point scale. The histogram of the residuals
shown in Figure 7 is relatively in the form of a bell and the normal quantile
plot in Figure 8 appears to be normally distributed as the data falls more or
less upon the straight line.
The same visual inspecting was performed for other dependent variables
in their respective LME models, and no violations were detected.
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Figure 6: Residual plot (Understanding)
4.3.2

Results of Linear Mixed Effects Models

As described in the previous section, we constructed four linear mixed models
to test how different orders affect stories’ perception. We will report results
on Understanding and Reconstruction, as well as results on Readability and
Transpositions even though they showed statistical insignificance (p > 0.01).
Table 12 gives some insight into how participants evaluated Understanding of different event orders. The intercept is equivalent to the 1-2-3-4-5-6
event order, which is considered the baseline, the default order. It was supposed that the level of all stories’ characteristics would be higher in the
baseline than in any other order. That hypothesis appeared to be right; orders from 2 to 10 demonstrate lower values than the first order. However, we
will comment only on results for the orders 3, 4, 5, 7, 8 because high p-values
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Figure 7: Histogram of residuals

Figure 8:
residuals

Normal quantile plot of

for other orders do not prove the statistical significance of the obtained estimates. Understanding of the baseline order is estimated at 4.1±0.35; that
figure suggests that the quite high level of understanding, above the average, is reached for the order 1-2-3-4-5-6. When events were not placed in
a story in the chronological order, understanding decreases. Their understanding falls by 0.7-1.0 point. Seemingly, the presence of timexes and/or
the past perfective did not influence understanding of a story. For instance,
the temporal model consisting only of the simple past (the order 5) does not
reveal any great difference in understanding from its counterparts, which had
timexes and/or the perfective aspect in their models. That finding could be
explained by the fact that timexes and aspects do not constitute the only
orientation points while people process temporal relations in texts. They
could also ground their decisions on a story’s semantics and their common
sense. On the whole, understanding of stories showed satisfactory results; all
considered orders got estimates more than the average.
As in the case of Understanding, we report results for Reconstruction
(see Table 13) for the event orders which show statistical significance: the
intercept, 3, 4, 5, 7, 8, 9, and 10. Again, the baseline order displays the best
estimate of 4.3±0.35 out of 5.0 The best results for the 1-2-3-4-5-6 prove one
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No
1
2
3
4
5
6
7
8
9
10

Order
(Intercept)
2-3-4-5-1-6
3-4-5-1-2-6
4-5-1-2-3-6
5-1-2-3-4-6
6-1-2-3-4-5
6-2-3-4-5-1
6-3-4-5-1-2
6-4-5-1-2-3
6-5-1-2-3-4

Estimate
4.0976
-0.2885
-0.9843
-0.7999
-0.7554
-0.1383
-0.6739
-0.8577
-0.6560
-0.6182

Standard error
0.3545
0.3384
0.3365
0.3253
0.3333
0.3177
0.3296
0.3300
0.3333
0.3243

t-value
11.558
-0.853
-2.925
-2.459
-2.266
-0.435
-2.045
-2.599
-1.968
-1.906

p-value
6.93e-08 ***
0.39504
0.00389 **
0.01497 *
0.02470 *
0.66392
0.04239 *
0.01014 *
0.05065
0.05851

Table 12: Results of the LME model: fixed effects (Understanding). The
number of asterisks indicates the level of statistical significance: (***) indicates high significance at p < 0.001; (**) at p < 0.01; (*) at p < 0.05.

more time the augmentation of the perception of temporal relations if the
chronology coincides with the flow of events in discourse. The reconstruction
estimate also diminishes with respect to the baseline when considering a nonlinear order of events. Among those orders, the worst level of reconstruction
reveals the third event order 3-4-5-1-2-6 with 3.1±0.33; the best—the ninth
event order 6-4-5-1-2-3 estimated at 3.63±0.33. All in all, the reconstruction
did not appear to be the tough task for participants. That is partly confirmed
by the amount of stories whose timeline was reconstructed correctly. 50.5%
of responses successfully restored the chronology of events; 34.8% drop behind because of one transposition required; the rest of proposed event orders
demands two or more transpositions to reconstruct events in the timeline.
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No
1
2
3
4
5
6
7
8
9
10

Order
(Intercept)
2-3-4-5-1-6
3-4-5-1-2-6
4-5-1-2-3-6
5-1-2-3-4-6
6-1-2-3-4-5
6-2-3-4-5-1
6-3-4-5-1-2
6-4-5-1-2-3
6-5-1-2-3-4

Estimate
4.3068
-0.5529
-1.2049
-1.0221
-0.9643
-0.5367
-0.7477
-1.1319
-0.6735
-0.8091

Standard error
0.3496
0.3375
0.3352
0.3271
0.3338
0.3219
0.3294
0.3293
0.3327
0.3278

t-value
12.318
-1.638
-3.595
-3.125
-2.889
-1.667
-2.270
-3.437
-2.024
-2.468

p-value
3.04e-08 ***
0.103157
0.000418 ***
0.002102 **
0.004362 **
0.097580
0.024415 *
0.000731 ***
0.044418 *
0.014662 *

Table 13: Results of the LME model: fixed effects (Reconstruction). The
number of asterisks indicates the level of statistical significance: (***) indicates high significance at p < 0.001; (**) at p < 0.01; (*) at p < 0.05.

No

Order

Estimate

Standard error

t-value

p-value

1

(Intercept)

2.89254

0.29034

9.963

9.52e-13 ***

2

2-3-4-5-1-6

-0.51094

0.34612

-1.476

0.142

3

3-4-5-1-2-6

-0.33544

0.34593

-0.970

0.334

4

4-5-1-2-3-6

-0.03135

0.32737

-0.096

0.924

5

5-1-2-3-4-6

-0.10423

0.33897

-0.307

0.759

6

6-1-2-3-4-5

0.22334

0.31363

0.712

0.478

7

6-2-3-4-5-1

-0.14670

0.33501

-0.438

0.662

8

6-3-4-5-1-2

-0.13739

0.33761

-0.407

0.685

9

6-4-5-1-2-3

0.34097

0.34059

1.001

0.318

10

6-5-1-2-3-4

-0.05119

0.32192

-0.159

0.874

Table 14: Results of the LME model: fixed effects (Readability). The number
of asterisks indicates the level of statistical significance: (***) indicates high
significance at p < 0.001; (**) at p < 0.01; (*) at p < 0.05.
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Tables 14 and 15 display results of the LME models for Readability and
Transpositions respectively. For Readability, we did not get statistically significant results for event orders except the intercept. The readability of the
1-2-3-4-5-6 event order is estimated at 2.89±0.29. That figure is much lower
than estimations of understanding and reconstruction for the same event order. As our focus was on the microplanning, it is not surprising that the
literary value is mediocre in the narratives we generate, and that readers did
not evaluate it high.
For Transpositions, we did not obtain statistically significant results for
the intercept. It may be due to the fact that this value was constructed artificially (see section 4.3.1 for the explanation of the value TRANSPOSITIONS).

4.4

Concluding Remarks

In this chapter, we showed how we tested the adequacy of temporal models
for different event orders acquired in section 3. Making use of the temporal
models, we generated simple stories reusing plots and timexes from original
corpus. The generated stories were then evaluated by human subjects. Statistical analysis revealed that stories showed a high level of understanding.
Besides, in 80% of cases the story timeline was reconstructed correctly or
almost correctly by humans. This proves the plausibility of the temporal
models we acquired.
However, we did not obtain any evidence that the presence of the past
perfective and timexes increases the understanding of stories; that finding
stands in contrast to the observation made in section 3.7 that the flashbacks
are explicitly indicated by the linguistic cues. That contradiction might be
attributed to the fact that survey participants, while trying to understand
the timeline of stories, made use of their extra-linguistic knowledge (e.g. a
house-warming party usually comes after furnishing the new flat rather than
before). On the whole, we think that those observations should be verified
on more data so that we could talk about their reliability.
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No

Order

Estimate

Standard error

t-value

p-value

1

(Intercept)

0.2423

0.2348

1.032

0.309692

2

2-3-4-5-1-6

0.8238

0.2843

2.898

0.004217 **

3

3-4-5-1-2-6

0.4496

0.2817

1.596

0.112267

4

4-5-1-2-3-6

0.8986

0.2792

3.219

0.001547 **

5

5-1-2-3-4-6

0.4337

0.2833

1.531

0.127655

6

6-1-2-3-4-5

0.2193

0.2778

0.789

0.431183

7

6-2-3-4-5-1

0.3485

0.2778

1.254

0.211354

8

6-3-4-5-1-2

0.3799

0.2776

1.368

0.172878

9

6-4-5-1-2-3

1.0659

0.2805

3.800

0.000198 ***

10

6-5-1-2-3-4

0.3095

0.2817

1.099

0.273554

Table 15: Results of the LME model: fixed effects (Transpositions). The
number of asterisks indicates the level of statistical significance: (***) indicates high significance at p < 0.001; (**) at p < 0.01; (*) at p < 0.05.
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5

Conclusion

The current study represents an attempt to deal with temporal relations in
narrative from the statistical point of view. We tried to formalise temporal relations throughout a story plot and extract them to create temporal
models for a particular ordering of events in the story. To learn the narrative structure, we adopted a statistical approach. The corpus with stories
was automatically annotated with temporal information, which enabled us
to extract events and timexes for principle episodes in a story. The temporal
annotation prompted us to perform manual annotation as well, which was
carried out as a means to evaluate the automatic tagging. We implemented
several scripts to process corpus data and extract temporal models from the
XML-annotation. Methods were also developed to determine key sentences
from story episodes. Two learning methods were tested to identify temporal
models for each event order. For half of the event orders, the two methods
yielded the same results; for another half, the Conditional Random Fields
output was favoured to that of the Markov chain due to advantages of CRFs
in sequential data mining. The acquired temporal models served as patterns
for the generation of new stories. Their plausibility was tested with the help
of human evaluation. We did not get statistically significant results for all
the event orders under consideration. Still, when the statistical significance
criterion was fulfilled, we report the level of the Understanding of stories
more than the average. The resulting temporal models remain hypothetical
models for conveying a specific order of events, and, undoubtedly, there can
exist other means or models to account for the same event order.
Certainly, despite all the achievements of this investigation, there are a
number of issues that could have been tackled differently and, perhaps, more
meticulously.
– More fine-grained approach could have been used for the temporal
annotation, which takes into account the heterogeneous structure of

64

narrative stories such as embedding, reported speech, temporal lexical
constructions, etc.
– Our approach could have been less coarse while selecting the “main”
event of the episode, since it disregards subordinate clauses. So we
could have used more elaborate temporal patterns, for instance, the
ones including relations between clauses of a sentence.
– Manual annotation could have been carried out by multiple annotators;
that would render it more reliable and reduce possible errors.
– Other types of features could have been developed and incorporated
into machine learning models.
– We could have collected more results from respondents in order to have
more data for statistical tests.
In spite of all the shortcomings, we suppose that we have accomplished
goals defined at the beginning of our study, and we hope to have contributed
to the research of temporal relations in narrative. We would like to emphasise that this work has quite a bit of novelty, not least because we used a
corpus of stories that explicitly tackles temporal variation, an understudied
phenomenon in NLG. More generally, this thesis shows that it is possible
to apply machine learning methods to acquire useful heuristics for narrative
generation and in that respect, it is a contribution to the literature both in
NLG and computational narratology, reviewed in section 2.
The future directions of work result mainly from the shortcomings mentioned above. We assume that a more elaborate scheme may be developed
to account for temporal relations in narrative. It may include relations not
only at the macrolevel (between episodes) but also at the microlevel (within
the episode). Probably, one could also imagine other features to fit into the
scheme, for instance, a type of event (telic/atelic event, state), the number of
participants in the event, thematic role structure of the event (agent, patient,
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experiencer, etc.). Another issue which could be investigated is the design
of criteria to evaluate the soundness of temporal models: one could think of
more complex human evaluation methods.
It seems also promising to run experiments on more data. It is probable
that if we expanded this corpus with many more stories, we would get better
results. Future work should incorporate testing our approach on another
type of data as well. This would enable to draw temporal characteristics
for different types of event orderings, comprising, for instance, overlapping
events in time.
As we noted in section 2, many systems of story generation focus on
planning the narrative, but far less on realisation. So, last but not least, the
approach presented in this thesis should be integrated in such a system, as
it gives good grounds for expecting better models for narrative generation.
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Appendix
The appendix demonstrates the questions of the initial part of the questionnaire (see section 4.2 for more details). Each respondent answered four
obligatory questions:
1. What is your gender?
• Male
• Female
• Other
2. What is your age?
3. Are you a native English speaker?
• Yes
• No
4. Which best describes the highest level of education you have completed?
• Some High School
• High School Graduate
• Some college, no degree
• Bachelors degree
• Graduate degree (Masters, Doctorate, etc)
If a respondent chose the non-native option in the question 3, an additional required question popped up, namely:
How do you evaluate your fluency in English?
• Fluent
67

• Not fluent
Also, on the first welcome page of the survey, participants were warned
about the use of their personal details by the statement: “The aim of this
section of the survey is to gather some basic statistical data of the respondents.
Any data and information given here and in any part of the survey is strictly
anonymous.”
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