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Abstract
Automatically extracting structured information from images is becoming increasingly
important as the amount of available visual data grows. We present an approach to
spatial relation prediction in images which makes use of two kinds of object properties: spatial characteristics and lexical knowledge extracted from corpora and WordNet.
These properties are formalised as predicates in first-order semantic models, allowing
for integrated reasoning. Our focus is on the prediction of three spatial relations: part
of, touching, and supports. We frame the prediction as a supervised classification task and obtain our gold standard labels via crowdsourcing. Results show that a
combination of spatial and lexical knowledge performs better than using spatial and
lexical information in isolation. While spatial information is important throughout, relations differ in their preferences for lexical knowledge (for instance, part of relies
heavily on part meronymy information, while supports benefits from preposition
statistics derived from a large corpus). We conclude that knowing what objects are (lexical knowledge) can improve prediction of spatial relations compared to only knowing
where they are.
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Chapter 1

Introduction
In the light of growing availability of image data, for example on the world wide web,
methods for automatically processing these data are a great asset. Due to recent advances in Natural Language Processing and Computer Vision, research linking the two
fields has become increasingly popular and has contributed greatly to improved processing and management of image resources. Examples include the automatic generation of labels for images [Karpathy and Fei-Fei, 2014, Elliott and Keller, 2013, Elliott
et al., 2014, Kulkarni et al., 2011, Vinyals et al., 2014, Yang et al., 2011] or the translation
of text into visual scenes [Coyne et al., 2010].
One task which has not yet been extensively researched is the automatic derivation
of a semantic representation from an image ([Neumann and Möller, 2008, Malinowski
and Fritz, 2014]). Obtaining a semantically rich representation of image data could
prove to be very useful in a number of applications, such as improved image search
and retrieval, generation of more meaningful and precise labels, question answering,
as well as support for visually impaired people (e.g. giving an audio description of
the scene in an image). A formal representation of an image goes beyond simply naming the objects that are present; it can also account for some of the structure of a visual
scene. In this way formal representations can capture relations between objects. Imagine searching in an image database for “man riding a bicycle”: it is necessary, but not
sufficient, for pictures to contain both a man and a bicycle (cp. Figure 1.1a). In order to
satisfy the query, the man and the bicycle also need to be in a “riding” relationship (cp.
Figure 1.1b).

( A ) Man and bicycle are not in a “riding” relation.
( B ) Man and bicycle are in a “riding” relation.
F IGURE 1.1: Object co-occurrence versus relation illustrated.

Therefore, representations of images which take into account relations can enable
more sophisticated search beyond object co-occurrence. However, obtaining such representations is challenging for a number of reasons: first, the objects in the image need
to be localised (detected) and identified (recognised) with high precision. State-of-theart software achieves good performance for a rather limited range of objects, but needs
1
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to be extended to achieve wider coverage. Second, once objects have been found, their
characteristics as well as relations holding between several objects need to be determined. These are difficult tasks because image-specific attributes such as lighting or
perspective hinder the detection of colour and other characteristics. Relations (such
as “riding” discussed above, or the spatial relations below) are challenging to detect
because there is a vast number of ways in which one given relation can be realised in
a visual scene. Of course there are prototypical instances of “riding” or “eating”, but
also manifold ones which do not fit a neat pattern. Various kinds of information need
to be combined in order to accurately identify relations between objects.
In this thesis we focus on the task of predicting spatial relations in images, investigating three relations (part of, touching, supports; cp. section 3.2.2 below).
Spatial relations are able to express the structure of a visual scene beyond identifying
the objects or regions present in it. We integrate the detected spatial relations into firstorder semantic models, which offer an easily extendable meaning representation (cp.
section 3.2.1 for more information on models). Once detected, spatial relations can also
serve as a useful basis for predicting more specific predicates which hold between objects, such as actions. For example, “ride” presupposes touching, and “carry” or “hold”
presuppose that the object being carried or held is supported by the other object.
Spatial information is important for the prediction of spatial relations; for example,
two objects can only touch if they are in sufficient proximity to each other. The spatial configuration of two objects restricts the spatial relations which are possible (and
plausible) between them. Furthermore, knowing what objects are contributes valuable
information to the prediction task and adds to knowing where they are. This is because
knowledge of properties of objects further constrains the set of plausible relations. For
example, if asked to determine whether the two objects in Figure 1.2, whose positions
are outlined with the red and blue rectangles, are in a part of relationship, the decision is difficult on spatial grounds alone. The spatial configuration on its own does not
supply sufficient information to confidently answer this question.

F IGURE 1.2: Is A (red) part of B (blue)?

However, if we have access to information about the objects themselves, beyond their
locations, we can make a much more informed guess as to what the correct spatial
relation is. Consider Figures 1.3 and 1.4: once the object identities are revealed, we can
be very certain that the ice cream and boy are not in a part of relationship, but the
cat and head are.

3
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F IGURE 1.3: A is not part of B.

F IGURE 1.4: A is part of B.

Such inferences about spatial relations based on object identity and properties are straightforward for humans, while this is a difficult task for computers. We suggest, however,
that useful world knowledge in a machine-readable format can be gleaned from lexical resources such as WordNet [Miller, 1995] and large text collections. The potential
of lexical knowledge has been demonstrated in the literature: [Mehdad et al., 2009]
use, among other things, rules derived from synonymy and hyponymy relations from
WordNet to recognise Textual Entailment. [Aggarwal and Buitelaar, 2014] exploit relationships between concepts on Wikipedia combined with Distributional Semantics in
order to enhance semantic relatedness judgements for entities.
Given the challenges outlined above, we are aiming to address the following research questions:
(1) How should spatial relations be represented?
(2) What spatial relations are suitable for automatic prediction, and what formal properties should these relations have?
(3) To what extent is simple spatial information about objects useful for predicting
spatial relations between objects in images?
(4) In addition to simple spatial information, do we need lexical knowledge? If so,
what kind of lexical knowledge (e.g. knowledge about properties of objects) is
useful?
(5) Can spatial and lexical information solve the prediction problem? If not, what other
information could be useful?

4
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While many researchers have focussed on generating textual descriptions for images ([Karpathy and Fei-Fei, 2014, Elliott and Keller, 2013, Elliott et al., 2014, Kulkarni
et al., 2011, Vinyals et al., 2014, Yang et al., 2011]), deriving a first-order semantic model1
from an image is a task hitherto unattempted. The advantage of having a semantic
model instead of a textual label is the ease with which inferences can be made. Inference processes include querying the model (applied e.g. for Question Answering) and
checking for consistency and informativeness. This greatly facilitates maintenance of
image databases and enables applications such as image retrieval ([Elliott et al., 2014])
In order to automatically derive a first-order semantic model from an image, the
following steps need to be carried out (note that the descriptions in brackets refer to
terminology from model-theoretic semantics, which will be introduced in section 3.2.1):
1. Detect objects and their locations in images (establish domain and grounding)
2. Map objects to logical symbols (populate interpretation function with one-place
predicates)
3. Detect spatial relationships between objects (populate interpretation function with
two-place predicates)
4. Detect further attributes of the objects and predicates which hold between them
(continue populating interpretation function with further predicates)
Our focus is on step 3, the detection of spatial relations between objects. As broadcoverage object detection systems are not yet available, we carry out steps 1 and 2 manually (see chapter 3 below). This means that we are working with gold standard object
locations and object labels, which allows us to assess the impact of lexical knowledge
independently of the quality of object recognition. Ideally, in future work, the detection and recognition of objects would be automated. Step 4 is not addressed by our
approach, but the detection of spatial relations that we implement should be a helpful
stepping stone for determining further predicates such as actions. We take a supervised learning approach to the spatial relation classification problem, allowing us to
pre-define a set of relations to predict. This design enables us to study the effects of
spatial and lexical information on prediction performance. The main contributions of
the present work are: (1) creating a database consisting of 100 images and associated
first-order semantic models containing spatial relations and (2) assessing the impact of
spatial and lexical knowledge on the prediction of spatial relations in images.
The remainder of this thesis is organised as follows: Chapter 2 outlines relevant previous work from the NLP and computer vision communities, while chapter 3 describes
how the image-model resource was created, also providing background on first-order
semantic models and spatial relations. In chapter 4 we elaborate on the method used
for predicting spatial relations, including the classification procedure and spatial and
lexical features. The results of various classification experiments are presented and discussed in chapter 5. Finally, chapter 6 reviews the research questions, and elaborates
on difficulties and limitations of the approach as well as possible extensions.

1

chapter 3.2.1 discusses the properties of such models in more detail

Chapter 2

Related Work
In this chapter we discuss prior art related to our research endeavour. We first consider approaches pertaining to space without reference to language, that is, logic-based
systems of topological relations (section 2.1) and data-driven spatial relation extraction
(section 2.2). Next, we examine previous work in spatial reasoning (section 2.3), before
moving on to language and vision proper (section 2.4). As part of the latter we discuss
Question Answering, Scene Generation, Image Labelling (section 2.4.1), and existing
resources linking visual and textual data (section 2.4.2).
An important concept used across these fields and in the present work is that of
the bounding box (also referred to as “Minimal Bounding Rectangle” (MBR)), “the most
popular approximation to identify an object from images” [Wang, 2003, p. 41]. The
bounding box of an object is a rectangle covering all of its extent, thus preserving the
object’s “position and extension”[Wang, 2003, p. 41].

2.1

Topological Relations

Topological relations are spatial relations which are invariant to transformations such
as “rotation, scaling, or rubber sheeting” ([Clementini et al., 1993, p.818]). Therefore,
topological predicates describe topological spatial relations – as opposed to projective
spatial relations, which describe relative orientations of objects, which are not invariant
to rotation ([Sjöö et al., 2012, p.7]). Several formal systems of topological relations have
been proposed, e.g. RCC8 or DE-9IM, which will be discussed below. They make it
possible to describe topological relationships between objects, characterising objects as
areas, points, or lines. Basic predicates (e.g. “connected" in RCC8, and the dimension of
the intersection of two objects’ interiors and boundaries in DE-9IM) are the foundation
of these topological systems. These basic predicates are then combined using logical
operators to enable more complex descriptions and thus to cover the complete set of
topological relations which can hold between two objects. We will briefly discuss some
of these topological systems below as they are of interest with regards to our goal of
predicting spatial relations. Note, however, that all of these architectures operate on a
purely geometrical level, that is, in the two-dimensional space of bounding boxes, points
and lines. Therefore, they can contribute towards our goal of predicting spatial relationships, but not fully satisfy it as we are operating on the level of three-dimensional
objects and the relations between them.
[Randell et al., 1992] propose the Region Connection Calculus, abbreviated RCC8
because of the eight basic relations it is able to express. RCC8 is an interval logic for
reasoning about space, more precisely about the spatial relationships between regions.
Its foundation is the “connection" predicate, which holds for two regions if they have
at least one point in common. Based on “connection”, the predicates disconnected, part
of, proper part of, overlaps, discrete from, partially overlaps, externally connected, tangential
5
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proper part of, and nontangential proper part of are defined. These predicates can be arranged in a subsumption hierarchy expressing how they are interrelated. RCC8 is thus
a closed system of spatial relations built on one simple and intuitive predicate. [Bhatt
and Dylla, 2009] present an application of RCC8 in an ambient intelligence system, that
is, in a domain with changing spatial configurations.
DE-9IM is a formal specification of spatial relations for Geographical Information
Systems (GISs) ([Clementini et al., 1993]). In addition to areas (“regions” in RCC8),
this formalism also allows objects to be represented as points or lines. Its basic mechanism is to calculate the dimensionality of the intersection of two objects. All formal
definitions of objects are made using the point-set approach, in which an object is characterised as a set of points – a point object consists of one point, a line object has one
(circular line) or two (non-circular line) points, and an area object is the sum of its vertices. The intersection of two objects is thus also represented as a point set, and the
dimensionality of this intersection point set can be calculated. A distinction is made
between the interior and boundary of an object: for an ordered pair of objects, all
four combinations of interiors and boundaries are intersected, and the dimensionality recorded, leading to a total of 52 possible relations, which are further simplified in
order to be suitable for end user interaction.
In our work we use topological predicates but also go beyond two-dimensional
information by considering occlusion (cp. section 4.3.1).

2.2

Data-driven Spatial Relation Extraction

Several researchers present ways to extract spatial relations from scenes in a bottom-up
fashion, that is, based on pixels rather than any higher-level object knowledge. [Rosman and Ramamoorthy, 2011] are especially relevant to our undertaking as they also
pursue a supervised approach to spatial relation extraction for pairs of objects. Their
algorithm is based on identifying object candidates represented as point clouds as well
as contact points between them. Then, each point in pixel-space is assigned to an object based on colour and other texture information. Support Vector Machine classifiers
are used to determine the precise boundaries and contact points between objects. They
investigate two relations, on and adjacent to, which can occur singly or together for a
pair of objects. Using a k-Nearest Neighbour classifier they achieve an overall F-score
of 0.72 on a test set of 132 relations (cp. section 5.2 for more details on their results).

2.3

Spatial Reasoning

A number of proposals have been put forward to reason on spatial information derived
from visual input.
[Neumann and Möller, 2008] discuss the potential of knowledge representation for
high-level scene interpretation. Their focus is on Description Logics (DL), a subset
of first-order predicate calculus which supports inferences about various aspects of
the scene. They identify requirements and processes necessary for a system which
conducts stepwise inferences about concepts in a scene. Such a system would make use
of low-level visual and contextual information, spatial constraints, as well as taxonomic
and compositional links between objects. As their work is a conceptual exploration of
the area, they do not specify how they would acquire such a knowledge base with
information about object relations and contexts.
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[Falomir et al., 2011] aim at creating a qualitative description of a scene (image or
video still) and translating it into Description Logic. Object characteristics of interest
include shape and colour as well as spatial relations. The latter are based on topology
and include disjoint, touching, completely inside, and container as well as information
about relative orientation of objects. All qualitative descriptions are aggregated into an
ontology with a shared vocabulary, which aids the inference of new knowledge using
reasoning.
[Zhu et al., 2014] present a Knowledge Base (KB) approach to predicting affordances
(possibilities of interacting with objects). Evidence in their Markov Logic Network KB
consists of: affordances (actions), human poses, five relative spatial locations of the object with respect to the human (above, in-hand, on-top, below, next-to), and the following
kinds of attributes: visual (material, shape, etc; obtained using a visual attribute classifier), physical (weight, size; obtained from online shopping sites), and categorical (hypernym information from WordNet). They stress the importance of inference, which is
an essential benefit of their approach. Their results for zero-shot affordance prediction
show a clear improvement compared to classifier-based approaches, underlining the
strength of the KB approach. They find that categorical (“lexical”) attributes boost performance. Furthermore, they discuss the potential of their method for reasoning from
partial clues and for a broad-coverage Question Answering system.

2.4

Combining Language and Vision

Due to advances in both Natural Language Processing and Computer Vision, research
into combining the two fields has become increasingly popular over the past years.
There is an extensive body of work, among others in the following areas: building
multimodal models of meaning taking into account both text and image data ([Bruni
et al., 2012]), generating images from textual data ([Lazaridou et al., 2015, Coyne et al.,
2010]), Question Answering on images [Malinowski and Fritz, 2014], and automatic
image label generation ([Karpathy and Fei-Fei, 2014, Elliott and Keller, 2013, Elliott
et al., 2014, Kulkarni et al., 2011, Vinyals et al., 2014, Yang et al., 2011]). Below, we
will discuss approaches to text-to-scene conversion, Question Answering, and image
labelling (section 2.4.1). Furthermore, we will look into existing resources combining
text and images (section 2.4.2). To our knowledge, there have been no attempts to
generate first-order semantic models from images.
The goal of [Coyne et al., 2010] is to generate a three-dimensional scene from a textual description. They make use of both spatial and semantic properties of objects to determine the appropriate visual rendering of spatial relationships. Their lexical knowledge base includes an ontology as well as information from WordNet and FrameNet,
with additional manually annotated information about object shapes. Scene descriptions are first parsed into dependency representation, followed by anaphora and coreference resolution. Next, a semantic node and role representation is obtained, which
is then used to generate constraints about spatial orientation and attributes of objects.
The disambiguation of spatial prepositions (and thus the correct spatial configuration
to be generated) is done based on the properties of the objects passed as the arguments
of the preposition (figure and ground). These properties are expressed using spatial
tags, which identify certain kinds of regions such as top surfaces or enclosures. Further properties include WordNet hypernyms, as well as shape, direction, and size of
the object. Taking all these features into account, the best match among fine-grained
spatial relations for the different meanings of prepositions is selected (e.g. choosing
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between “on-top-surface”, “on-vehicle” or “hang-on” for the preposition on). Some of
the images created with this method can be viewed on www.wordseye.com.
[Malinowski and Fritz, 2014] present a system for automatic Question Answering on RGBD images, that, is, three-dimensional images including depth information.
They consider 5 pre-defined spatial relations (leftOf, above, inFront, on, close), which are
defined using auxiliary topological predicates. Based on semantic segmentation of the
input image, they employ Dependency-Based Compositional Semantics (DCS) trees to
construct a semantic representation of the scene. Reasoning over a scene includes multiple possible scenarios, thus allowing for uncertainty with regard to ambiguous visual
input. Their results on a collection of indoor scenes are promising.

2.4.1

Image Labelling

Automated image labelling is a popular research area, and a number of approaches
have been proposed to solve the problem. Most researchers use data sets of images
and associated textual labels to train their labelling systems, that is, they employ some
form of joint learning from text and images. In the following overview, we will focus on
the text-based components of the methods, as well as on spatial relation components,
if applicable.
The “Baby Talk" system by [Kulkarni et al., 2011] uses a Conditional Random Field
(CRF) whose potential functions are based on both image-based and textual features.
Text-based potentials include the co-occurrence probabilities of attributes and objects,
as well as of object-preposition-object triples. These co-occurrence data are learnt from
Flickr image descriptions, smoothed with Google search results for sparse cases. Spatial information is based on 16 preposition potentials, taking into account size of overlap and distance between bounding boxes of objects. [Kulkarni et al., 2011] further
affirm that spatial relations are crucial to image labels since they drive the generation
of meaningful descriptions. The image descriptions generated by their system are of
good quality and show a higher specificity when compared to previous work.
The approach of [Yang et al., 2011] makes use of a large corpus to inform image
labels. They train a language model which, given input from object, part, and scene
detectors operating on the image, generates the most likely image label. The language
model makes use of conditional probabilities over dependency-parsed data to predict
e.g. the most suitable verb given a subject and an object, where the subject and object
are automatically detected in the image. Likely prepositions for pairs of objects are
calculated in the same way.
[Elliott and Keller, 2013] take as input region-annotated images, in which each region has been assigned a label naming the object in that region. For each image, they
manually construct a Visual Dependency representation which, analogously to syntactic dependency trees, records the geometrical relationships between the regions using
directed arcs. The set of arc labels consists of eight relations (on, surrounds, beside, opposite, above, below, infront, behind), which are defined using overlap and distance between
the region annotations as well as angles between region centroids. Their image labelling system learns from these Visual Dependency representations, gold standard image labels, corpus data, and information extracted on the image level. The results show
that structured visual information outperforms simple bag-of-regions models by providing more semantically valid descriptions. Additionally, they demonstrate that Visual Dependency representations can be learned automatically from region-annotated
images. In [Elliott et al., 2014] they further corroborate these results by employing
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Visual Dependency representations to improve image retrieval when searching for actions.
[Vinyals et al., 2014] propose an end-to-end Neural Network implementation which
learns from a collection of labelled images. Their system first encodes the image into
a more abstract representation using a Convoluted Neural Network (CNN). In order
to generate labels, they adapt a Recurrent Neural Network (RNN), previously used
successfully in Machine Translation, to “translate” the output of the CNN into an image
description. Their results show a vast improvement in BLEU scores when compared to
previous state-of-the-art. Furthermore, their system can produce a wide range of novel
descriptions, going beyond template-based production.
[Karpathy and Fei-Fei, 2014] also use Neural Networks and an architecture very
similar to [Vinyals et al., 2014]. They learn the alignment between sub-sequences of image labels (phrases) and regions in the image. Image and text information are merged
in a multi-modal embedding space. They achieve state-of-the-art performance.

2.4.2

Image-text Resources

Many resources at the intersection of NLP and computer vision consist in collections
of images with associated textual labels. The Pascal VOC challenge1 provides images
with bounding boxes for a wide range of object classes. In each of the challenges (20052012), separate data sets were published for several tasks, such as image segmentation,
object recognition, and action recognition. LabelMe ([Russell et al., 2008]) is a database
of images and labels compiled via a web-based tool. Objects are annotated using polygons and carry textual labels. The collection sees contributions from many research
groups and individuals and is thus constantly growing. Image labelling approaches
learn from these data sets by linking visual and textual information (cp. section 2.4.1
for more details on image labelling).
ImageNet ([Deng et al., 2009]) is a visual extension of WordNet and thus a somewhat different kind of resource. It contains between 500 and 1,000 labelled images
per noun synset, organised according to the same hierarchy as WordNet. The labels
in ImageNet are therefore different in that they refer to synsets (word senses), rather
than naming objects using words, or longer textual descriptions. Images are collected
from the web, querying for synset lemmas/synonyms using image search engines, and
filtering the thus obtained sets using Amazon Mechanical Turk.
To our knowledge, there are no data sets comparable to what we are proposing to
build, namely a resource which contains images and associated meaning representations.

1

http://host.robots.ox.ac.uk/pascal/VOC/

Chapter 3

Data Annotation
In this chapter we present the data used in this project and discuss how they were
acquired and annotated. The resulting resource consists of a set of 100 public-domain
images, for each of which a first-order semantic model has been created. The most
recent version of our image-model resource can always be consulted at www.let.rug.
nl/bos/comsem/images/.

3.1

Image Selection

We hand-selected 100 copyright-free images from Pixabay1 . All images are free to use,
modify and distribute under the Creative Commons Public Domain Deed CC02 , for
both commercial and academic purposes. Images were chosen which contain more
than one object, as well as potentially interesting relations between objects. The selected images are shown in Figure 3.1.

F IGURE 3.1: The 100 images selected for our database.
1
2

https://pixabay.com/en/
https://creativecommons.org/publicdomain/zero/1.0/
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F IGURE 3.2: Example image and associated model.

3.2

Representing Images

In the scope of our project, we develop Prolog-readable semantic models for our set of
100 images (cp. section 3.1), meaning that each image is paired with a model which
describes its key features. Below we give some background on first-order semantic
models (section 3.2.1), define the spatial relations we are working with (3.2.2), discuss
the vocabulary used in our models (section 3.2.3), and present our approach to symbol
grounding (section 3.2.4).

3.2.1

First-Order Semantic Models

We represent our images as first-order semantic models. Model-theoretic semantics
aims to evaluate the truth or falsehood of a statement with respect to a situation ([Blackburn et al., 2006]). A model can be considered a simplified representation of reality,
focussing on key aspects while omitting irrelevant details. In order to describe the aspects of interest (such as entities, attributes of entities, and relations between entities),
a vocabulary is needed, which can contain any arbitrary symbols. First-order semantic
models traditionally have two components, a domain D (also called universe) and an interpretation function F. The domain is the set of all entities occurring in the model, and
the interpretation function maps symbols from the vocabulary to these entities. For example, in Figure 3.2, the domain consists of d1, d2, and n1. The interpretation function
maps the vocabulary item n_cat_1 to the entity d1 and the item n_chair_1 to the
entity d2. Furthermore, the interpretation function contains the information that (n1,
d1) are in a s_part_of relation.
M = hD, F i

3.2.2

(3.1)

Defining Spatial Relations

Let us now examine the spatial relations which we use in our models as well as their
properties. Spatial relations can be divided into projective and topological relations
[Sjöö et al., 2012, p.7], the former having to do with the direction of one object with
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respect to the other, and the latter being independent of the relative directional location.
A number of spatial relations have been studied in previous work, among which leftOf,
above, inFront (projective), and adjacent, on, close (topological).
Within the scope of this thesis, we limit ourselves to predicting the following three
spatial relations, which are all topological:
• part of
• touching
• supports
Additionally, we annotate a fourth relation in the models, occludes, which is used as
a feature in prediction. Let us now consider the properties of each of these relations.
Part-of If object A is part of object B, then A and B form an entity such that if we
removed A, B would not be the same entity any more. B could also not function in the
usual way. A wheel is thus an essential part of a bicycle since if the wheel is missing,
the bicycle cannot function the same way any more. If the bell or a pannier bag are
missing, on the other hand, the functioning of the bicycle is not affected, so these are
not parts of the bicycle in our sense. The part of relation is transitive (if A is part
of B and B is part of C, then A is also part of C) and asymmetric (if A is part of
B then B cannot be part of A). Furthermore, no object can be part of itself.
Touching Two objects A and B are touching if they have at least one point in common; they are not disjoint. Only solid and fluid, but not gaseous objects (such as “sky”)
can be in a touching relation. Touching is always symmetric (if A touches B, B also
touches A) but not necessarily transitive.
Supports In order for object A to support object B, the two objects need to be touching.
Support means that the position of A depends on B: if B was not there, A would be in a
different position. Therefore, there is the notion of “support against gravity”, discussed
by [Sjöö et al., 2012, p.8], meaning that “[B] would, were [A] to be removed, begin to
fall or move under the influence of gravity” ([Sjöö et al., 2012, p.8]). Supports can
be mutual (symmetric), but this is not a requirement; in fact, asymmetric support is
probably more frequent. Furthermore, supports is transitive.
Occludes If object A occludes object B, it renders it partly invisible. Occlusion
is viewpoint-sensitive: from the point of view of the observer, object A is partly in
front of object B. It therefore gives us information about the depth alignment of objects.
Occludes can be symmetric, but this is not required; more often, it will be unilateral.
Occludes is not necessarily transitive.
We selected part of, touching and supports for prediction because they are welldefined and less fuzzy than for example “far” or “near” / “close”. Part of is closely
connected to the part meronymy relation from lexical semantics and therefore interesting for our approach, which uses lexical knowledge. Touches and supports can be
considered useful for predicting further predicates, such as actions. For example, two
objects need to be touching in order for them to be in relations such as eat or ride,
while support between objects is a condition for sit on or carry.
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( A ) Ontology subtree with single parents.

( B ) Pruned ontology subtree.

F IGURE 3.3: Ontology pruning illustrated.

3.2.3

Vocabulary

The vocabulary in our models is based on WordNet [Miller, 1995]: we use the names of
noun synsets as one-place predicates to name entities. The synset names are systematically transformed from lemma.pos.sense-number to pos_lemma_sense-number
in order to ensure compatibility with Prolog. Additionally, we introduce two-place
predicates for the four spatial relations: s_part_of, s_touch, s_supports, and
s_occludes.
Furthermore, ontological information about objects is helpful for predicting spatial
relations. For instance, only solids and fluids, but not gases can be in a touching
relation. In order to make use of such information, we exploit the WordNet taxonomy
to create a top-level ontology across all 139 basic synsets in our image-model dataset.
This is done by treating the 139 synsets occurring in our models as leaves and building
the ontology tree bottom-up by retrieving hypernym information from WordNet.
In order to enable easier maintenance and to reduce processing load, we prune this
ontology tree to remove sequences of single-parent nodes such as in Figure 3.3a. Our
algorithm traverses the tree bottom-up and schedules nodes for removal if they have
only one child; however, nodes which are part of our original list of synsets are retained
in any case. Once all single-parent nodes are removed, information about children is
updated to reflect the new tree structure. Figure 3.3b shows the result of applying our
pruning to the subtree in Figure 3.3a: the nodes structure.n.04, passage.n.07,
rima.n.01 and mouth.n.02 have been removed. The completely pruned ontology
contains 185 nodes, the top-level node being entity.n.01, which is also WordNet’s
top-level noun synset.
After the pruned ontology tree has been established, we add information about
hypernyms to our models’ interpretation functions. Section 4.3.2 discusses how hypernym information is used as a feature in predicting the spatial relations.
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F IGURE 3.4: Bounding box coordinates illustrated.

3.2.4

Symbol Grounding

Since we also model spatial characteristics of the situations at hand, our first-order
models are extended with a grounding G.
M = hD, F, Gi

(3.2)

The grounding is a function mapping domain entities to their coordinates, that is,
the location of the entity in pixel space. We represent objects and their locations using
bounding boxes (introduced in chapter 2). For the coordinates, we use the Pascal VOC
notation ([Everingham and Winn, 2012, p. 13]), where the four coordinates x, y, w, and
h represent the distance of the top-left corner of the bounding box to the left border of
the image, the distance of the top-left corner of the bounding box to the top border of
the image, the width, and the height of the bounding box, respectively (cp. Figure 3.4).
All distances are measured in pixels.
Having the grounding integrated into our models allows us to access all relevant
information in one pass. Grounding is crucial to our task of predicting spatial relations
as it links the objects in the images to their spatial location, their coordinates. From this
knowledge, we can derive the physical configuration of multiple objects in a scene and
thus assess the plausibility of certain spatial relations (e.g. proximity is a key factor in
most relations).

3.3

Image Annotation

Below we describe the guidelines for selecting objects to annotate (section 3.3.1), as well
as the procedure for annotating our gold standard of spatial relations and the results
obtained (section 3.3.2).

3.3.1

Annotation Guidelines

Remember that our models are simplifications of the scenes depicted by the images,
so we do not annotate all objects that are present in the image. Instead, we annotate
objects according to the following heuristics:
• in general, large objects are annotated, small objects are omitted
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F IGURE 3.5: Baby with striking eyes.

F IGURE 3.6: Man with strawberry.

• small objects can be annotated if they are striking or interesting (such as the eyes
in Figure 3.5 or the strawberry in Figure 3.6)
• subsurfaces such as grass and fields are only annotated if they are visible to a
great extent
• parts of objects (e.g. body parts or wheels of bicycles and cars) are annotated if
they are of a reasonable size and easily visible
After objects of interest had been selected and annotated in the models, we used
the imgAnnotation tool3 to draw the corresponding bounding boxes on each image
and to obtain the bounding box coordinates. Since imgAnnotation does not provide
functionality for exporting images with the bounding boxes, the Pillow Python library4
was used to generate the bounding box annotations on each picture. Bounding box
colours were chosen to be as distinct as possible. Each bounding box was furthermore
labelled with the domain label of the corresponding object in the model; see Figure 3.7
for an example. Note that the model previously shown in Figure 3.2 has now been
extended with grounding and hypernyms.
In total, 583 objects from 139 synset categories were annotated across the 100 images. Figure 3.8 shows the 20 most frequent synsets. There are also 69 unique synsets,
i.e. synsets which occur only once in the data.
3
4

https://github.com/alexklaeser/imgAnnotation
https://pypi.python.org/pypi/Pillow
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F IGURE 3.7: Model and image annotation are linked via domain labels.

F IGURE 3.8: 20 most frequent synsets in our data.
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F IGURE 3.9: Histogram of number of objects per image.

Each image contains between three and twelve objects. Figure 3.9 shows a histogram of the distribution of the number of objects per image. We can see that most
images have between 4 and 6 objects, and that the distribution has a long tail to the
right where some images contain a great number of objects.

3.3.2

Crowdsourcing Spatial Relations

We used the Crowdflower crowdsourcing platform5 to annotate the gold standard for
the three spatial relations. In all annotation tasks, workers were presented with an
image which had two objects highlighted in bounding boxes (one red and one blue).
They were asked to choose the statement which they deemed to be the most correct
description of the relationship between the two objects. To facilitate identification of
objects in cluttered pictures, we additionally provided a label for each box, which was
obtained by taking the first lemma of the corresponding WordNet synset. For the directed relations, part of and supports, these labels were prefixed with “A” and
“B”, respectively, to improve clarity when answering the question. Figure 3.10 shows
an example question as presented in the part of task.
Based on the bounding box annotations, we defined two topological predicates
which, together with a sequential setup of annotation tasks, enabled us to pre-select
5

http://www.crowdflower.com/
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F IGURE 3.10: Example question presented to workers on part of task.

candidate pairs of objects for the annotation task, thus keeping it shorter and the costs
lower. They were:
(1) A contained in B (all pixels of the bounding box of A are contained within the
bounding box of B)
(2) A and B overlap (there is at least one pixel which is shared between the bounding
boxes of A and B)6
(1) was the condition for presenting a pair of objects to be annotated as being in the
part of relation. The workers were asked to select from the options “A is part of B”,
“A is not part of B”, and “Other”. Additionally, for all tasks, workers could tick a box
if they were unable to see the image, e.g. in case of loading delay.
The judgements from the part of task were combined with (2) to prepare the
data for the touching relation: if the bounding boxes of two objects A and B overlapped and the two objects were not in a part of relation, the pair was evaluated in
the touching task. The intuitions behind this are that, first, it is only possible for two
objects to touch (on the image level) if their bounding boxes also share a common point
(on the topological level), and second, that parts are not normally said to touch the
whole they are part of (e.g. one would not say that there is a touching relation between
a person and their own hand, or between a bicycle and its wheel). Workers could select
from “the two objects are touching”, “the two objects are not touching”, and “Other”
(mutually exclusive).
Next, the output from the touching task was used to process the data for the
supports task. Since we defined it as a necessary condition for two objects to touch
in order for them to be in a supports relation (cp. section 3.2.2 for a discussion of the
properties of spatial relations), we included only pairs of objects which were annotated
by workers as touching. For this step, objects which are parts of other objects were
excluded; thus, the information obtained is more general (we know that the man supports the strawberry in 3.6, but do not have access to the information that it specifically
his hand which supports it.) Workers were asked to choose between “A supports B”,
“B supports A”, or “Other”. They could select both “A supports B” and “B supports
A” for mutual support.
6

This is equivalent to the “connected" predicate in RCC8, cp. section 2.1.
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TABLE 3.1: Statistics of spatial relations in the crowdsourcing annotation
tasks.

relation
part of
touchingb
support
occludes

# candidate pairs
406
746
289c
469

# pairs judged to be in relationa
164
342
205d
448

a

Crowdflower judgements post-processed by MACE and some manual intervention.
Including instances of touching + support
c
The number of instances judged to be touching (342) minus all the objects which are part of another
object.
d
The number of instances touching without supporting is thus 342-205=137
b

TABLE 3.2: Agreement in the crowdsourcing annotation tasks (for the
three relations to be predicted).

relation
part of
touching
support + touching
overall

agreement
95.5%
92.0%
91.0%
92.9%

#judgements
4,131
8,241
2,325
14,697

For occludes, we presented all object pairs whose bounding boxes overlap (2),
which are not in a part of relationship, and which are not part of another object.
Therefore, we keep the information at the same general level as for supports. Workers
selected between “A partly obscures B”, “B partly obscures A”, or “Other”. It was
possible to tick both “A partly obscures B” and “B partly obscures A” to indicate mutual
occlusion.
We only selected workers who indicated proficiency in English. For each task, before being able to enter, workers had to take a quiz of 10 test questions out of which
they had to answer nine correctly. Also, throughout the task, workers were presented
with test questions. They needed to maintain 90% accuracy on these continuous test
questions and spend a minimum of four seconds on each question to avoid exclusion.
Workers were paid 5 US$ cents per page of 10 items. Between 5 and 8 workers rated
each instance, and each worker was allowed to rate a maximum of 100 instances.
For each of the tasks, post-processing of the raw annotation results was done using
the Multi-Annotator Confidence Estimation tool (MACE; [Hovy et al., 2013]). MACE
is designed to evaluate data from categorical multi-annotator tasks. It provides competence ratings for individual annotators as well as the most probable answer for each
item. A subsample of all new relations (as output by MACE) were assessed manually
and errors found during this inspection were corrected. However, some noise is likely
to remain in our spatial relation annotations.
Table 3.1 gives an overview of the data presented to workers and the outcome of
evaluation. In Table 3.2 the agreement figures for the various spatial relations are presented. We can see that agreement is overall very high, meaning that the task descriptions were understandable.
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Data Set Overview

After having annotated objects and spatial relations in our image-model dataset, we
create a set of object pairs for classification purposes. All ordered combinations of two
objects (pairs) within an image are considered, giving us a total of 1,515 object pairs.
Each object pair thus represents an instance for classification (we want to predict the
spatial relation(s), if any, which hold for the pair).

Chapter 4

Predicting Spatial Relations
4.1

Training Data and Testing Data

Our data set contains a total of 1,515 object pairs (cp. chapter 3 and section 3.4). We
randomly split these, retaining 90% (1,364 pairs) for training purposes and reserving
10% (151 pairs) as unseen test data. The proportions of instances (object pairs) which
are in at least one relation and those which are in “no relation” are almost the same
in both subsets: in the training data, 506 instances (37%) are in a relation, while 858
(63%) are not. In the unseen data, the proportions are 57 instances (38%) and 94 (62%),
respectively.

4.2

Task Formulations

We cast the spatial relation prediction task as a classification problem: for each ordered
pair of objects A and B within one image, the following disjoint classes are possible:
• A part of B
• B part of A
• A and B touch
• A and B touch + A supports B
• A and B touch + B supports A
• no relation: A and B are in no relation
TABLE 4.1: Distribution of class labels in training and testing data.

relation
A part of B
B part of A
A and B touch
A and B touch + A supports B
A and B touch + B supports A
no relation
total

training
16
148
137
86
119
858
1,364

testing
2
16
16
9
14
94
151

overall
18
164
153
95
133
952
1,515

Table 4.1 shows the distribution of these class labels across the training and testing
(unseen) data.
23

24

Chapter 4. Predicting Spatial Relations

There are various possible ways to frame the task of predicting the above spatial
relation labels between pairs of objects. The first distinction is to do with the set of
instances (object pairs) selected for classification: we can either select all instances and
predict the appropriate spatial relation (“no relation” is a valid response), or we preselect instances where the objects are known to be in at least one relation and predict
this relation (“no relation” cannot occur in this scenario). This gives us two different
subtasks:
• Subtask A: predicting relation existence and types
• Subtask B: predicting relation types only
Secondly, there are several possibilities for defining the task in terms of classification:
multi-label In the multilabel formulation, the labels A part of B, B part of A, touching,
A supports B and B supports A are used, and each instance can have multiple labels (or
none). Classification is done in a single step, with the classifier learning from training
instances and assigning one or more labels to each testing instance.
multi-step The problem can also be cast in a multi-step fashion due to the hierarchical dependency between touching and supporting. That is, a first classifier distinguishes between the A part of B, B part of A, touching, and “no relation”
labels. In a second step, classification of the touching instances is further refined by
differentiating between touching (no support), A supports B and B supports A.
We used the multi-label setup for most of our experiments. A few experiments in the
multi-step framework were also conducted and are reported in section 5.6.

4.3

Features

By implementing and comparing different kinds of features for pairs of objects we want
to assess the impact of spatial versus lexical knowledge on the prediction of spatial
relations. The following subchapters 4.3.1 and 4.3.2 describe how information for the
spatial and for the lexical features was acquired.

4.3.1

Spatial Features

The spatial features are designed to capture knowledge about the spatial properties of
(pairs of) objects. Below, we present the features grouped by the spatial property they
measure. The first four groups of features operate on the level of the bounding boxes,
while occlusion operates on the object level.
Overlap This group is concerned with the overlap between bounding boxes of the
two objects in the pair to be classified. Overlap is a proxy for proximity, which is an
important factor in all our spatial relations: parts will be close to wholes, and two
objects need to be near each other in order to be able to touch or support. The group
consists of two features: the first is a binary flag indicating whether the two bounding
boxes have at least one pixel in common (this is equivalent to the overlap predicate
discussed in chapter 3.3.2 above). The second feature measures the size of this overlap,
that is, the number of pixels that the two bounding boxes share. It is therefore a more
fine-grained measure than the first.
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F IGURE 4.1: Occlusion: the cat occludes the armchair.

Contained-in These two features measure a more specific aspect of topological proximity, namely whether (i) the bounding box of the first object is entirely contained
within that of the second object or (ii) vice versa. They are thus equivalent to the contained predicate discussed in section 3.3.2 above. Contained-in is thought to be especially important for the part-of relation, where, according to the definition of bounding
boxes, the bounding box of a part is fully contained within the bounding box of its
corresponding whole.
Object size An important spatial property of objects is their size. We approximate
true size by using the surface area of the corresponding bounding box. In order to
account for the effects of object truncation, varying image sizes and perspectives, we
use a two-step averaging process to calculate this feature for each object type (i.e. each
synset). First, we normalise the size (width x height) of each object in each image by the
width and height of the image (in pixels). Second, we average these normalised surface
areas for each object type (e.g. cat.n.01) across all images. This twice-normalised
object size yields three features for classification:
• The size of the first object
• The size of the second object
• The absolute difference in size between the first and the second object
Occlusion Occlusion carries information about the depth alignment of objects. An
object occludes another if it partially renders it invisible. For example, in Figure 4.1, the
cat occludes the armchair (cp. section 3.2.2 for more detail). As occlusion is concerned
with the level of objects, it cannot be derived directly from the bounding boxes. We
used Crowdflower to obtain occlusion annotations for pairs of objects (cp. section 3.3.2
for a description of the method).
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4.3.2

Lexical Features

Lexical features take into account object properties derived from lexical resources such
as WordNet and corpora. They thus focus on what objects are as opposed to where they
are.
Meronymy The first way in which we make use of WordNet and ontological properties of objects is by means of meronymy (part-whole relation). For a pair of objects (A,
B) we determine whether A is a part meronym of B, or B is a part meronym of A. We
do this by searching along two paths: the hyponymy path and the holonymy path. For
example, in a situation such as in 4.2, finding that wing.n.01 is a part meronym of
bird.n.01, and bird.n.01 is an indirect hypernym of osprey.n.01, we can infer
that wing.n.01 is a part meronym of osprey.n.01.

F IGURE 4.2: Finding meronymy by inheritance.

Hypernymy In addition to information about parts (has-a), the ontological is-a
status of objects is also important for predicting spatial relations. Our top-level hypernym ontology is a source of such information (cp. section 3.2.3). In order to facilitate
processing, the hierarchy is further subdivided top-down into ten levels. Each level is
obtained by advancing one step in depth at a time and consuming the nodes at this
depth. The topmost level is the root, entity.n.01, and the next levels are constituted
by (physical_entity.n.01, group.n.01) and (person.n.01, matter.n.03, thing.n.12,
object.n.01), respectively.
For a pair of objects, we retrieve their hypernyms at each level and calculate the
following comparison features between them:
1. Are the hypernyms identical? (boolean)
2. Path similarity of the hypernyms (range 0-1)
3. Leacock-Chodorow (LCH) similarity (no fixed range)
4. Wu-Palmer (WUP) similarity (no fixed range)
Feature 2 is simply the length of the shortest path between the hypernyms in terms
of taxonomic links (hypernyms and hyponyms). LCH similarity (3) is the shortest path
normalised by the doubled maximum hierarchy depth, while WUP (4) is additionally
normalised by the depth of the lowest common hypernym of the two synsets ([Blanchard et al., 2005]).
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Corpus features It has been established in the distributional semantics literature that
useful information about objects can be gleaned from large text collections. We take
up this idea by using co-occurrence data from the first ten subcorpora of the ukWaC
corpus (92.5 Mio. words; [Baroni et al., 2009]).
For each (ordered) pair of objects/synsets in our data, we search for any uni-, biand trigrams (excluding sentence-final punctuation) occurring between each pairing
of lemmas of the first object with lemmas of the second object. For instance, for the
pair (backpack.n.01, woman.n.01), where backpack.n.01 has five lemmas
(backpack, knapsack, haversack, rucksack and packsack), and woman.n.01 has one lemma
(woman), we look up in ukWaC all sequences of one, two or three words (which are
not sentence-final punctuation, SENT) occurring between nouns (NN.*) with lemmas
backpack .. woman; knapsack .. woman; haversack .. woman; rucksack .. woman; and packsack
.. woman.
From these data, we extract the following feature sub-groups:
1. prepositions (pos-tag IN)
2. verb forms of “to have” and “to be” (pos-tags VH.? and VB.?)
3. verb forms of other verbs (pos-tag VV.?)
We consider single prepositions and verbs as well as sequences of two prepositions
or two verbs.
The extracted raw data for prepositions and “other" verbs are reduced as follows in
order to trim the feature space:
1. Out of 152 extracted prepositions and sequences of prepositions, the 50 which
occurred with most synsets were retained
2. Out of 1,898 extracted “other" verbs (and their sequences), the 100 with the best
coverage across synsets were retained
The extraction for “have” and “be” yielded 7 different verbs/sequences, which
were all kept.
In classification, for an ordered pair of objects, we use the frequency with which the
given verb or preposition occurs across all their lemmas as a feature.
Our intuition is that prepositions should provide useful information for the supports
relation, while to have and to be might contribute additional information with regards
to ontological status, that is has-a and is-a. They could therefore be useful for all
spatial relations. Other verbs, finally, could improve prediction of both touching and
supports by providing a proxy for relations typically observed between two objects.
Word embeddings Word embeddings are another way to make use of co-occurrence
data. We use the pre-trained 300-dimensional word2vec vectors by [Mikolov et al.,
2013a, Mikolov et al., 2013b]. These vectors were trained on a 100 billion-word subpart
of the Google News dataset. Since our objects are associated with synsets, which can
have multiple lemmas, we calculate the vector for each synset as an average across the
vectors of all its lemmas. The synset vervet.n.01, with its one lemma vervet does not
occur in this data set at all. Therefore, we assign it a vector where all 300 dimensions
are set to zero. In order to obtain features from a pair of synsets the second vector
is subtracted from the first and each dimension of the resulting vector is added as a
feature.

28

4.4

Chapter 4. Predicting Spatial Relations

Choice of Classifier

Preliminary experiments with various supervised classification algorithms (Support
Vector Machines, Multinomial Naïve Bayes, Random Forest, Decision Tree, k Nearest
Neighbour) indicated that the two tree-based classifiers, Decision Tree and Random
Forest, performed best for our problem. Considering that Random Forests are less
prone to overfitting due to the random steps involved, we decided for this classifier.
Random Forests are an ensemble classification method based on n individual Decision Trees. Each of these Decision Tree estimators is fitted to a random subset of the
data (“bagging”) and a random subset of features is considered at each split ([Breiman,
2001]). These random elements counteract overfitting, which represents a problem for
Decision Trees and would need to be alleviated using pruning. We use the Python
machine-learning library scikit-learn ([Pedregosa et al., 2011]) for our implementation.

Chapter 5

Results and Discussion
5.1

Evaluation Metrics

We evaluate results according to the following three standard measures:
• Precision: The number of instances correctly predicted to be of a certain class divided by the total number of instances predicted to be of that class.
• Recall: The ratio between the the number of instances correctly predicted to be of a
certain class and the true number of instances of that class.
• F1-score: The harmonic mean of Precision and Recall (below simply referred to
as “F-score”).
Each of the measures is calculated separately for each spatial relation as well as overall
(micro-averaged). For reasons of space, we will focus on F1-scores in this chapter and
only report precision and recall when they significantly contribute to the discussion.
Unless noted otherwise, all results reported in this section are from the multi-label
setup (cp. section 4.2 above), based on all 1,364 training instances (subtask A), or the
506 training instances which are known to be in a relation (subtask B), obtained using
5-fold stratified cross-validation and averaged across two runs. Results for part of
and supports are weighted averages of the scores for (A part of B, B part of
A) and (A supports B, B supports A), respectively.1

5.2

Baselines and Upper Bounds

A baseline system which operates on the most frequent label(s) would assign “no
relation” in the case where we classify across all instances (subtask A; 0.623), and
touching (without an additional supports label) when we consider instances which
are in a relation (subtask B; 0.405).
[Rosman and Ramamoorthy, 2011] use a data-driven contact-point approach to classify 132 instances into the relations on, adjacent and on+adjacent (cp. section 2.2). They
achieve an overall F-score of 0.72; however, the differences between the relations are
rather large: on achieves 0.84 (recall better than precision), adjacent 0.68 (precision better than recall) and on+adjacent 0.47 (precision better than recall).2 Even though their
approach and relations are different from ours, their performance is nonetheless a useful benchmark.
1
To be precise, the Precision and Recall scores are weighted averages, and the F-scores are computed
anew from the averaged precision and recall.
2
These figures were calculated from the confusion matrix in [Rosman and Ramamoorthy, 2011, p. 16].
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The upper bound, which is often gleaned from the performance of human annotators, cannot be determined precisely for our task. We do have an overall figure of agreement between annotators in the crowdsourcing task (cp. section 3.3.2 above), which is
93% (cp. Table 3.2). However, this figure is based on annotation of a pre-selected set
of object pairs3 and therefore neither corresponds exactly to subtask A or to subtask B.
One can, however, assume that the true upper bound of human performance is around
the 90-95% mark.

5.3

Feature Selection

In order to test the effect of different combinations of features, we split the features
presented in sections 4.3.1 and 4.3.2 above into the following nine groups:
(1) Feature group 1: bounding box overlap, contained in, occlusion (6 features)
(2) Feature group 2: size features (3 features)
(3) Feature group 3: meronymy (2 features)
(4) Feature group 4: hypernym identity (10 features)
(5) Feature group 5: hypernym similarity measures (30 features)
(6) Feature group 6: co-occurrence frequency with prepositions (50 features)
(7) Feature group 7: word embedding subtraction (300 features)
(8) Feature group 8: co-occurrence frequency with verbs other than “to have" and “to
be" (100 features)
(9) Feature group 9: co-occurrence frequency with “to have" and “to be" (7 features)
Note that, for reasons of space, feature groups will be referred to as “combos” in the
figures below.

5.3.1

Single Feature Groups

We first consider the results obtained using one feature group at a time. This experiment gives an insight into the relative merits of groups used in isolation, allowing a
first glimpse at useful and harmful groups. By comparing the results in the current
section to those in sections 5.3.2, 5.3.3 and 5.3.4 below, we can also determine whether
combining multiple groups is more powerful than using single groups.
Figure 5.1 shows the F1-scores for each of the relations on all instances (subtask A),
and Figure 5.2 on the subset of instances which are known to be in a relation (subtask
B).
We can see from Figure 5.1 that feature group 3 (meronymy) performs best overall
as well as for the “no relation” and part of cases. This is due to this combination’s
discriminating power when it comes to identifying the part of relation. Without any
additional information about the configuration of bounding boxes, the meronymy features achieve an F-score of 0.78 for part of. The feature also performs well for “no relation”, whose prediction heuristic is presumably based on the absence of a meronymy
3

Please refer to section 3.3.2 for details on how topological predicates were used to pre-select instances
for crowdsourcing.
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F IGURE 5.1: F-scores using single feature groups in subtask A (maximum in black).

relation. Since “no relation” accounts for 63% of the data, the overall score highly
depends on it, thus also making meronymy the best performing combination overall.
However, while feature group 3 is the clear winner for part of, other feature groups
compete strongly with it in the “no relation” and overall scenarios.
For the relations touching and supports, the spatial configuration information
in feature group 1 is most helpful, followed by size information (group 2) which underlines the importance of proximity information for these touching-based relations.
However, scores for supports and especially touching are very low compared to the
other relations (below the 63% baseline for both). It is also evident that the meronymy
features (group 3), which perform very well for part of, “no relation” and overall, do
not contribute helpful information for these two relations, with an F-score of 0.0. Other
groups which offer very little or no contribution for these two relations are hypernym
similarity (4) and word embeddings (7).
Figure 5.2 shows the results for subtask B. It points to the spatial configuration
(group 1) as the best predictor of spatial relations overall, closely followed by size information (group 2). Results differ between the individual relations: for part of, again
meronymy (group 3) performs best, while the F-score for supports is maximised by
the size features (group 2) and that of touching by hypernym similarity measures
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F IGURE 5.2: F-scores using single feature groups in subtask B (maximum in black).

(group 5). The influence of size on supports makes intuitive sense if we note that the
size/volume (and mass, for which it can be considered a proxy) of an object determines
(at least to a certain extent) whether it can support another object, or be supported by
it. The role of taxonomic similarity in touching is somewhat less straightforward, but
we could imagine two objects being more likely to touch if they are more taxonomically
similar as, for example, they will tend to occur in more similar environments.
We again find meronymy features (group 3) not contributing to supports (but,
contrary to results in Figure 5.1, to touching), and word embeddings (group 7) drawing a 0.0 for part of and supports.
Generally, the F-scores are higher than in the scenario with all instances, which is
probably due to this task formulation being less challenging. For each relation, most
groups perform above the 40% baseline.

5.3.2

Spatial vs Lexical Features

Let us now look at how the spatial features (groups 1 and 2) compare to the lexical
features (groups 3-9). In Figures 5.3 and 5.4, we can see that the spatial features perform
consistently better than the lexical ones. The difference between the two sets is smallest
for part of but considerable for the other relations, especially for touching and
supports. These results again point to the importance of spatial information for these
two relations: while lexical information can certainly support decisions as to whether
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F IGURE 5.3: F-scores for spatial versus lexical feature combinations in
subtask A (maximum in black).

two objects touch or one object supports the other, the objects’ spatial configuration is
an essential piece of information, without which no informed decision can be made.
It is interesting that the spatial features outperform the lexical ones even on the very
lexicalised relation part of. Furthermore, the combination of the spatial sets brings a
substantial performance gain compared to the two sets individually (overall: subtask
A: group 1: 0.69, group 2: 0.65, combined: 0.77; subtask B: group 1: 0.73, group 2: 0.7,
combined: 0.81). Finally, we can also claim that the spatial features are more efficient:
the 9 features in this group outperform the 499 in the lexical group.

5.3.3

Feature Group Ablation

Another informative way to study the effect of feature groups (traditionally, of single
features) is leave-one-out, also known as ablation. If leaving out a feature group leads
to lower scores, it means the feature group is valuable.
Figures 5.5 and 5.6 clearly identify group 1 as crucial to prediction performance.
When this group is removed, we obtain lowest performance across all relations (the
difference is more striking in subtask A than in subtask B), confirming the results from
section 5.3.2 above. Again, this outcome is not very surprising given the importance of
spatial configuration information in general, and more specifically the fact that we used
the “overlap" and “contained in" predicates to prepare the data for crowdsourcing. For
the latter reason, our gold standard class labels are highly dependent on this first group
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F IGURE 5.4: F-scores for spatial versus lexical feature combinations in
subtask B (maximum in black).

of features. Another interesting observation is that, in comparison with the full feature
set, performance improves mostly when removing feature groups (with the exception
of group 1 throughout and a few other groups). Therefore, it seems that recombining
subsets of feature groups can boost prediction. We will further pursue this thread in
section 5.3.4 below.
In the light of the crucial role of group 1, let us also look at a slightly different
kind of ablation, namely removing feature groups 2 to 9 in turn while always retaining
group 1. This way we treat group 1 as a given, essential group and investigate the
effect of removing other feature groups. The results are displayed in Figures 5.7 and
5.8. When classifying on all relations (subtask A; Figure 5.7), we can see that group
5 (hypernym similarity measures) is most important overall and for “no relation” as
well as part of, while touching suffers most from the removal of group 2 (object
size). The performance on supports depends most strongly on group 3 (meronymy),
closely followed by groups 2 (size) and 4 (hypernym identity).
The differences between the combinations are not very large, but we can observe
certain trends. In Figure 5.7, similar to Figure 5.1, part of, “no relation” and overall
share the same extreme group. The removal of hypernym similarity is most harmful,
and the fact that it is shared between these three groups is again probably due to the
frequency of “no relation”. The contribution of size to touching does seem sensible
given that size is a proxy for mass. The role of meronymy in supports could be due
to our choice of omitting parts for this relation. Therefore, if an object is a meronym
of another object, it will not be in a supports relation. This is of course an accidental
correspondence caused by our definition of that spatial relation, and not a desirable
learning outcome for the classifier. In Figure 5.8, configurations do not differ very
much with respect to their F-scores. We can, however, see that again, removing feature
groups outperforms the full feature set, hinting at the potential of further selection.
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F IGURE 5.5: F-scores for ablation (leave-one-out) in subtask A (minimum in black; full feature set for reference).
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F IGURE 5.6: F-scores for ablation (leave-one-out) in subtask B (minimum
in black; full feature set for reference).
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F IGURE 5.7: F-scores for ablation (leave-one-out) always keeping group 1
in subtask A (minimum in black; full feature set for reference).

To sum up, group ablation results are less straightforward to interpret than single
group results because any number of interactions between features could affect the results but are not easily discernible. In section 5.3.4 below we will therefore experiment
with free recombinations of feature groups and thus evaluate the potential of other
groupings.

5.3.4

Exploring Other Combinations

The feature selection experiments so far give insight into the performance of single feature groups, of spatial versus lexical groups, and the effect of removing groups. The
results show that combinations of feature groups perform better than single feature
groups4 but also that removing feature groups from the full set improves performance.
It is, therefore, conceivable that scores can be further improved by combining any number of feature groups, as opposed to single groups, spatial or lexical combinations, or
sets of exactly eight feature groups as in ablation.
Therefore, we test all possible combinations without replacement of the nine groups
in the range 1 to 9, separately on (i) the set of all instances (subtask A) and on (ii) the
set of instances which are in a relation (subtask B). In order to evaluate the results, we
4

Maximum overall F-scores for a single group: 0.71 and 0.73 (subtask A, group 3; subtask B, group 1) ;
for an ablation combination: 0.79 and 0.82 (subtask A, all-7; subtask B, all-8).
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F IGURE 5.8: F-scores for ablation (leave-one-out) always keeping group 1
in subtask B (minimum in black; full feature set for reference).
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calculate the average F-score for each single feature group (1, 2, 3, ...) as well as for
combinations of feature groups (1+2, 1+2+3, 1+2+3+4, ...). Figure 5.9 shows the 10 best
combinations of groups ranked according to averaged F-score in subtask A, and Figure
5.10 displays the same evaluation for subtask B. Please bear in mind that 10 out of 511
combinations is not a large number, and that at least some of the differences between
ranks might not be significant due to the small number of runs. However, the focus on
the top 10 is in the interest of space, and we are hoping to shed light on a few properties
of the top-ranked combinations.
Confirming the results of the ablation study, we find that group 1 (spatial configuration) is part of all top 10 combinations in both scenarios. For the overall prediction,
groups 2 (size) and 3 (meronymy) are also very valuable, while 7 (word embeddings)
never occurs, and the “other" verb feature (group 8) rarely. Thus, spatial information is
of crucial importance to prediction. However, neither purely spatial feature combinations nor purely lexical ones figure among the top 10. In fact, the spatial combination
(feature groups 1 and 2) is ranked 100th in subtask A and 21st in subtask B. The respective ranks for the purely lexical combination (group 3-9) are 400 and 468. This indicates
that lexical knowledge can further improve prediction compared to solely spatial information, but also that lexical knowledge on its own is not very useful.
We can also see that smaller feature group combinations (3-5 feature groups) produce competitive results for all relations and scenarios, indicating that, if groups are
chosen carefully, a rather small range of characteristics is sufficient for good performance.
Considering in more detail the differences between various relations, we can see
that, for instance, part of does not rely as heavily on size information (group 2) as the
others, which is rather intuitive seeing that the size of objects is no inherent determinant
of whether they can be a part or whole of something. Parts come in various sizes, also
with respect to the wholes they are part of, from very small (beaks, eyes) to rather
big (legs, arms, wheels of bicycles). Word embeddings (group 7), on the other hand,
are found to be useful with part of more often than with any other relation. It can
thus be assumed that word embeddings capture some aspects of the similarity between
parts and their wholes, while they are not able to provide discriminative information
about object properties relevant for the other relations.
Furthermore, the preposition features (group 6) occur often with supports and
considerably less frequently with other relations, thus backing our intuition that prepositions are especially helpful for identifying cases of support. One can for example
imagine that a preposition such as “on”, if frequently found in the context of “A on B”
will be a good indicator of B having the general potential to support A.
Synthesis The results presented in this section show that performance gains can be
observed when we allow free combinations of feature groups as opposed to using or
removing single groups. For the overall case, we improve from 0.79 (ablation all-7) to
0.804 (1+2+3+5) for all instances and from 0.82 (ablation all-8) to 0.846 (1+2+3+9) for
relations. These best combinations, 1+2+3+5 and 1+2+3+9, contain both spatial (1, 2)
and lexical (3, 5, 9) features, pointing to the importance of knowing both where objects
are and what they are.
When we look at the performance for the different relations, it is striking that touching
is the most difficult to predict, with a prediction performance below baseline for the
case in which we classify across all instances (cp. Table 5.9). A possible explanation is
that touching is very much linked to the specific spatial configuration in the image,
but cannot easily be captured by the spatial predicates we use. Two bounding boxes
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Combination
1235
1234589
12349
1234578
14569
123489
123
12456
12359
123458

F-score
0.8825
0.8792
0.8791
0.8788
0.8779
0.8771
0.8771
0.8769
0.8764
0.876

Combination
1235
12349
1256
123
123458
1239
1236
1234589
123456
12359

( A ) No relation

Combination
12349
1239
12379
1235
1345
1234
123457
1236
134
13457

F-score
0.8046
0.8035
0.8017
0.8013
0.8006
0.8002
0.8002
0.7999
0.7999
0.7995

( B ) Overall

F-score
0.9445
0.9403
0.9380
0.9376
0.9376
0.9372
0.9368
0.9368
0.9345
0.9339

Combination
123456
1256
124689
124569
1246
12789
1234679
123569
12489
123468

( C ) Part of

Averaged F-score
0.7081
0.7006
0.6962
0.6908
0.6873
0.6872
0.6853
0.6813
0.6810
0.6808

( D ) Supports + touching

Combination
123458
12456
12459
1236
12345
124569
1235
12379
12589
125

F-score
0.4836
0.4778
0.4775
0.4737
0.466
0.4651
0.4595
0.4593
0.4587
0.4552

( E ) Touching
F IGURE 5.9: Averaged F-scores of 10 best free combinations in subtask
A.
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Combination
1239
123459
1236
1235
12369
1369
12345
1234
123
12346

F-score
0.846
0.8454
0.842
0.8414
0.8411
0.84
0.8395
0.8386
0.8359
0.8357

( A ) Overall

Combination
12369
12569
1269
12367
12469
123469
1236
12346
124689
1234689

F-score
0.8788
0.8763
0.8670
0.8656
0.8655
0.865
0.8646
0.8646
0.8632
0.8622

( C ) Supports + touching

Combination
1237
135
134
13479
12379
123
13459
1235
1239
1347

F-score
0.9558
0.9550
0.9543
0.9541
0.9524
0.9523
0.9511
0.9499
0.9498
0.9488

( B ) Part of

Combination
123459
134
1239
12359
123589
1235
12345
1259
1234
1347

F-score
0.7592
0.7584
0.7576
0.7571
0.7567
0.7547
0.7542
0.7537
0.7524
0.7521

( D ) Touching

F IGURE 5.10: Averaged F-scores of 10 best free combinations in subtask
B.
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can overlap without the two objects touching , and neither can the object properties
captured by features groups 2-9 give clear clues as to the touching status of two objects. For this relation, it could be useful to employ more low-level image features to
detect contact at the pixel level. Supports is easier to predict in our framework than
touching, which shows that useful hints can be gleaned from lexical resources. In
particular, the preposition features derived from a large corpus contribute to the recognition of supports (cp. Figures 5.9 and 5.10). In the case where we classify across
all relations, our system is well able to detect pairs which are not in a relation. Important factors in this are the frequency of this label (63%) as well as the topological
information used to pre-select object pairs (cp. section 3.3.2). Finally, the best prediction performance is achieved for part of. Spatial clues and mereological information
from WordNet combine to solve this task to a high degree of correctness.

5.3.5

Summary of Feature Selection Results

As can be seen from the result summary in Table 5.1, we gain considerably when combining feature groups. Combinations of lexical and spatial features perform better than
either lexical or spatial groups on their own, with the difference being particularly striking for the former. The results hint at the fundamental importance of spatial information. The improvement in performance contributed by lexical features is rather small,
but significant.
In order to better compare subtasks A and B, we also calculate performance scores
across all instances, assuming correct values for “no relation” and taking the best-performing
feature groups from subtask B (fourth column in Table 5.1). The resulting scores are
very high, which is due to the numeric dominance of “no relation”: if we classify these
almost two thirds of the data correctly, our overall scores benefit notably. The performance for “no relation” is already very satisfactory (around 0.89, cp. Figure 5.9a), but if
it is improved to perfection, it can greatly boost overall results. Result-oriented efforts
should therefore focus on maximising outcomes for “no relation”. Finally, in this scenario, we find similar differences between spatial and lexical features: still, combining
knowledge from both domains yields the best result (0.95).
We can therefore conclude that both knowing where objects are and what they are
contribute to the prediction of spatial relations. Improvements on both spatial and
lexical features could yield further performance gains, but this is left to future work.
TABLE 5.1: Summary of results on training data (overall F-scores).

baseline
single groups
only spatial (groups 1 + 2)
only lexical (groups 3-9)
best lexical+spatial
a

subtask A
0.623
0.71b
0.78
0.68
0.804d

subtask B
0.405
0.74c
0.82
0.72
0.846e

correct “no relation” + subtask Ba
0.623
0.90
0.93
0.90
0.95

Assuming all “no relation” instances have been classified correctly, and using the best performing
feature groups for subtask B to classify the instances which are in a relation.
b
Group 3 (meronymy)
c
Group 1 (spatial configuration)
d
1+2+3+5
e
1+2+3+9
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5.4

Results on Unseen Data

In order to validate the results of feature selection, we make use of the reserved test data
(cp. section 4.1). Table 5.2 presents the results for the combinations of feature groups
shown in Table 5.1 on these unseen data. The results are in the same range as those
in Table 5.1, indicating that overfitting is not an issue (except perhaps for the drop of
group 3 in subtask A). We can furthermore see that the relative differences between the
subtasks and between the different configurations remain the same, with the exception
of the spatial features (groups 1 + 2), which perform the same for both subtasks on the
unseen data.
These results indicate that our findings from feature selection are robust. They also
confirm our conclusion that combining lexical and spatial information leads to an improvement compared to using only one type of information.
TABLE 5.2: Summary of results on unseen test data (overall F-scores).

baseline
group 3 / group 1
only spatial (groups 1 + 2)
only lexical (groups 3-9)
1+2+3+5 / 1+2+3+9

5.5

subtask A
0.623
0.65
0.80
0.66
0.815

subtask B
0.405
0.72
0.80
0.69
0.855

correct “no relation” + subtask B
0.623
0.89
0.88
0.88
0.95

Error Analysis

The first way in which we can gain insight into the classification errors made is to
look into confusion matrices. Tables 5.3 and 5.4 show the confusion matrices for the
respective best-performing combinations of feature groups.
TABLE 5.3: Confusion matrix for subtask A, using feature groups 1, 2, 3
and 5.
❳❳❳
❳

assigned
❳❳❳
A part of B
❳❳❳
❳

true
A part of B
no relation
B supp A
B part of A
touching
A supp B

13
0
0
0
0
0

A supp B

B supp A

touching

no relation

B part of A

0
6
1
0
1
43

0
17
66
0
5
1

0
67
21
4
73
22

3
765
31
5
52
20

0
3
0
139
6
0
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TABLE 5.4: Confusion matrix for subtask B, using feature groups 1, 2, 3
and 9.

❳❳
❳❳

assigned
❳❳❳
A part of B
❳❳❳
❳

true
A part of B
A supp B
B part of A
touching
B supp A

14
0
0
0
0

touching

A supp B

B part of A

noRelation

B supp A

2
17
4
114
26

0
65
0
3
2

0
0
143
8
0

0
1
1
2
0

0
3
0
10
91

Generally, there is very little uncertainty about the direction of a relation, that is, it
is rather straightforward to distinguish between A part of B and B part of A on
the one hand, and A supports B and B supports A on the other. We can see from
Table 5.3 that instances which are in “no relation” (the majority class) can be identified
rather unambiguously, while also the distinction between part of on the one hand
and touching and supports on the other can be easily made. However, there is
considerable confusion between touching and support, which are fairly frequently
confused for each other, as well as for “no relation”, if present. The distinction between
touching and “no relation” is presumably due to the incidental nature of the former.
As already suggested in section 5.3.4 above, pixel-level features could help improve
discrimination for these. As far as the distinction between touching and supports is
concerned, the difficulty lies in their great similarity. Since supports is misclassified
as touching much more often than vice versa, more discriminative features for the
former need to be found in order to resolve this issue. These could address object
properties such as mass/weight, but also a refinement of the prepositional features
already implemented could help, for example association measures such as Mutual
Information instead of the simple co-occurrence frequencies used in the present system.
Secondly, we can also take a more detailed look at instances and detect object pairs
which are rarely classified correctly. We look at the runs for the 5 best overall configurations for subtask A (cp. Figure 5.9b). There are 48 object pairs which are consistently
classified incorrectly across all runs.
Supporting the results of the above confusion matrices, in 62.5% of these instances
touching or supports are classified as “no relation”. The remaining error types are
less frequent, some even very rare (such as part of being confused for “no relation”).
Let us now consider a few instances where the misclassifications are interesting: in
Figure 5.11, the bounding boxes of d2 (cyan; horse) and d4 (blue; plough) do not touch
because d2 is heavily occluded by d1. Therefore, it is impossible for our classifier to
infer the touching relationship between the two entities, resulting in a False Negative.
This raises the question of whether such occluded objects should be annotated in their
entirety, even if their total extent has to be guessed.
Figure 5.12 illustrates another interesting case, this time of a False Positive: since
the two eyes (n1, cyan and n2, blue) are both spatially contained within the bounding
box of the girl (d1; purple), and eyes are part meronyms of human beings, they are
mistakenly classified as being part of the girl. False positives like this one could
perhaps be avoided by a more specific processing of parts, which takes into account
the location of the part within the whole. The current system just assesses whether the
parts are contained somewhere within the whole, but not the precise position.
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F IGURE 5.11: Touching relationship between d2 (horse) and d4
(plough) difficult to spot because of occlusion.

F IGURE 5.12: Wrongly assigned part of relationship between the eyes
(n1, n2) and the girl (d1) because of spatial configuration and meronymy.
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5.6

Experiments with Multi-Step Setup

Since it became clear from the error analysis that touching and supports are often
confused, the multi-step setup (cp. section 4.2) can be considered an attractive alternative. This approach involves a specialised classifier to distinguish between touching
and supports. Due to time limitations we can only report basic results for this procedure, considering subtask A.
In this setup, we use two different classifiers. The first classifier predicts the four
labels “A part of B”, “B part of A”, “touching” and “no relation”. The second classifier
then takes the instances classified as “touching” in the first step and further discriminates between “touching + no support”, “touching + A supports B”, and “touching +
B supports A”. In order to test the potential of this approach, we selected the following combinations of feature groups based on their performance in the feature selection
experiments above (cp. section 5.3, in particular subsection 5.3.4):
• 3 best overall for subtask A: "1 2 3 5", "1 2 3 4 9", "1 2 5 6"
• 3 best overall for subtask B: "1 2 3 9", "1 2 3 4 5 9", "1 2 3 6"
• 3 best for touching in subtask B: "1 2 3 4 5 9", "1 3 4", "1 2 3 9"
• 3 best for supports in subtask B: "1 2 3 6 9", "1 2 5 6 9", "1 2 6 9"
• complete set: "1 2 3 4 5 6 7 8 9" (for reference)
This collection contains a total of 11 unique combinations of feature groups. We
generated all 121 permutations of two (with repetition) of these 11 configurations.
Then, the first combination of groups as features is used with the first classifier and
the second one with the second classifier. This makes it possible to explore the effect
of using two different configurations for the two classifiers. Since we use permutations
with repetition, we also assess cases in which both classifiers have access to the same
features. We expect that the first classifier will benefit most from feature group combinations performing well in subtask A, while those which do well on subtask B (overall,
touching, supports) are useful for the second classifier.
Table 5.5 shows the ten best pairs of feature group combinations using 5-fold crossvalidation. Again the reader is asked to bear in mind that these are only ten out of
121 combinations, and that the differences between ranks are small. We can see that
the F-scores achieved using the multi-step setup are somewhat higher than those in the
single-step setup (where the best F-score is 0.804 for subtask A, cp. Table 5.1). Among
the ten best feature group combinations for the first classifier we find five which performed well for subtask A, three which performed well for subtask B and touching,
the full feature set, and one which performed well on subtask B only. Contrary to
our expectations, the best feature group combinations for the second classifier are not
those found to do well overall for subtask B. Instead, they are feature groups which
achieved high performance on subtask A or on supports in subtask B. It seems that
the tasks of distinguishing among (i) part of, touches, and supports (subtask B)
and (ii) touches and supports (second classifier) are sufficiently distinct to benefit
from different sets of features. The full feature set is also found to be useful for classifier 2. Another interesting observation is that nine out of ten top-ranked configurations
use different feature group combinations for the first and second classifier. Therefore, it
appears worthwhile to optimise each classifier individually.
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TABLE 5.5: Best configurations for multi-step setup.

Features classifier 1
1235
123459
1235
123459
123456789
1236
1235
12349
123459
1235

Features classifier 2
12349
1256
123456789
12349
123456789
1256
1256
12569
12369
1235

F-score
0.815
0.812
0.811
0.810
0.810
0.809
0.808
0.808
0.808
0.807

A more detailed inspection of the results and confusion matrices for the two separate steps reveals that the first classifiers achieve strikingly low recall for touching
(around 0.65; while it is between 0.9-0.95 for “no relation” and part of). Most of the
misclassified touching instances are mistaken for “no relation” (as in the single-step
setup, see also section 5.5). The confusion also works the other way, with a rather large
amount of “no relation” being classified as touching This again points to the difficulty of correctly predicting touching, and to the need for techniques addressing this
issue.
The second classifiers, on the other hand, suffer from overall low F-scores (between
0.56 and 0.6). The main problem is propagated from the first step, namely the high
number of “no relation” instances mistakenly classified as touching. The second classifier, however, is only trained to distinguish “touching + no support”, “touching + A
supports B”, and “touching + B supports A”. Therefore, it assigns one of these labels to
the “no relation” instances, creating False Positives which lead to lower precision for
the three labels, and scores of 0.0 for the “no relation” class label. Some confusion also
occurs between “touching + no support”, “touching + A supports B”, and “touching +
B supports A”, pointing to the need for further tuning of the second classifier.
The two main issues to be addressed for the multi-step scenario are therefore the
recall of touching in the first step, and the general performance of the classifier in the
second step. Improving on these two problems could lead to considerable performance
gains, making the multi-step setup a promising direction for future work.

Chapter 6

Conclusion
We have seen that predicting spatial relations in images is an interesting and challenging task, whose solution holds great benefits for the growing Language and Vision community. In the scope of this thesis, we focussed on three relations: part of,
touches, and supports, which we defined rather informally but thoroughly (cp. section 3.2.2). We chose to represent the relations as two-place predicates in a first-order
semantic model. In this way, they are integrated into a larger meaning representation
structure, making it easier to conduct joint inferences. Also, the first-order semantic
models allow direct access to lexical and spatial object properties (synsets, hypernyms,
grounding) and are therefore self-contained units for spatial relation prediction.
Part of, touches, and supports were selected because they are more welldefined than fuzzy relations such as “near” or “far”. Also, the spatial relations differ
with regards to their investment in lexical knowledge: part of is the most strongly
lexicalised spatial predicate, being directly related to the part meronymy relation of
lexical semantics. Supports is less lexicalised than part of but still strongly dependent on object properties. Finally, touching is strongly dependent on local spatial
configurations, but cannot be unambiguously determined either by these or by lexical
properties of the objects. The results reflect this difference: the prediction of part of
yields better results than supports, which in turn is easier to predict than touches.
In terms of spatial information, we found both configurational information (overlap, containment, occlusion) and object size information to be useful for predicting
spatial relations between objects: spatial features perform well above baseline (cp. section 5.3.2), and feature groups 1 (configuration) and 2 (size) are part of the most highly
ranked combinations of features (cp. section 5.3.4). The importance of spatial information is beyond doubt reflected in our results; however, a word of caution is necessary:
since we used two topological predicates (overlap, containment) to pre-select object
pairs for spatial relation annotation (cp. section 3.3.2), our gold standard is biased in
the sense that the topological predicates represent necessary conditions for some spatial relations.
Spatial information on its own yields already very satisfactory results; however, lexical knowledge can further enhance performance, bringing an additional 2.5% increase
in F-score (cp. section 5.3.5). Lexical and spatial information combined outperform either set on its own. Therefore, the optimum solution includes both spatial and lexical
information. This is further confirmed by the results on reserved test data (cp. section
5.4).
However, not all kinds of lexical knowledge have the same impact on prediction
performance. For example, while meronymy (feature group 3) is useful across all relations (although less frequently for touching and supports), word embeddings
(feature group 7) occur more rarely in the top ranked combinations. The way in which
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feature groups affect different spatial relations differently is interesting (cp. section
5.3.4) and deserves further investigation.
The combination of spatial and lexical knowledge yields F-scores in the 80-84%
range, which is a satisfactory solution to the problem of predicting spatial relations.
However, one could imagine further improving this performance, (i) by improving
and extending on the spatial and lexical features (see “Improving features” below) and
(ii) by harnessing more data-driven methodologies such as the contact-point networks
used by [Rosman and Ramamoorthy, 2011] and other low-level image features such as
colour and texture.
Let us now consider some difficulties encountered as well as limitations of the work
presented in this thesis, and discuss some suggestions as to how these could be remedied in future work.
Difficulties with spatial relations In the process of crowdsourcing spatial relations
(cp. section 3.3.2), we noted issues with touching and supports, while part of
was mostly perceived as unambiguous.
Difficulties with touching stemmed partly from uncertainty about the total spatial
extent of an object and partly from the limitations of perspective and image resolution.
Examples of uncertainty about the extent of an object are shown in Figure 6.1. In the
upper image, only about half of the cat’s tail touches the bed. The colour and contrast
of the picture make this additionally harder to see, and some crowdsourcing workers
missed the touching relation between the cat and bed, or mentioned being uncertain.
The majority, however, agreed on the cat and bed being in a touching relationship.
The problem in the bottom image is that it is unclear what it means for the forest to
touch the laundry, again having to do with the extent of the forest. Is one tree touching
the laundry on the line sufficient? Also the extent of the laundry is somewhat fuzzy: the
cord certainly touches at least two trees, but is it part of the laundry? The majority of
workers judged the relationship as being touching. The specific criteria they applied
are, however, unknown to us.
The other major source of uncertainty pertaining to touching is illustrated in Figure 6.2. The upper image shows two horses and a plough. The perspective here limits
our judgement of whether either of the horses is touching the plough, but world
knowledge helps. We know that the horses must be somehow connected to the plough
if they are to use it in the way ploughs are normally used. Therefore, these two instances are annotated as touching.
In the bottom image, the bird in front of the small shrub is blurred (it is probably
in motion, and the lighting conditions are unfavourable). Given this snapshot, the
bird could be either flying or standing on the grass, but it is impossible to tell which.
Therefore, this instance is annotated as not touching.
The main source of confusion for supports arose from very thin objects which are
placed vertically between two other objects. An example is shown in Figure 6.3: the
woman in the picture sits on a blanket placed on the lawn. The blanket is too thin to
offer “support against gravity”, so the woman is in fact supported by the lawn, even
though she is not touching it. In order not to violate the condition of two objects
touching for a supports relation, for the time being we annotated such pairs of
objects like the lawn and woman as both touching and supports. Future work
should address suitable rules for the annotation of pairs like these.
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F IGURE 6.1: Uncertainty about extent of cat (above) and forest/laundry
(below).

F IGURE 6.2: Uncertainty due to resolution or perspective: horse/plough
(above) and bird/lawn (below).
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F IGURE 6.3: Uncertainty due to thin blanket.

Improving features First, the meronymy features derived from WordNet are limited
in several small and interesting ways: the database does not contain the information
that a steering wheel (wheel.n.02) is a part meronym of “vehicle”, but has this lexical
link only for wheel.n.01, the wheel on which the car rolls. Also, in WordNet, apes
do not have hands as their part meronyms; only humans have hands. Finally, the part
meronym relationship between n.beak.02 and head.n.01 does not hold for birds:
n.beak.02 is a part meronym of bird.n.01, while head.n.01 is a part meronym
of bird.n.01’s hypernym animal.n.01. For humans (human.n.01), mouth.n.02
is part-meronym of head.n.01 (via n.face.01), and head.n.01 is a part-meronym
of human.n.01. In order to resolve these issues a more wide-coverage database such
as BabelNet ([Navigli and Ponzetto, 2012]) could be used, and other features capturing
meronymy relationships could be employed.
Second, sparsity issues plague the corpus features (groups 6, 8 and 9). Especially for
synsets with few and/or infrequent lemmas, not many matches can be found. For example, the synset vervet.n.01 with its one lemma “vervet” never occurs in the first
ten subparts of ukWaC. One way to alleviate this sparsity would be to search using
hypernyms one or several levels up, e.g. using the much more common “monkey”. Selecting the right level for hypernym lemma expansion could prove a challenging task,
but it should be feasible to use measures of taxonomic depth or concept specificity to
this end. Furthermore, while this procedure would inevitably lead to some information
loss, it would also yield better coverage for the corpus features.
Third, in the current system the corpus features are calculated for an ordered set of
objects, only taking into account the prepositions/verbs occurring between lemmas of
object A and object B. One could also add a second feature for each pair which captures
the prepositions and verbs between lemmas of object B and lemmas of object A. This
way, there would be no more influence of the arbitrariness inherent in the ordering of
the objects. Perhaps one ordering has better coverage or more informative features,
which could lead to better prediction performance.
Fourth, the corpus features could be further refined by replacing simple co-occurrence
with dependencies, that is, extracting words (verbs, prepositions) which are in a specific dependency relation with the two lemmas rather than those which simply linearly
co-occur.
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Finally, word embeddings (group 7) do not seem to contribute greatly to the prediction of spatial relations in images, despite their success in other NLP applications.
Perhaps other ways to make them useful are needed. One problem is that word embeddings work on the level of lemmas, while our objects are annotated at the sense level.
Possible solutions include the calculation of sense-level word embeddings (sense-embeddings),
and the use of retrofitting ([Faruqui et al., 2015]) to make already existing word embeddings more lexical semantics-aware.
Furthermore, there are possible extensions to the current work, as well as opportunities
for harnessing the image-model resource for other applications.
Possible extensions The work presented in this thesis could be extended and enhanced in manifold ways. First, a wider range of spatial relations could be considered
and their amenability to lexical information assessed. New relations might also require
a new set of lexical and/or spatial features in addition to the ones already implemented.
Second, improvements to features as outlined above could further enhance prediction
performance. Third, the annotation of objects in images could be partly automated by
training a synset detector. Training data could either be provided by the image data
created as part of this thesis (using coordinates of bounding boxes and synset labels),
or by ImageNet ([Deng et al., 2009]). However, ImageNet is missing a localisation component in the shape of coordinates. Many of the images show one object only, but the
extent of this object needs to be determined in order for learning to be effective. Yet
another option would be to use the COCO region annotations data set, consisting of
200 images and 9,000 objects1 . Objects here are paired with their coordinates, but their
labels are free text rather than synsets. Inferring the correct synset for an object from a
simple textual label is a research task in its own right, which could be aided by the ImageNet data set. To facilitate recognition of parts, which are crucial in our framework,
a part-based descriptor such as the one proposed by [Felzenszwalb et al., 2008] could
be useful.
Other applications of the image-model resource One can imagine applications of
our image-model resource beyond the prediction of spatial relations presented in this
thesis. The image component along with the synset labels could be used to train an
object recognition system on the level of synsets. By localising the individual objects
via their bounding box coordinates and using the synset name as a label for the object
region, a visual classifier can be trained which can localise and label synsets. Given the
rather small amount of data, this will probably only be successful for frequent synsets,
such as heads, cats, and wheels, and not for synsets occurring infrequently (e.g. violin
cases, strawberries, kitchen paper, rabbits).
Furthermore, a Question Answering system could be built based on the images
and models. Such a system would aim to construct suitable meaning representations
of each image, which enable the answering of questions about the objects and relations
present. The gold standard meaning representation is given by the first-order semantic
models. In the same spirit, further reasoning and inference tasks are possible.
To sum up, the presented approach combining spatial and lexical knowledge is promising – prediction of spatial relations is best when we know about the where and the what.
There are, however, a number of challenges remaining for future work. In the light of
potential applications, this is a worthwhile direction deserving more research.
1

http://cs.stanford.edu/people/karpathy/deepimagesent/
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