Charles University in Prague
Faculty of Mathematics and Physics

MASTER THESIS

Thanh Le
Development of trainable policies for
spoken dialogue systems
Institute of Formal and Applied Linguistics

Supervisor of the master thesis: Filip Jurčı́ček, Ph.D.
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Abstract: In human-human interaction, speech is the most natural and effective
manner of communication. Spoken Dialogue Systems (SDS) have been trying to
bring that high level interaction to computer systems, so with SDS, you could
talk to machines rather than learn to use keyboard and mouse for performing
a task. However, as inaccuracy in speech recognition and inherent ambiguity in
spoken language processing, the dialogue state (user’s desire) can never be known
with certainty, and therefore, building such a SDS is not trivial.
Statistical approaches have been proposed to deal with these uncertainties by
maintaining a probability distribution over every possible dialogue state. Based
on these distributions, the system learns how to interact with users, somehow
achieving the final goal in the most effective manner. In Reinforcement Learning
(RL), the learning process is understood as optimizing a policy of choosing an
action conditioned on the current belief state.
Since the space of dialogue states is not small, even with a very little SDS, a
typical RL algorithm must experience hundreds of thousands dialogues to find
the optimal policy. Recently, the GP-Sarsa algorithm has leveraged the learning
process with the power of Gaussian Processes (GP). One has already shown that
the GP-Sarsa algorithm might requires only thousands of dialogues to get the
optimal policy.
This thesis further examines the GP-Sarsa algorithm in SDS, reimplementing
and evaluating it in a real world scale problem. As a well-known requirement of
gathering experience with RL, a domain-independent user simulator for SDS is
also investigated in the thesis.
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1. Introduction
The Spoken dialogue system (SDS) is the most natural effective way for humancomputer interaction. Using natural language for communication, users might
interact with or use a SDS immediately without learning. Although SDSs have
just emerged two decades ago, it is now widely used and has become the main
part of any multimodal system. We might see SDS at a call center providing
information (e.g. public transport, tourist information), accompany and help
humans achieving tasks more effectively ranging from in-car systems (e.g. voicebased navigator) to household using (e.g washing machines, television) or portable
devices (e.g. Siri on iOS, Cortana on Windows)
One of the most promising approaches for building SDS in practice is the
statistical approach Young [2003]. This thesis is, therefore, mainly focusing on
statistical SDS and exploring current state-of-the-art methods related to Dialogue
Management (DM). This component, DM, may be considered as the heart of any
SDS. The purpose of a DM could be guessed directly from its name, managing dialogue, or driving dialogue somehow to help users with their request (e.g.
provide transport/tourist information for a place she is looking for). Roughly
speaking, given the fact that observation of user’s desire always gets noise from
the environment and also from other components of SDS, DM must choose a
sequence of acts (e.g. request, confirm, select), more accurately, an act at a
time to interact with a user, somehow finally in the future, satisfying the user
expectancy. From that description, we might see that DM must has the ability
of planning under uncertainty, and therefore, it is usually modeled as Partially
Observation Markov Decision Processes (POMDPs) Williams and Young [2007]
- a well-founded mathematical framework for this purpose.
After being transferred into a POMDP problem, a Reinforcement Learning
(RL) technique is then needed to optimizing the policy of choosing an act conditioned on uncertain observation. The current best RL algorithm for this purpose
is the GP-Sarsa algorithm Engel [2005], and therefore, it is the final target of this
thesis. Before approaching the final aim, one problem which will occur, not only
for SDS, but for any RL system that is learning algorithms need to interact with
an environment for optimizing its policy. Interacting with real user/environment
is always expected, but it is costly and definitely not suitable for first experiments.
Therefore, a simulated environment for SDS has been set to be the intermediate
target of the thesis.
With these concrete targets in hand, this chapter provides a short background
of SDS, in particular, it first gives an overview of a typical structure for statistical
SDS in Section 1.1. Secondly, it argues about the importance of a trainable policy
as the key motivation for the thesis in Section 1.2. Next Section 1.3 describes
contributions which the thesis has brought to the development of SDS. Finally,
the thesis structure is given in the last section, 1.4.
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Figure 1.1: A typical structure of spoken dialogue system

1.1

Spoken dialogue system

A spoken dialogue system (SDS) is simply a computer system which can hold
conversation with users via natural spoken language. So far SDSs are usually
handcrafted to work in a specific domain. For example, in VoiIP-based call center,
providing public transport information for a city, booking a hotel room. We
might also see SDSs assisting humans in interacting effectively and naturally with
some functionality of an electronic device (e.g. Smartphone, household equipment
such as washing machine and social robots). Moreover, SDSs have also shown
their unique value in environments where users are under high cognitive load or
required to concentrate on the main task. For example, in-car systems, we have
music player or voice-based navigator. Another application area which might
not has existed without SDSs that is wearable devices, with the development of
technology, personal devices are becoming smaller and smaller, no any interaction
manner could be applicable except speech. Google’s glasses and Apple’s Watch
are just some examples to mention.
In order to build SDSs with the statistical approach, we usually adopt a typical structure as in Figure 1.1 Young [2003]. There are six components in the
architecture: Automatic Speech Recognition, Semantic Decoder, Dialogue State
Tracking, Dialogue Policy, Natural Language Generation and Speech Synthesis.
Roughly speaking, dialogue is divided into turns, for example, starting a turn by
a user saying an utterance states her desire, then Automatic Speech Recognition
(ASR) translates acoustic signal of the user’s utterance into N-best list hypotheses (e.g. “I want to go to Central Park” [with a correct probability of 0.6]). Next,
Spoken Language Understanding (SLU) represents the utterance in a shallow semantic format (e.g. inform(task=”find connection”) & inform(to stop=”Central
Park”) [probability of 0.6]). Since the acoustic signal is very error-prone by noise
in the environment and there are many ambiguities in decoding semantics for
natural language, so the Dialogue State Tracking (DST) component keeps tracking all possible belief states, b, about user’s intent (e.g. task=”find connection”
[0.6]; task=”weather info” [0.4] ). Afterward, Dialogue Policy based on the current belief state makes a decision which dialogue act should be taken to drive the
dialogue achieving its final goal (e.g. confirm(task=”find connection”). In next
4

Figure 1.2: HMM for automatic speech recognition
steps, a natural sentence (e.g “OK, you want to find a route, right?”) is realized
in Natural Language Generation (NLG) before transferring to Speech Synthesis
(SS) to generate speech replying users. The turn cycle is, afterward, repeated
until dialogue is ending.
The next following subsections describe briefly these components from the
probabilistic view, and then mention the current approaches and related libraries
for boosting the development process.

1.1.1

Automatic speech recognition

The first component of the architecture in Figure 1.1 is Automatic Speech Recognition (ASR) which aims to recognize N-best list hypotheses for each user’s utterance. In particular, speech is recorded as an acoustic signal in the form of spectrogram. As depicted in Figure 1.2, the spectrogram is splitted by a specific window
size (e.g. 25 milliseconds). Next, acoustic features are extracted from each segment, and then feed into a Hidden Markov Model (HMM) as the observation O.
HMM is then predicting phonemes w which has been carried in these segments by
estimating the posterior distribution p(wt |ot , ot−1 , ..., o1 , wt−1 , wt−2 , ..., w1 , w0 ; θ),
where t denotes the current time step and θ is model parameters including transaction and emission probabilities. By conditional independence, the posterior is
equal to p(wt |ot , wt−1 , θ). Applying Bayes’ rule give us nice models as below.
P (ot |wt ; θ)P (wt |wt−1 ; θ)P (wt−1 )
P (ot , wt−1 )
P (ot |wt , θ)P (wt |wt−1 , θ)
=
P (ot )
ŵt = arg max P (ot |wt ; θ) P (wt |wt−1 ; θ)
| {z } |
{z
}
wt

P (wt |ot , wt−1 ; θ) =

acoustic model language model

5

(1.1)
(1.2)

The first component p(ot |wt ; θ) is the acoustic model defining how a phoneme or
a word would be pronounced. Training this model requires pairs of audio file and
its transcription. We could notice that the second component p(wt |wt−1 ; θ) is very
familiar in the noise channel model Shannon [1956], which presents how likely a
sequence of observations occurs together and could be estimated independently
from the problem. For recognizing phonemes, the component is triphones and for
the word level is the language model. The whole model parameters θ could be estimated with the Baum–Welch algorithm - a version of Expectation-Maximization
(EM) for HMM [Welch, 2003].
After we calculated hypotheses for every hidden variable W , we get a dense
network of various results which are the combinations of all hypotheses at different
time steps (usually called a lattice) (see Figure 1.2). To find the N-best hypotheses, we can use the Viterbi algorithm which is based on dynamic programming
Forney Jr [1973].
Acoustic features extracted from each spectrogram segment are used to be
hard coded manually. But recently, [Hinton et al., 2012] has used a deep neural
network for learning to extract these features and reducing the state-of-the-art
error rate down to 14%.
We might also easily find good libraries for ASR such as HTK, Kalidi, Julius,
Nuance, AT&T, Google Speech API. Some of them have trained in a huge amount
of data and used a comprehensive language model, such as Google cloud speech
API, might not requires developers to train their own models when apply into a
new problem.

1.1.2

Spoken language understanding

Once the system has a set of ASR hypotheses, Speech Language Understanding
(SLU) interprets these natural spoken sentences into a semantic form, which could
be easier for system to understand. For example, the utterance ”I want to go by
bus” could be decoded as inform(vehicle=”bus”). The semantic form comprises
a type of user’s act, here is ”inform” adding information to his/her request, a
slot or property which user would like to make constrain on and also a value for
that constrain, here are ”vehicle” and ”bus”, respectively. The semantic form
is predefined during designing SDS for a specific domain, and usually called as
dialogue act.
The whole decoding process could be described as finding the user act at
time t, atu , given the current belief state and the system act at previous turn,
respectively symbolized as Bt−1 and at−1
s , and also the hypotheses of the current
user’s utterance, Wt . The problem may recap by the model, p(atu |Wt , Bt−1 , at−1
s ).
It is useful to introduce an intermediate step of mapping utterances to semantic
concepts C. So we can factorize the problem as in Equation 1.3.
P (atu |Wt , Bt−1 , ast−1 ) = P (atu , C|Wt , Bt−1 , at−1
s )
t
t−1
= P (au |C, Bt−1 , as )P (C|Wt , Bt−1 , at−1
s )


X
X

âtu = arg max 
P (atu |C, Bt−1 , at−1
P (C|Wt , Bt−1 , at−1
s )
s )
{z
}
|
{z
}
|
atu
C

act decoder

Wt

semantic parser

(1.3)
6

To reduce the computation cost, we can approximate the problem by two separated stages, semantic parser and act decoder. Particularly, we first get the best
semantic concept Ĉ transferred by the set of hypotheses W , see Equation 1.4.
Next, we use the concept to decode the user’s act as in Equation 1.5.
X
(1.4)
Ĉ = arg max
P (C|Wt , Bt−1 , at−1
s ))
C

âtu

Wt

= arg max P (atu |Ĉ, Bt−1 , at−1
s )

(1.5)

atu

At first step, semantic parser, we might use frame-based approaches (e.g.
Phoenix), or applying HMM-like processes, for example, finite-state semantic
models Pieraccini and Levin [1992], hidden vector state model He and Young
[2006], or using context-free grammar models Schwartz et al. [1996]. In next
step, decoding dialogue act from extracted semantic concepts C, some approaches
are Bayesian network Keizer et al. [2002], vector-based methods Bellegarda and
Silverman [2003], transformation-based learning Samuel et al. [1998].
Recently, there are methods which keep the intermediate stage, semantic parsing, and try to decode dialogue act directly from user’s utterance hypotheses, W .
For examples, we have the application of discriminative models such as conditional random field Wang and Acero [2006], support vector machines Mairesse
et al. [2009], Henderson et al. [2012].
Apart from approaches which require in-domain labeled data as mentioned
above, there are also methods which might build a SLU from unlabeled in-domain
data such as in Chen [2015]. At first the method induces domain ontology by
combining linguistic frame semantics and word embeddings derived from deep
learning Chen et al. [2014]. Afterward, semantic suffer forms and SLU are built
based on dependency-based entity embeddings and knowledge graph propagation
Chen [2015]. There are also some other approaches which try to transfer SLU
from a domain to another Jeong and Lee [2009], or even eliminating completely
the component SLU by using directly N-best ASR hypotheses to update belief
state Henderson et al. [2013].

1.1.3

Dialogue management

After receiving interpretations of SLU for user’s utterances at the current time
step t, âtu , Dialogue Management (DM) aims to control dialogue process by executing an appropriate replying act. The act is important for SDS, as it will
change the current dialogue state, change user behavior and affect all the future.
In other words, DM will make decision on choosing a dialogue act based on all
uncertain observation about user’s intent so far. Additionally, the decision must
also foreseen its influence on the future, somehow consider a sequence of acts that
achieve the goal rather than only a single act. From this description, one can be
easy to think of it is a problem of planning under uncertainty, and a well-known
mathematical framework for this task is Partially Observation Markov Decision
Processes (POMDPs). Modeling SDS as a POMDP problem was first attempted
in Williams and Young [2007].
Formally, a POMDP is defined as a tuple of {S, A, T, O, Z, λ, b0 }, where S is
a set of states describing the agent’s world, A is a set of actions that an agent
7

Figure 1.3: POMDP for Spoken Dialogue System
may make, T defines a translation probability P (s0 |s, a), R defines the expected
(immediate , real-valued) reward r(s, a), O is a set of observations the agent can
receive about the world and Z defines an observation probability P (o0 |s0 , a), λ is
a geometric discount factor 0 ≤ λ ≤ 1, and b0 is an initial belief state b0 (s). As
s is not known exactly, so the belief state b maintaining a distribution over all
states, and b(s) indicates the probability of being in a particular state s.
For consistent with general POMDPs, we use the symbol o here for observation, instead of âtu . It is also suitable, as now, we have multimodal systems and
the observation is not only user’s speech, but multimodal inputs. In addition to
this, we simply use a for system act rather than ats .
The operation of POMDP can be described by the graphical model in Figure
1.3. Like in dynamic Bayesian network, the operation is repeatedly, at each timestep, the world is at some unobserved state s, from that the agent select an action
a in the available action set A, execute it and receive a reward r(s, a), transfer to
a new state s0 , receive an observation o, then the cycle is repeated.
The process might be divided into two stages, one is monitoring the belief state
and another is choosing a system act. In SDS, they are respectively Dialogue State
Tracking and Dialogue Policy which will be discussed in two next subsections.
Dialogue state tracking
As noise from environment and ambiguity in processing natural language, the
state s is unknown, so Dialogue State Tracking (DST) maintains distributions
over all possible states, b(s), or over all potential user’s goals. For examples. a
system thinks that user want to go to Central Park with a probability of 0.6, but
her desire might also is a connection to Time Square with a certain level of 0.3,
and the system might be completely confused, she is looking for something else
with the remaining probability mass, 0.1). From Figure 1.3, we could formulate
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the problem as in Equation 1.6.
P (o0 |s0 , a, b)P (s|a, b)
b (s ) = P (s |o , a, b; θ) =
p(o0 |a, b)
P
P (o0 |s0 , a) s∈S P (s0 |a, b, s)P (s|a, b)
=
P (o0 |a, b)
P
P (o0 |s0 , a) s∈S P (s0 |a, s)b(s)
=
P (o0 |a, b)
X
P (s0 |a, s) b(s)
=k·
P (o0 |s0 , a)
| {z }
| {z }
0

0

0

0

(1.6)

observation model Z s∈S transition model T

In applying to SDS, Equation 1.6 is usually factorized further Williams and
Young [2007] to make it tractable. Some of the most popular approaches to DST
are hidden information state model Young et al. [2010], dynamic Bayesian network
Thomson and Young [2010], ranking model Williams [2014] and recurrent neural
network Henderson et al. [2014b]. These models depend on annotated in-domain
data to optimize their parameters, but some of them like Bayesian approaches
are possible of setting and refining parameters by hand for a given domain.
There is also domain-independent DST Wang and Lemon [2013] which simply
updates probability for each state corresponding to evidences received from SLU.
In this approach, there is no any distinguishing treatment among concepts, but
its performance is not too low compared to aforementioned methods in a DST
challenge Henderson et al. [2014a].
Dialogue policy
From the distribution of current belief states, b(s), Dialogue Policy (DL) has the
challenge of choosing an act driving conversation. As we know that any state s is
just a hypothesis with some potential of inaccuracy, DL is, therefore, challenged
on making decisions based on all these uncertainty. Modeling SDS as a POMDP
problem create a huge space for optimizing such a policy with Reinforcement
Learning (RL). As description in Section 1.1.3, after transferred POMDP, the
agent at a state s1 , executes an act a, will receive a reward r(s, a). RL is just
simply try to estimate the total expected reward which a system could achieve
when it is in a state s or in the state s and take an act a. In literature Sutton and
Barto [1998], the estimation of total expected return at a state s is called State
Value Function (V-function), V (s), and estimating the total expected reward for
taking an act a at a state s is named State-Act Value Function (Q-function),
Q(s, a). These terms are different, but it is simply equivalent by Equation 1.7.
X
P (s0 |s, a)V (s0 )
(1.7)
Q(s, a) =
s0

where P (s0 |a, s), as described in Section 1.1.3, is the transition probability to a
state s0 when take an act a at a state s. Once the estimation of V-function or
Q-function convergence, one can be easy to derive the optimal policy π ∗ as in
1
Notice that we used the term state s for consistent with RL, but reader should refer to
belief state b(s) in the case of SDSs
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Equation 1.8 and 1.9
π ∗ (s) = arg max
a

X

P (s0 |a, s)V (s0 )

(1.8)

s0

π ∗ (s) = arg max Q(s, a)

(1.9)

a

Now, we know how to get the policy from these value functions. Here we
comeback with the main problem of estimating these Q-function and V-function.
As they are equivalent, their estimation process are also very similar in RL.
Roughly speaking, the learning agent will experience the world (environment)
repeatedly and observe sequences of state, action, reward, state, action again and
again. We might simply compute the expectation as Equation 1.10 and 1.11 to
get the estimation.
"∞
#
X
Vπ (s) = E
γ k Rt+k+1 |st = s
k=0

=

X

π(a|s)

X

P (s0 , r|s, a) [r + γVπ (s0 )]

(1.10)

s0 ,r

a

"
Qπ (s, a) = E

∞
X

#
γ k Rt+k+1 |st = s, at = a

k=0

=

X

P (s0 , r|s, a) [r + γQπ (s0 , a0 )]

(1.11)

s0 ,r

where γ is discount factor, π is the current policy and π(s, a) presents the probability of taking act a at the state s. In practice, these functions will be estimated
in an online manner via a process named policy iteration Sutton and Barto [1998],
which is rooted at updating gradually the temporal difference of these values, see
Equation 1.12 and 1.13.
V (s) = V (s) + α [r0 + γV (s0 ) − V (s)]

(1.12)

Q(s, a) = Q(s, a) + α [r0 + γQ(s0 , a0 ) − Q(s, a)]

(1.13)

Many well-known algorithms have been using to estimate V-function or Qfunction, for examples in Sutton and Barto [1998], Dynamic Programming, Monte
Carlo Methods, Sarsa(λ) and Q-learning(λ). But, in order to applying to a
practice problem like SDSs, an approximation schema is required (e.g. Gridbased method) as the search space is extremely huge. Additionally, there are also
approaches which models the problem as stochastic policy (Equation 1.14), for
example, Natural Actor Critic Jurčı́ček et al. [2011].
π(a|s; θ) ∝ eθ

T ·Φ(a,s)

(1.14)

where θ is model parameter which might be optimized by gradient ascent.
To summarize the policy optimization process with RL, roughly speaking, the
RL agent will try to learn a policy that maximize the total expected reward when
executing the policy with environment. Therefore, in order to the learning agent
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learns and does the right thing as our expectation, we have to design the reward
function R(s, a) suitably. In SDS, it is usually not a challenge, for example, we
would like to make shortest conversation but get the correct information, so we
could set -1 for every dialog turn, big positive reward 20 for a successful dialogue
and otherwise 0 (for an unsuccessful dialogue).

1.1.4

Natural language generation

Natural Language Generation is the fifth component in the architecture of a SDS
which realize a natural sentence for a system dialogue act has been chosen in DM
(e.g. ”OK, from Central Park, where do you want to go?” for the act implicitly confirm(from stop=”Central Park”) & request(to stop)). The most simple
approach is template-based generation which operates by using a set of fixed
hand-written templates. For example, request(place, object=X) could map to a
natural sentence like ”where could I find a X”. Some works adopted standard
conventional NLG Reiter et al. [2000] is able to capture dialogue context as in
Isard et al. [2003]. Supervised learning and reinforcement learning is also applied
to NLG Rieser and Lemon [2010].

1.1.5

Speech synthesis

The last component in the architecture is Speech Synthesis (SS) which convert
the system’s chosen sentence to speech. The first approach to SS is constructing
a waveform by concatenating segments of recordings held in database Taylor
et al. [1998]. Another approach which is widely used today is HMM Zen et al.
[2007] which is capable of showing intonation and providing more natural speech.
Recently, the neural network and recurrent neural network are also used and
showing some improvements Zen and Sak [2015]. Some popular open-source
libraries are Featival, MaryTTS and Flite.

1.2

Motivation

From Section 1.1.3, we might see the importance of Dialogue Policy (DL) in
Spoken Dialogue Systems (SDS). How to keep the system performance in a noisy,
error-prone and uncertain environment, how to choose an action replying users
most effectively, are all responsibility of DL. From again Section 1.1.3, we have
seen how RL has been used to optimizing the system policy. However, estimating
V-function or Q-function for a real world problem might requires a great number
of training episodes. In particular, for one typical SDS might need hundreds
thousands of dialogues to find the optimal policy. Therefore, it is prohibited to
learn directly with real users.
For that reason, a more efficient RL algorithm is highly demanded by SDS
community. The GP-Sarsa algorithm was first introduced in Engel [2005] which is
a combination of the well-known Sarsa algorithm and the powerful Gaussian processes (GP). With the advantages of GP, it has speeded up the learning process
in RL significantly. Recently, the GP-Sarsa algorithm was also applied successfully to SDS Gasic and Young [2014] and brought SDS to learn online directly
with real users. This thesis, therefore, reimplement the GP-Sara algorithm, test
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its performance in a practice problem and then integrate it into the UFAL-Alex
framework - a renowned framework in SDS community.

1.3

Contribution

The contribution of this thesis could be divided into two parts which are all related
to training and evaluating DM. One is of course the GP-SARSA algorithm used
to optimize dialogue policy and another one is the development of a simulated
environment for training and evaluating DM. These contributions are shortly
described as bellow.

1.3.1

Domain-independent simulator

A simulator simulating dialogues with DM is very important, since DM have
to interact with thousands dialogues to learn and improve its dialogue policy.
Therefore, recruiting real users to interact and evaluate a DM is not favorable as
it costly and time consuming. Moreover, very important for doing experiments,
we often repeat an experiment multiple times and therefore it is just too expensive
to use only real users.
The first part of this thesis is, therefore, building a simulator imitating user’s
behavior and the error in ASR and SLU. The simulation is simply using distribution sampling, but it is flexible enough for developing a user simulator making
dialogues with any slot-filling SDS. In other words, the simulator developed here
is domain independent, developers may easily define a new domain and distributions describing how the simulated user behaves. Chapter 2 will describe more
details about the dialogue simulator.

1.3.2

GP-Sarsa algorithm for optimizing dialogue policy

As pointed out as the key motivation of this thesis, the second contribution is
first reimplementing the GP-Sarsa algorithm Engel [2005], and then evaluating
the implementation in a real world scale SDS in both environments, simulated
and real users. This contribution is similar to the first attempt of applying the
GP-Sarsa algorithm into SDS which might be found in Gasic and Young [2014].
This contribution is described in two chapters, 3 and 4, which are respectively
providing the mathematical background of the algorithm and evaluating it in a
practical SDS in the domain of providing public transport information.

1.4

Thesis structure

The thesis is organized as following: next chapter first explains the importance
of a user simulator on developing and evaluating SDS, then a general structure
and implementation of the simulated environment will be discussed. Chapter 3 is
dedicated for a mathematical discussion about the GP-Sarsa algorithm. Chapter
4 is an evaluation of all contributions in this thesis. In particular, it deploys the
simulated environment developed in Chapter 2 for the domain of public transport
information. Next, it also employs the GP-Sarsa implemented in Chapter 3 for
12

developing a trainable policy for the same domain, public transport information.
Before an experiment of learning directly with real users, the GP-Sarsa based dialogue policy is evaluated its learning performance in the deployed simulation. The
learning progress as well as the performance compared with a handcrafted policy
is then reported. Finally, Chapter 5 summarizes the thesis with contributions,
drawbacks and future work.
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2. Domain-independent user
simulator
In order to applying Reinforcement Learning (RL) into any problem, one of the
most challenged obstacles is that RL requires a huge number of experience. It is
understandable as RL tries to find out the optimal policy by exploring all possible
cases, and the search space is usually very big, or even infinite (e.g continuous
space). Unfortunately, an environment for a practical problem is also costly and
time consuming for interacting. For example, here in SDS, it is not cheap and
simple to have 1000 dialogues with a developing system, while a dialogue policy
might requires even more than 100,000 dialogues for learning. It is even more
serious for a new experiment, where we often repeat an experiment many times,
so investing on a real environment is pushing us into the risk.
From these facts, a simulated environment always plays a crucial role in developing RL systems. This chapter shows a domain-independent simulator for
SDS. This simulated environment is configurable, not only at parameters for the
behavior model or other statistical models, but also the domain, concepts, goals
and request-reply settings. All of these configurations is put in a JSON-like file
named metadata.
Particularly, this chapter first propose an architecture for the simulated environment, Section 2.1, then go a little detail on implementation and how user’s
natural behaviors could be characterized by the distribution sampling technique.
This chapter also describes an error simulator for ASR and SLU. Other simulators
with similar approaches might also be found in Williams [2010].
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Figure 2.1: The typical architecture of Spoken Dialogue Systems

Figure 2.2: Interaction between an user simulator and DM

2.1

Simulator structure

The main aim of a simulator for DM is generating observations which DM will
observe during making dialogues with users. For convenience, the architecture of
a SDS is re-provided here, Figure 2.1.
We could remember from Section 1.1.3 that the input of DM is a list of uncertain observations for an user’s action, and its output is system dialogue actions
in a form of semantic presentation (e.g. request(departure time)). Therefore, an
user simulator must get these system acts and then not only mimic user’s answers,
but also add noise caused by ASR and SLU. Figure 2.2 presents an overview of
the interaction between a simulator and DM. All components, ASR, SLU, NLG,
SS and also users, have been replaced by the simulator.
The simulator interacts directly with DM, so its input and output are all in
the semantic level or dialogue acts (e.g. request(from stop)). From all of these
descriptions, the architecture in Figure 2.3 is proposed for building the simulated
environment. In which, the simulator is divided into four components, one is
user simulator imitating user behavior, the second component is noise simulator
simulating noise caused by ASR and SLU components, the third component is
15

Figure 2.3: Simulator architecture
Goal
Find a connection
Ask the weather on

Concepts
from stop/street/borough/city,
to stop/street/borough/city,
departure time, arrival time
city, state

vehicle,

Table 2.1: Multiple goals with different concepts
data provider which is a connector between the simulation and domain data,
in particular it provides data as requirements of the simulated user and noise
simulator. The last one most important is the metadata setting file. It describes
everything about a domain and also includes parameters for all processes in the
simulated environment.
In next sections, these components will be described in more details. Particularly, Section 2.2 shows a description of the user simulator component, what
it supports and how its behavior can be modified. In Section 2.3, we will talk
about the process of generating confusions in the noise simulator and how we
could change settings of error models. Two next sections, 2.4 and 2.5, are
shortly describe two last elements in the simulator architecture, metadata and
data provider.

2.2

User simulator

As real users, the simulated user will have a list of available goals (e.g find a
connection, ask about the weather) and actions (e.g. inform her destination)
when interacts with a SDS. In each goal, there would be a set of different concepts,
Table 2.1 is an example of concepts for two goals. How these information could
be defined will be explained shortly in Section 2.4. This section mainly describes
how a response will be generated. First it details how users answer correctly
system questions and then explains additional points making the simulator more
naturally like humans in interaction.
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Reply act
direct answer
over answer
complete answer
oog
silence

Occur prob.
.60
.20
.10
.05
.05

Description
Answer exactly what system asked
Answer more than be asked
Provide all information in goal
Say something not recognizable
Be silent

Table 2.2: Multinomial distribution for answering system request act
In a specific domain, making dialogues with a goal-based SDS is quite trivial.
We should note that there are not too many ways of answering a system question.
So almost every simulator to date is listing a set of response rules. For example,
to answer a system request (e.g. what is your destination? ), user just simply
provides her desired place. In order to response to a system confirmation (e.g.
Are you leaving from Central Park? ), even with humans, we just have two possible
answer types, that are either affirm or negate (e.g. yes, I am or no,I am not).
The second point, make the simulator showing flexibility as humans, we may
define different ways of answering (e.g. only say ”no”, or deny information, ”I
don’t want to go by bus”) or over answer, such as reply ”yes” to the confirmation
question but also provide other information (e.g. yes, from Central Park, and I
want to go to Time Square). In the user simulator, these different interaction ways
are characterized by the multinomial distribution (Equation 2.1) Bishop [2006],
presents a probability pi of a replying act xi for a set of k possible responses.
P
k
Γ( i xi + 1) Y xi
pi
f (x1 , ..., xk ; p1 , ..., pk ) = Q
i Γ(xi + 1) i=1

(2.1)

If there is an available in-domain dialogue corpus, the model parameters may
be estimated with the maximum likelihood estimation (MLE) to present perfectly
the behavior of users in practice. This mechanism is also used for making flexibility in choosing different goals for multiple goals dialogue systems or different
ways of informing an user’s request. We might also easily set these parameters by
heuristics, for example, Table 2.2 is parameters of the distribution characterizing
the way which users would answer a question from a system.
Another character of real users which was also captured here is the patience
level, there is no any user answering a system again and again until the system
providing the correct result. Instead, all users will stop the conversation whenever
a system make any mistake several times (e.g. couldn’t understand, repeatedly
ask the same thing, or too slow). This character is coded by a patience level in
the configuration file, metadata.
Table 2.3 summarizes main features which were supported and configurable
in the implementation of the user simulator.

2.3

Noise simulator

Cause noise during the processes of ASR and SLU, a SDS is never observing
correct user acts. Therefore, we have to add a noise model tarnishing responses
of the user simulator in last section.
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Feature name
Multiple goals
Fixed slots
Changeable slots
Optional slots
Default values
Equivalent slots
Ordered inform
Active probability
Post process
Reward function
Multiple replies
Conditional reply
Goal reply
Answer types
Value occur prob.
Multiple act types
Patience levels

Description
Unlimited number of goals could be used in parallel
Concepts which have fixed values
Concepts which have values being sampled
Concepts which are optional
Default values for concepts
Concepts which are exchangeable
Concepts will be informed by their order
Occurrence probability
Customizable post process for building goals and reply
Customizable reward functions
Support different replying options
Reply based on constraints about slot-value relations
Reply based on the current goal
Multiple answer types for combining concepts
Observation probability of concept values
Dialogue act with/without slot, value
Multiple patience levels

Table 2.3: Configurable features in the simulator
Confusion type
correct
onlist
offlist
silence

Description
First hypothesis presents the correct user’s answer
The correct user’s response is in the N-best list
The correct user’s response is ignored
Mapping to the silence action

Table 2.4: Four confusion types available in the noise simulator
The noise simulator supports four confusions types as in Table 2.4, We also
use again the mutilnomial distribution (Equation 2.1) Bishop [2006] for presenting
how often a confusion type will occurs. Another special point about the simulator
is it makes these confusion types at both act and slot levels.
For the confusion type onlist, the position of the correct response is sampling
from the Beta distribution (Equation 2.2) Bishop [2006], where the parameters
α and β are set in the metadata file.
f (x; α, β) =

Γ(α + β) α−1
x (1 − x)β−1
Γ(α)Γ(β)

(2.2)

After we have N-best list hypotheses for a user’s response, in next step, we
have to sample probability for each element in the list such that it presents system
observation suitably for different confusion types (like in practice). First we use
the Dirichlet distribution (Equation 2.3, Bishop [2006]) to divide reasonably the
probability density function into three parts, respectively for, first item in the
N-best list, the remaining elements in the list of hypotheses, and for items which
is not in the list. The Dirichlet distribution helps us to sample different divisions
which finally get a proportion to its parameters. So, for the correct confusion
type, we should set a high value for the top 1 hypothesis (e.g. 6) and a smaller
proportion for other hypotheses in the N-best list and also offlist elements (not
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Element
goals
slots table field mapping
same table slots

dialogue act definitions
reply system act
data observation probability

Description
A list of goal definitions which users might
have.
A dictionary mapping each slot to its data
sources.
A dictionary specifying slots which must be
fetched data from the same row in the same
table.
A dict defining all acts which user may uses
and how to build them.
A dict defining all acts which user may uses
and how to build them.
A dict presenting the occurrence frequency
for entities in domain data.

Table 2.5: Configuration sections in the metadata file
in the N-best list), for example, 3 and 1, respectively.
P
K
Y
Γ( K
i=1 αi )
xαi i −1
f (x1 , ..., xK ; α1 , ..., αK ) = QK
i=1 Γ(αi ) i=1

(2.3)

One step further is dividing the probability mass for each hypothesis in the
N-best list (excludes the first one which has already got the probability for the
correct part from the Dirichlet distribution). The fractions is generated from the
incomplete beta function (Equation 2.4).
Z x
∞
X
(1 − b)n n
a−1
b−1
a
B(x; a, b) =
t (1 − t) dt = z
z
(2.4)
n!(a + n)
0
n=0

2.4

Metadata

As mentioned in 2.1, the simulated environment is configured by a metadata
file. The configuration file is alike JSON format including all domain knowledge,
for example, how many types of goals a user could have, which concepts a goal
included, which slots are available in the system (e.g. departure/arrival places,
transport manner) and where the simulator could fetch their values and so on.
Addition to this, all models parameters, the user and noise models, are also
provided in this file. Table 2.5 give us a brief description about five sections in
the metadata.
For more details about how each parameter of the user and noise models could
be encoded, as well as demos, please look at our Alex repository1 .

2.5

Data provider

Data provider is simply a bridge connecting the simulated environment with a
data source, and supplying values for slots as requirements of the User Simulator
1

Alex repository: https://github.com/UFAL-DSG/alex
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Method
get table names
get field list
get random row
get hit number
get field size
get row field value
get row number

Description
returns tables names in domain data
returns list of field names for a given table
returns a row randomly from a given table
returns the number of rows matching a query
returns the number of distinguished values for a field
returns value of the given field at a row index
return total row number in a table
Table 2.6: Data provider interface

and Noise Simulator. We can simply make the simulated environment working
with any data management system by inheriting and implementing an interface
(provided in the framework) with several methods like in Table 2.6.

2.6

Summary

Training and testing a dialogue manager require many dialogues and it could also
be very boring for real users, since systems interact very poorly at the beginning.
Moreover, for a new experiment, there would be nothing guarantied an implementation is working, as well as, experiments are usually repeated many times,
so using real users in these experiments are unfeasible. Therefore, a simulated
environment is always required for the development of a dialogue policy learner.
From that requirement, this chapter provided an overview of a statistical
user simulator. It supports multiple goals and configurable. In order to deploy
the simulator to a new domain, developers need to define their domain in the
metadata configuration file. All user and noise models are presented by wellknown probability distributions - which are able to capture the behavior of real
users effectively.
There is one part which has not provided in this implementation is learning model parameters from in-domain data, for example, using the maximumlikelihood estimation.
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3. GP-Sarsa algorithm for
optimizing dialogue policy
A desirable property of a learning system is online adaptation via interacting with
humans or observing more data. In SDS, reinforcement learning (RL) have been
applying to optimize dialogue policy (e.g. should ask the user again, or request
the user for new information). In theory there are quite many standard methods
solving this problem such as dynamic program, Monte Carlo control, SARSA,
Q-learning Sutton and Barto [1998]. But they are usually not applicable to
practice since real world applications normally have a huge number of states or
even infinite (e.g. continuous space), and the transition model, P (st |st1 , at−1 ), is
usually unknown. Therefore, in order to approach practical problems, one often
maps the full state space to a much smaller summary space Young et al. [2010].
Then some function approximation techniques can be used and their parameters
are optimized using gradient methods such as natural actor-critic Jurčı́ček et al.
[2011]. Although this approach works very well in practice, it still requires a
non-small amount of expertise knowledge on mapping spaces, as well as the basis
form of the hypothesis space for function approximation.
In this chapter we explore the GP-Sarsa algorithm Engel [2005] which applies
the power of Gaussian processes (GPs) on solving above mentioned problems.
In the domain of SDS, Gasic and Young [2014] has shown that the algorithm
converges much faster than other standard methods. Furthermore, it may work
directly with the full belief space.
The chapter mainly recaps the original work, GP-SARSA algorithm, in the
Engel’s PhD thesis [Engel, 2005], and in particular, it is organized as following:
the first section outlines the key theory of GPs and then apply it on computing
exactly the value function, V(x) in Section 3.2. Since the exact calculation is
highly expensive, so Section 3.3 presents an online sparsification technique which
can suitably approximate the full observation space in an online fashion. Section
3.4 apply this approximation on reducing the computational cost and then a full
pseudocode of the algorithm is shown in Section 3.5. The final section is a chapter
summary.
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3.1

Gaussian processes

Gaussian processes (GPs) is one special class of kernel-based learning methods.
GPs allow to use Bayesian treatment on computing full posterior distribution
based on both prior belief and data observed Bishop [2006], Scharf [1991]. Especially, when they are both Gaussian (the prior distribution and the likelihood),
the posterior distribution conditioned on the observation is also Gaussian. In this
case, Bayes’ rule yields a closed-form expression for the posterior moments.
Particularly, let us define a random process F is a (finite, countably, or unaccountably infinite) set of random variables. F is said to be the Gaussian processes
(GP) if the variables belonging to any finite subset of F are jointly Gaussian. In
order to perform Bayesian inference using GP, we need to define a statistical
generative model which typically consisting of three ingredients:
The first component is a model-equation relating the observed and the unobserved random process in our model, in which the latter is usually transformed
and corrupted by some additive measurement noise to produce the former. The
unobserved process is the subject of our Bayesian inference effort.
The second element of the probability generative model is a distribution of
the measurement noise terms. By noise, we refer to any additive random process
in the model equation, which has statistics is known, and it is not the subject of
our inference problem.
The third ingredient is a prior distribution of the unobserved process. This is
a necessary component required for employing Bayes’ rule.
Y = HF + N

(3.1)

One popular generative model has the form of Equation 3.1, where Y is observation, H is a linear transformation, F is the unobserved random process or
unknown function from which observation generated, and N is a noise distribution. If F and N are Gaussian and independent of each other, it is known as the
linear statistical model (Scharf, 1991).
Yt = Ht Ft + Nt

(3.2)

Suppose we obtain a sequence of measurements (xi , yi ti=1 , then the generative
model in Equation 3.1 will become Equation 3.2, with Yt = (Y (x1 ), ..., Y (xt ))T ,
Nt = (N (x1 ), ..., N (xt ))T , Ht is a t × t matrix and Ft = (F (x1 ), ..., F (xt ))T .
Notice that our final purpose is applying Bayes’ rule to compute the posterior
distribution of F for a new query point x, conditioned on Y (xi ) = yi for i = 1, ..., t.
Let us define the vector f0 = (f0 (x1 ), ..., f0 (xt ))T , the matrix [Kt ]i,j = k(xi , xj ) for
i, j ∈ 1, ..., t, and kt (x) = (k(x1 , x), ..., k(xt , x))T , with k is a kernel function. In
the linear statistical model, we have jointly Gaussian of F and N as in Equation
3.3 bellow (including the new query point x):



 

F (x)
k(x, x) kt (x)T 0 
 f0 (x)
 Ft  ∼ N  f0  ,  kt (x)
Kt
0 
(3.3)


Nt
0
0
0
Σt
Making the transformation as in Equation 3.2, we have

 


F (x)
1 0 0
F (x)
 Ft  ∼  0 I 0   Ft 
Yt
0 Ht I
Nt
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(3.4)

We get the result:




 
F (x)
k(x, x) kt (x)T
kt (x)T HtT

 f0 (x)
 Ft  ∼ N  f0  ,  kt (x)

Kt
Kt Htt


Ht kt (x) Ht Kt Ht Kt HtT + Σt
Yt
Ht f0

(3.5)

By applying Gaussian-Markov theorem, Scharf [1991] has shown the answer
for our final aim computing the posterior mean and covariace of F (x) conditioned
on Yt , Equation 3.6:
n
o
F (x)|Yt = N F̂t (x), Pt (x, x)
(3.6)

Where

F̂t (x) = f0 (x) + kt (x)T αt

(3.7)
T

With

Pt (x, x) = k(x, x) − kt (x) Ct kt (x)

(3.8)

αt = HtT (Ht Kt HtT + Σt )− 1(Yt − Ht f0 )

(3.9)

Ct =

HtT (Ht Kt HtT

−

+ Σt ) 1Ht

(3.10)

We can see that GPs may be defined directly in the function space. This
advantage brings a remarkable value for GPs that is more flexible than parametric
models, which usually require defining a specific form of the hypothesis space
where learning takes place Williams and Rasmussen [2006].

3.2

Computing value function with exact nonparametric GP

Although GPs may also work well in parametric representation by defining a
random process on model parameters conditioned on observations. However, in
here we only focus on nonparametric models which is usually more flexible. In
general temporal difference learning (TD), a value function V (x) representing
expected return at a state x is estimated by updating the value V (x) at different
time steps by a difference amount with the value of succeeding state x0 . The
update equation is known as Bellman equation Bellman [1957], as illustrated in
Equation 3.11.
V (x) = x̄ + γV (x0 )
(3.11)
where γ ∈ [0, 1] is the discount factor indicating how important of subsequent
states influence the value of previous states. From here, the optimal value function
V ∗ and policy π ∗ may be computed by solving the Bellman optimality Equation
3.12 and 3.13, respectively.
Z
∗
V (x) = x̄ + γ max
dx0 p(x0 |a, x)V ∗ (x0 )
(3.12)
a
ZX
π ∗ (x) = arg max
dx0 p(x0 |a, x)V ∗ (x0 )
(3.13)
a

X

where a is an action in the set of available system actions A, a ∈ A.
In order to apply GPs into SARSA estimating V (x), as shown in section 3.1,
we have to build a statistical generative model which shows relation between
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random processes of the observed variables (reward) and unobserved variables
(V-function), like in Equation 3.1, 3.2. Fortunately, it can be deduced directly
from the Bellman equation 3.11 as following, particular we have:
R̄(x) = V (x) − γV (x0 )

(3.14)

However, in practice, we often observe rewards corrupted by a noise distribution
N (x), so:
R(x) = R̄(x) + N (x)
(3.15)
where N (x) is assumed as an independent distributed Gaussian with variance
σ 2 (x), so Equation 3.14 may be presented as following:
R(x) = V (x) − γV (x0 ) + N (x)

(3.16)

Again as in Section 3.1, observing a sequence of states and rewards such as
x0 , ..., xt will result in a set of t equations as bellow:
R(xi ) = V (xi ) − γV (xi+1 ) + N (xi )

(3.17)

where i = 0, 1, ..., t − 1. Now we can present the relations between R(x) (observed
variables) and state value function, V (x) (unobserved processes) in the right form
of the statistical generative model as in Equation 3.1, 3.2. Particularly, we define:
Rt = (R(x0 ), ..., R(xt ))T

(3.18)

T

(3.19)

T

(3.20)

Nt = (N (x0 ), ..., N (xt ))

Vt = (V (x0 ), ..., V (xt ))



Ht = 


1 −γ 0 . . .
0 1 −γ . . .
..
.
0

0

...

1

0
0
..
.
−γ







(3.21)

t×(t+1)

So the set t equations in Equation 3.17 may be concisely written as:
Rt−1 = Ht Vt + Nt−1

(3.22)

Moreover, for episodic tasks as in SDS, we have a terminal state such as xt in
the given observation. When reach the terminal state, the agent completed the
task and start a new episode. Hence there is no succeeding sates of xt . So the
terminal state R(xt ) can be written as:
R(xt ) = V (xt ) + N (xt )

(3.23)

In order to capture Equation 3.23 in Equation 3.22, we can change Ht to Ht+1 as
bellow:


1 −γ 0 . . . 0
 0 1 −γ . . . 0 



.. 
Ht+1 =  ...
(3.24)
. 


 0 0 . . . 1 −γ 
0 0 ... 0
1
(t+1)×(t+1)
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And so, we got the equation of the statistical generative model for episodic tasks:
Rt = Ht+1 Vt + Nt

(3.25)

From Equation 3.3, we have jointly Gaussian of Vt , Nt , and
as following:
  


V (x)
k(x, x) kt (x)T
 0
 Vt  ∼ N  0  ,  kt (x)
Kt

Nt−1
0
0
0

a new query point x

0 
0 

Σt

Make the transformation as in Equation 3.5, we got:




V (x)
k(x, x)
k(x)T HtT
∼N
Ht kt (x) Ht Kt HtT + Σt
Rt−1

(3.26)

(3.27)

To obtain marginal posterior distribution of the value at a query point x
conditioned on the observed sequence of rewards, rt−1 = (r0 , ..., rt1 )T , we again
apply the Gauss-Markov theorem Scharf [1991]:
n
o
V (x)|Rt−1 ∼ N V̂t (x), Pt (x, x)
(3.28)

Where

V̂t (x) = αtT kt (x)

(3.29)
T

With

Pt (x, x) = k(x, x) − kt (x) Ct kt (x)

(3.30)

αt = HtT Qt rt−1

(3.31)

Ct = HtT Qt Ht
And

Qt =

(Ht Kt HtT

(3.32)
−

+ Σt ) 1

(3.33)

At this point, we can clearly observe that, for computing the expected return
for every single query state, V (x), GP requires us to calculate the inverse matrix,
Q, which is problematic since the computation cost expensive as O(t3 ), where t
is the size of matrix. In a general case, t is the total number of observed states
and rewards which can be infinite in practical RL applications. In order to solve
this problem, there are some sparse approximation methods trying to reduce
the computational complexity while considering all observed inputs and outputs
Quinonero-Candela and Rasmussen [2005]. One sparsification method suitable
for online learning is presented in next section.

3.3

Online kernel sparsification

As already noticed from previous section, one of the main obstacles of applying
GP on estimating state value function, V (x), is an extremely huge number of
observations, states and rewards. It make trouble for calculate the inverse matrix,
Q in Equation 3.33, which normally cost as O(t3 ).
In order to reduce the expensive computational cost, Engel et al. [2002] proposes the online kernel sparsification which maintains a set of representative
points, D = {x̃0 , ..., x̃m }, also named as dictionary D. During the online learning
process, a new training sample/state xt is not necessary to add to the dictionary
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D if it may be approximated by current representative points. So we need to
find a coefficient vector gt which minimize the squared distance, as depicted in
equation below:
mt−1
X
δt = min ||
gtj φ(x̃j ) − φ(xt )||2
(3.34)
gt

j=0

where mt−1 is the current size of D and φ(.) is features vector. From this point,
we can set a sparsity threshold υ controlling the level of accuracy of the approximation (the level for sparsity). So that a state xt is not added to D if it can be
approximated by current dictionary members which results in a residual amount
δt smaller than the sparsity threshold υ, as depicted in Equation 3.35
mt−1

δt = min
gt

X

gtj φ(x̃j ) − φ(xt )

2

≤υ

(3.35)

j=0

We can also rewrite the Equation 3.35 in terms of inner product as following:
(mt−1
)
mt−1
X
X
δt = min
gti gtj hφ(x̃i ), φ(x̃j )i − 2
gtj hφ(x̃j , φ(xt ))i + hφ(xt ), φ(xt )i
gt

i,j=0

j=0

(3.36)
Applying kernel trick Mercer [1909] by replacing the inner product to kernel
function in Equation 3.36, hφ(x), φ(x0 )i = k(x, x’), we have:
(mt−1
)
X
δt = min
gti gtj k(x̃j , xt ) + k(xt , xt )
(3.37)
gt

i,j=0

o
n
= min gtT K̃t−1 gt − 2gtT k̃t−1 (xt ) + k(xt , xt )
gt

(3.38)

where K̃t−1 is the full kernel matrix in the size of m × m with the element
[K̃t−1 ]ij = k(x̃i , x̃j ), and k̃t−1 (xt ) = (k(x̃0 , xt ), ..., k(x̃m , xt )). We can recognize
that finding the optimal coefficient vector gt in Equation 3.38 is equivalent to
solving the least-squares problem, which results in the optimal gt as following:
−1
gt = K̃t−1
k̃t1 (xt )

(3.39)

Substituting the optimal gt into Equation 3.38, we obtain the equation computing the minimum squared distance δt :
δt = k(xt , xt ) − k̃t−1 (xt )T gt

(3.40)

In order to get a sparse approximation of the original Gram matrix, Kt , with
element [K̃t−1 ]ij = k(x̃i , x̃j ) for i, j= 0, ..., t we define the matrix:
Φt = [φ(x0 ), ..., φ(xt )]
P t
Since Kt = ΦTt Φt and φ(xi ) ∼ m
j=0 gij φ(x̃j ), so we have:
Kt = ΦTt Φt ≈ Gt K̃t GTt
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(3.41)

(3.42)

where Gt = [g1 , ..., gt ], and since kt (x) = ΦT φ(x), we can approximate:
kt (x) ≈ Gt k̃t (x)

(3.43)

So we can observe that the online kernel sparsification may maintain an approximation of the full space, Gram matrix Kt with the size of t × t, by a smaller
space K̃t with the size of m × m where m is usually much smaller than t. This
result reduces significantly computational cost for GP in general, as well as estimating the value function shown in next section.

3.4

Estimating value function with sparse nonparametric GP

We are now ready to merge the sparsification method presented in section 3.3 into
the results of applying GP on computing exactly the value function in Section
3.2. Particularly, we substitute the full Gram matrix Kt and kt (x) in Equation
3.29 - 3.30 by their approximation K̃t and k̃t (x) in Equation 3.42 and Equation
3.43, respectively. We obtain:
n
o
V (x)|Rt−1 ∼ N V̂t (x), Pt (x, x)
(3.44)

Where

V̂t (x) = k̃t (x)T α̃t

(3.45)
T

With
And

Pt (x, x) = k(x, x) − k̃t (x) C̃t k̃t (x)

(3.46)

α̃t = H̃tT Q̃t rt−1
C̃t = H̃tT Q̃t H̃t

(3.47)

Q̃t = (H̃t K̃t H̃tT + Σt )− 1

(3.49)

H̃t = Ht Gt

(3.50)

(3.48)

We can see that the calculation of posterior moments cost only O(m3 ) comparing to the original expense O(t3 ), where t  m. However, we may speed up
the computation by the well-known partitioned matrix inversion Scharf [1991]
deriving a recursive formulation for building up K̃t−1 with a cost of O(m2 ):




1 δt K̃t−1 + gt gtT −gt
K̃t−1
k̃t−1 (xt )
−1
(3.51)
K̃t =
⇒ K̃t =
−gtT
1
k̃t−1 (xt )T k(xt , xt )
δt
Moreover, Engel [2005] also showed that we may compute α̃t and C̃t recursively. Recall that at each time step t we may be faced with either adding a new
sample xt to the dictionary D or the new point can be approximated by current
representative points in D. First, let define the expressions ∆k̃t and d̃t which
would be used repeatedly:
∆k̃t = k̃t−1 (xt−1 ) − γ k̃t−1 (xt )
γσ 2
dt = t−1 dt −1 + rt−1 − ∆k̃tT α̃t−1
st−1
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(3.52)
(3.53)

In the case of the dictionary D remaining unchanged, Dt = Dt−1 , we have the
following recursive update formulas:
c˜t
dt
st
1
C̃t = C̃t−1 + c̃t c̃Tt
st
2
γσ
c̃t = t−1 c̃t−1 + h̃t − C̃t−1 ∆k̃t
st−1


4
γ 2 σt−1
γσ 2
2 2
T
2
−
st = σt1 + γ σt + ∆k̃t c̃t +
st−1 c̃t−1
st−1
α̃ = α̃t−1 +

Where

With

h̃t = gt−1 − γgt

(3.54)
(3.55)
(3.56)
(3.57)
(3.58)

In the second case when the new sample xt is added to the dictionary D,
Dt = Dt−1 ∪ {xt }, we have the recursive update equations as bellow:


c˜t
α̃t−1
α̃t =
+ dt
(3.59)
0
st


1
C̃t−1 0
(3.60)
C̃t =
+ c˜t c˜t T
T
0
0
st




2
γσt−1
c̃t−1
C̃t−1 ∆k̃t
+ h̃t −
(3.61)
Where
c̃t =
0
0
st−1
2
4
2γσt−1
γ 2 σt−1
st = σt21 + γ 2 σt2 + ∆ktt − ∆k̃tT C̃t−1 ∆k̃t +
c̃Tt−1 ∆k̃t −
st−1
st−1
(3.62)


gt−1
With
h̃t =
(3.63)
−γ


T
∆ktt = gt−1
k̃t−1 (xt−1 ) − 2γ k̃t−1 (xt ) + γ 2 k(xt , xt )
(3.64)
So now we have every piece to compute efficiently the marginal posterior
distribution of the value function at a query point x conditioned on the observed
sequence of rewards. The next section will use all these equations to estimate
action valuate function, Q-function, for SDS - an episodic task.

3.5

Sparse nonparametric GP-Sarsa for spoken
dialogue system - episodic task

One usually prefer to estimate the state-action value function, Q-function, rather
than the state value function as in previous section. Particularly, Q-function over
a state b and an act a, Q(b, a), presents an expected reward that a system might
be received when execute the act a at the state s.
We could simply extend the GP-Sarsa estimating V-function in last section
to estimate the Q-function by: first change the datapoint x into a datapoint
presenting a combination of a state and an act, (b, a), and second use a kernel
function k working in the mixed space. In particular, we have equations for
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compute the marginal posterior distribution of Q-function at a state b and an act
a conditioned on the observed sequences of states and rewards as below.
n
o
Q(b, a)|Bt , rt ∼ N Q̂t (b, a), Pt ((b, a), (b, a))
(3.65)
with Q̂t (b, a) and Pt ((b, a), (b, a) is calculated as V̂t (x) and Pt (x, x) in Equation
3.45 and 3.46. The full pseudo code of the GP-Sarsa algorithm is given below:

3.6

Summary

This chapter has shown both theory of GPs, the online kernel sparsification technique, as well as its application on computing online effectively the marginal
posterior distribution for V-function, Q-function in RL applications.
We also shown an adaptation of the algorithm for estimating the Q-function
for episodic tasks. The full pseudocode of the GP-Sarsa algorithm is also described in this chapter.
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14:
15:
16:
17:
18:
19:
20:
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22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:

Sparse nonparametric GP-SARSA for episodic task
Parameters: υ, σ, γ
for each episode do
Initialize b
if first episode then
Choose a arbitrary, D = (b, a), K̃ −1 = 1/k((b, a), (b, a)), α̃ = 0, c̃ = 0, C̃ = 0
else
if initial step then
Choose action a following π(b) with -greedy or active learning
end if
end if
c̃ = [0, ..., 0] size of D, d = 0, 1/s = 0
g = K̃ −1 k̃(b, a), δ = k ((b, a), (b, a)) − k̃(b, a)T g
if δ > υ then


δ K̃ −1 + gg T −g
1
−1
D = D ∪ {(b, a)}, K̃ = δ
T
 −g
 1


α̃
c̃
C̃ 0
T
g = [0, ..., 0, 1] size of D, α̃ =
, c̃ =
, C̃ =
0
0
0T 0
end if
for each step in the episode do
Take a, observe r0 , b0
if non-terminal step then
Choose new action a0 following π(b0 ) with -greedy or active learning
g 0 = K̃ −1 k̃(b0 , a0 ), δ = k ((b0 , a0 ), (b0 , a0 )) − k̃(b0 , a0 )T g 0
∆k̃ = k̃(b, a) − γ k̃(b0 , a0 )
else
g 0 = [0, ..., 0] size of D, δ = 0, ∆k̃ = k̃(b, a)
end if
2
d = γσs d + r0 − ∆k̃ T α̃
if δ > υ and
step then
 non-terminal


T
δ K̃ −1 + gg T −g
1
−1
K̃ = δ
, h̃ = g T , −γ
T
−g
1 

∆ktt = g T k̃(b, a) − 2γ k̃(b0 , a0 ) + γ 2 k ((b0 , a0 ), (b0 , a0 ))

 

c̃
C̃∆k̃
γσ 2
0
c̃ = s
+ h̃ −
0
0
2
γ 2 σ4
2 2
s = (1 + γ )σ + ∆ktt − ∆k̃ T C̃∆k̃ + 2γσ
s c̃∆k̃ − s


α̃
C̃
0 0
0
T
D = D ∪ {(b , a )}, g − [0, ..., 0, 1] size of D, α̃ =
, C̃ =
0
0T
else
2
h̃ = g − γg 0 , c̃0 = γσs c̃ + h̃ − C̃∆k̃
if non-terminal step then


s = (1 + γ 2 )σ 2 + ∆k̃ T c̃0 +
else


2

2

γσ 2
s c̃

4

−

γ 2 σ4
s

σ 2 + ∆k̃ T c̃0 + γσs c̃ − γ sσ
end if
end if
T
0
α̃ = α +˜ cs d, C̃ = C̃ + 1s c̃0 c˜0 , c̃ = c˜0 , g = g 0
if non-terminal step then
b = b0 , a = a0
end if
end for
end for
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3.39, 3.40
3.50
3.58, 3.59

3.39, 3.40
3.52
3.52
3.61, 3.55
3.50, 3.63
3.64
3.6

0
0


3.58, 3.59
3.57, 3.54
3.56
3.56

3.52, 3.53, 3.58, 3.59

4. Deployment and evaluation
In previous chapters, we have gone through theory and implementation of the
user simulator and the GP-SARSA algorithm. This chapter will be dedicated for
deploying and evaluating all of these contributions. Public Transport Information
System in English (PTIEN) - a practical SDS in the distribution of the UFALAlex framework, has been chosen to be the test-bed system; the environment for
integrating all components developed in this thesis.
The particular structure of this chapter as following: the first section describes
PTIEN in a little details. Next Section 4.2 is the description of configuring
the domain-independent simulator in Chapter 2 able to hold dialogues in the
domain, public transport information. Section 4.3 is a development of the GPSARSA algorithm for optimizing dialogue policy for PTIEN, which is mainly
about feature extraction Φ(b) and setting hyper-parameters. An evaluation with
both simulation and real users is reported in Section 4.4.
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Slot name
from stop
from street
from borough
from city
to stop
to street
to borough
to city
vehicle
state
departure time
arrival time
alternative
duration
num stop
num transfer

Description
Place user wants to depart from
”
”
”
Place user wants to arrive to
”
”
”
”
”
Time to departure
Time to arrival
Other options
The duration of a trip
The number of stop in
The number of transfer

Cardinality of values
22383
8330
7
16585
22383
8330
7
16585
9
52

Table 4.1: Summary information about the PTIEN domain

4.1

Baseline system - UFAL-Alex/PTIEN

In the distribution of the UFAL-Alex framework, there is a completed SDS providing public transport information in both Czech (for Prague) and English (for
New York). The fully functional SDS has been chosen for integrating and testing
the contributions of this thesis. This section, therefore, make an overview about
the system and domain.
The UFAL-Alex framework includes all components for building a phonebased SDS such as VOIP, ASR, VAD (Voice Activity Detector), SLU, DM, NLG,
TTS. There are several options for each component such ASR with GoogleASR or
KALDI, TTS with flite, VoiceRSS or SpeechTech. DM comprises a probabilistic
discriminative dialogue state tracking and a handcrafted policy. There are also
several SDSs distributed along with the framework (such as RepeatAfterMe and
PTIEN). There are two small additions which would make the framework even
more comprehensive, that are an user simulator and a trainable policy, which are
the expectancy of this thesis.
PTIEN is a SDS built on top of the UFAL-Alex framework, hold dialogues
and provide information about public transport, the weather and time. There is
16 slots in the domain which are detailed in Table 4.1.
Handcrafted policy
PTIEN is distributed in the UFAL-Alex framework with a handcrafted policy.
This policy will be one of competitors with the GP-Sarsa dialogue policy developed in this thesis. Here we summary some information about the policy. The
policy is processing an user requirement by creatively checking an ordered sequence of the facts/constraints. For example, first testing whether users look
for a connection, the weather information or the time for a place. Afterward,
like going down a decision tree, based on previous assessments, it is going into
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corresponding subroutine and handling the request suitably by a similar manner.
In every step, the decision in the handcrafted policy is made based on the
current belief state and some thresholds which could be manually changed in a
configuration file. In general, the policy is trying to ask users for slots-values
until their corresponding probabilities in the belief state exceeded an accepted
level (e.g. 0.8).
A typical dialogue with PTIEN could be found in Table 4.2.

4.2

Simulated environment for PTIEN

The simulator developed in Chapter 2 is configured to simulate dialogues with
PTIEN. In particular, there are two separated components which need to be
configured when build a simulated environment for a new domain, one for the
user simulator and another one for the error simulator. Here we also describe a
simple implementation for the data provider which could be reused.
Data Provider Implementation
For simplicity, we implement a python class inheriting the interface which pointed
out in Section 2.5. The implementation is simple as reading the domain data
(slots-values) from text files and returning values suitable as specifications of
methods in the interface.
User simulator configuration
First let’s talk about the configuration for the user simulator, there are three
goals, asking connection information, the weather or the time for a specific place.
A goal definition in this user simulator is very similar from one to another. So
here we only describe the goal of looking for a connection.
This goal is further divided into 40 distinguished cases, which are characterized
in Table 4.3.
A very important character to mimic the behavior of real users is patience.
From real observations, we might notice that a SDS usually serves various users
with different levels of patience. Therefore, it would be a mistake if we apply only
one patience level. The simulator for PTIEN has been configured three different
patience levels with a detailed observation probability in Table 4.4. Whenever
the system repeated asking the same thing over that levels, the simulated use
might end the dialogue immediately (with a probability of 0.5).
Apart from patience levels, some important parameters modeling user behavior should be estimated from practical in-domain data. For example, the way
users answer the system greeting, how users response to a system request (e.g. is
she always answer directly or often over answer). It should be stressed that if a
SDS uses an act similar to asking users to repeat information, then the setting
for replying this act should be carefully chosen. The reason for this is the act
asking user repeated could make the optimizer of dialogue policy confused, an
explanation for this is given in Section 4.6.1. Table 4.5 shows some parameters
for PTIEN which are estimated from dialogues with real users.
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Speaker
System
User
System
User
System
User
System

User
System
User
System
User
System

User
System
User
System
User
System

’Text
’Hello, this is Alex, information about public transportation. The call is recorded. How may I help you?
’HI I’M LOOKING FOR A CONNECTION.
’What station do you want to travel from?
’I WANT TO GO FROM ROOSEVELT AVENUE AND
UNION STREET.
’Alright, from Roosevelt Avenue at Union Street. Where
do You want to travel to?
’I WANT TO GO TO CENTRAL PARK.
’You want to go to central park. I have found the following connection. Take the bus line Q66 at 9.00AM
from the Roosevelt avenue at Main street towards LI
City queens plaza via Northern boulevard. Get of at
the Northern boulevard at Broadway. Walk to Northern boulevard. Take the subway E 9.36AM from the
Northern boulevard towards World trade center. Transfer at 42nd street and Port authority bus terminal to a
subway A, that goes at 10.12AM towards Inwood and
207th. Get of at 86th street and walk to your destination.
’HOW LONG DOES IT TAKE?
’It takes about one hour and twenty minutes.
’HOW MANY TRANSFERS ARE THERE?
’There are two transfers on this path.
’BUT I WANT TO GO BY BUS.
’I have found the following connection. Take the subway
7 at 9.00AM from the Flushing at Main street towards
Times square and 42nd street. Transfer at Grand central
and 42nd street to a subway 4, that goes at 9.37AM
Towards Woodlawn. Get of at 86th street and walk to
your destination.
’HOW LONG DOES IT TAKE?
’It takes about 45 minutes.
’WHEN DOES IT LEAVE?
’It departs roosevelt avenue at main street at 9.00AM.
’THANK YOU. GOOD BYE.
’Thank you for calling. Good bye.
Table 4.2: An example dialogue with PTIEN
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Information
Places

Time

Vehicle

Combination
from stop, to stop
from city, to city
from street, to street
from stop, to street
dont care
arrival time
arrival time rel
departure time
departure time real
dont care
vehicle

Observation probability
0.3
0.2
0.3
0.2
0.3
0.1
0.25
0.1
0.25
0.5
0.5

Table 4.3: Further division of the goal looking for a connection

#repeated question
3
4
7

Observation probability
0.3
0.5
0.2

Table 4.4: Three patience levels configured for the PTIEN simulator

System act
hello

User response
hello
inform

request

inform

ask user repeat

repeat
inform

Answer type
over answer
complete answer
direct answer
over answer
complete answer
silent or oog
over answer
complete answer

Observation prob.
0.3
0.8
0.2
0.7
0.2
0.1
0.05
0.4
0.4
0.6

Table 4.5: Some user simulator parameters for PTIEN
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Confusion type
correct

onlist

offlist

Proportion
correct
onlist
offlist
correct
onlist
offlist
correct
onlist
offlist

Quantity
6.0
1.0
3.0
2.5
1.0
2.5
3.0
1.0
6.0

Table 4.6: The parameters of the Dirichlet distribution in the noise simulator for
PTIEN
Noise simulator configuration
The error simulator might be configured to make confusions to either the slot level
or the dialogue act level. However, all of them are quite similar. A confusion is
described by mainly three confusion types (correct, onlist and offlist). It would
be more compact to have a number which controls all these confusions suitably,
like an error rate. For the experiment reported in Section 4.4, the error rate e is
interpreted into these confusion types by Equations 4.1, 4.2 and 4.3
offlist = e

onlist =

(4.1)
e
2

if (e +
1.0 − e if (e +
3e
correct = max(1 − , 0)
2

e
)
2
e
)
2

≤ 1.0,
> 1.0,

(4.2)
(4.3)

From the description in Chapter 2, to get a probability for each hypothesis, the probability density function is divided into three parts by the Dirichlet
distribution, for respectively correct, onlist and offlist. The parameters of the
distribution for different confusion types is given in Table 4.6.
The same parameters is used for the beta distribution and incomplete beta
function, in particular, α = 0.75 and β = 1.5. From Figure 4.1 we could observe
that the position of the correct hypothesis will often has a high rank in the N-best
list (close to the first hypothesis). Table 4.7 is an example of a simulated dialogue
at the semantic level.

4.3

GP-SARSA dialogue policy for PTIEN

In order to use the GP-Sarsa algorithm implemented in Chapter 3 for a new
domain, we have to specify three factors. First one is a feature function - extracting features from belief states. Secondly, a kernel function presents how
the domain datapoints are correlated to each other. The final element is setting
hyperparameters. In the next paragraphs these factors for PTIEN is described.

36

Speaker
System
User

System
User

System
User

System
User

System
User

...
System
User

System
User
System
User

Text
hello()
hello()&inform(from street=”Zeck
Ct”)&inform(to street=”35
Rd”)&inform(task=”find connection”)&inform(vehicle=”train”)
———ASR input-debug———–
0.861 hello()
0.545 inform(task=”find connection”)
0.007 inform(task=”weather”)
0.019 inform(task=”find platform”)
0.246 inform(to street=”35 Rd”)
0.024 inform(from street=”S 2 St”)
0.009 inform(from street=”Ft Charles Pl”)
0.387 inform(from street=”Carolina Pl”)
0.366 inform(vehicle=”train”)
0.014 inform(vehicle=”bus”)
0.008 inform(vehicle=”dontcare”)
0.004 inform(vehicle=”ferry”)
request(to stop)
inform(to street=”35 Rd”)
———ASR input-debug———–
0.360 inform(to street=”35 Rd”)
0.030 inform(to street=”Bayside Dock”)
0.011 inform(to street=”W 247 St”)
confirm(to street=”35 Rd”)
affirm()
———ASR input-debug———–
0.989 affirm()
request(from stop)
inform(from street=”Zeck Ct”)
———ASR input-debug———–
0.223 inform(from street=”Crown St”)
0.100 inform(from street=”Zeck Ct”)
0.057 inform(from street=”Driggs Ave”)
0.039 inform(from street=”Skyline Dr”)
confirm(from street=”191 St”)
deny(from street=”191 St”)
———ASR input-debug———–
0.497 deny(from street=”Finlay St”)
0.028 deny(from street=”Cottage Ave”)
0.016 deny(from street=”Rhine Ave”)
...
offer(task=”find connection”)&offer(from street=”Zeck
Ct”)&offer(to street=”35 Rd”)&...&offer(vehicle=”dontcare”)
negate()&inform(vehicle=”train”)
———ASR input-debug———–
0.511 inform(vehicle=”tram”)
0.388 negate()
0.052 inform(vehicle=”subway”)
0.027 inform(vehicle=”cable car”)
0.013 inform(vehicle=”monorail”)
———ASR input-debug———–
confirm(vehicle=”tram”)
deny(vehicle=”tram”)&inform(vehicle=”train”)
offer(task=”find connection”)&offer(from street=”Zeck
Ct”)&offer(to street=”35 Rd”)&...&offer(vehicle=”dontcare”)
ANGRY! hangup()

Table 4.7: An example simulated dialogue with PTIEN
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Figure 4.1: Beta distribution used for PTIEN
Description
task
from
to
departure time
arrival time
vehicle
indicators

Values
0.401 0.000
0.579 0.000
0.456 0.011
0.000 0.000
0.000 0.000
0.000 0.000
1.000 1.000 1.000 1.000

Table 4.8: An example of the features for PTIEN
Feature extractor
Features functions are very important for any learning technique, and the GPSarsa algorithm is also not an exception. Features have to include enough domain
information. Containing to little information might make a learning method could
not fit a problem, but consisting too many redundant features make the problem
of sparse data more seriously and the learning process becomes much slower.
For PTIEN, the basis function extracting features from the full belief state,
Φ(b), used in this experiment is very simple. In particular, the features are the
scores of top two hypotheses for each slot. Addition to this, there are four indicators were used for flagging how many borough, city are matching with the
current user’s requirement. An indicator will have the value of 1 if its corresponding slot-value is unique (e.g. only one city which matches with the user’s
departure place). More simply, the information about the departure place is
grouped into two numbers as for a singe slot (instead of keep separated four slots
from stop, from street, from borough, from city), similar for the arrival place.
Finally, it results in a feature vector of 16 real numbers as in Table 4.8
Kernel function
Kernel function is the heart of GPs, it defines how datapoints are correlated
together. From that information, a prediction is more accurate by borrowing
information of close datapoints which have been observed. The close level is
characterized by the kernel function. This point has brought the power to GPs,
especially in huge spaces, for example, SDS.
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Hyper-parameter

γ
σ
variance scale
υ
p in the kernel fun.
σ in the kernel fun.

Value
-1
0.9
5.916
1
0.015
4
5

Description
don’t use -greedy, use active learning instead
like learning rate in RL
noise residual
scale up variance
sparsity threshold

Table 4.9: The hyper parameters for GP-SARSA PTIEN policy
For PTIEN and SDS in general, in order to add acts into the computation,
we notice that the dialogue act is a discrete variable while the features mentioned
above are continuous variables. So we need to use a kernel function as a combination of a kernel function working in the continuous space and another for the
discrete space. The combination usually used is summation or multiplication of
these kernels. In this experiment we use mainly the combination in Equation 4.5,
the combination in Equation 4.4 is also used and give a comparison in Section
4.4.
kC (c, c0 ) = kcont(C) (c, c0 ) + kdisc(C) (c, c0 )
(4.4)
kC (c, c0 ) = kcont(C) (c, c0 ) ∗ kdisc(C) (c, c0 )

(4.5)

where the kernel used for the continuous space in all experiments is the Gaussian
kernel function (see Equation 4.6).


||c − c0 ||2
0
2
(4.6)
k(c, c ; p, σk ) = p exp −
2σk2
and for the discrete space in all experiment is the δ-kernel:
k(a, a0 ) = δa (a0 )

(4.7)

Hyperparameters
There are some hyper-parameters for the GP-Sarsa algorithm. For example, υ
controlling the sparsity of datapoints, set it to a smaller value, we will have more
datapoints which might learn better to fit a problem, but the learning progress is
slower as requiring more and more observations. Another parameters, γ and σ, is
used to control how much value function will be changed in updating process, like
the discount factor in RL. For Gaussian kernel function, we have p and σ which
are mainly defining how we consider two datapoints are close or how the value
funcion at two dataponts are correlated. Notice that the σ in the Gaussian kernel
function is different from the hyperparameter σ for the GP-Sarsa algorithm.
There are some rules to set these parameters and also have methods refining
them online. But in practice, they are usually set heuristically and manually.
The particular values for PTIEN have been chosen and report in Table 4.9

4.4

Experimental setup

The features for PTIEN as described in 4.3 are the same in all experiments, but
apart from that, two configurations of the GP-Sarsa dialogue policy have been
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Action
request
confirm
select
implconfirm
offer

Description
Asking user for more information
Confirm again a slot-value provided
select one in two values for a slot
Implicitly confirm a fact and ask value for another slot
give information to user’s request

Table 4.10: Five summary acts in the first configuration
17 actions
request from, request to, request time, request vehicle, confirm from, confirm to, confirm time, confirm vehicle, implconfirm from, implconfirm to, implconfirm time, implconfirm vehicle,
select from, select to, select time, select vehicle, offer
Table 4.11: 17 acts in the second configuration
investigated in this experiment. One uses five summary acts, and another one
uses 17 actions. The summary information about these configurations is given
respectively in Table 4.10 and 4.11.
We use the term summary act since an act here is not fully specified and it need
more refinements (usually based on heuristics) to build a full action. However,
there is a different between these configuration. The 5-acts policy is strictly based
the handcrafted policy to build the full action, in particular, it calls respective
subroutine like explained in Section 4.1. Whereas in contrast, the 17-acts policy
is used almost full action space, and therefore, don’t based on the handcrafted
policy, and the further heuristic refinement is almost nothing.
Back-off action
Since dialogue acts might be inapplicable sometimes, for example, the offer act
could not be executed when there was not enough information for crucial slots.
The same for the confirm and select acts which will required at least one and two
hypotheses, respectively.
There are two back-off actions which have been investigated, they are asking
user repeat and applying one by one act by following their order in the N-best list
returned from the dialogue policy. In this experiment, we found the repeat-backoff action could make confusion for the policy optimization process. A more clear
explanation will be shown along with the results of applying this repeat-back-off
act in Section 4.5. There is also a small problem with the back-off act using the
N-best list, that is, the top inapplicable acts would never being updated its value
function at that belief state as it never being executed. Here we propose a new
back-off mechanism, that is always executing the best chosen act, in the case
of inapplicable, we just artificially execute it, in particular, keep the belief state
unchanged. receive a reward, and then just ask the policy again for an act at
exactly the same belief state. In so doing, the value function of the inapplicable
acts will get updated gradually (decreasing). The N-best list back-off act and
the new artificial-back-off are very similar, so all experiment here done with the
artificial-back-off mechanism.
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Figure 4.2: The change of success rate with optimal-targeted training
Training manners
Addition to the two policy configurations, we also test two different manners of
training the GP-Sarsa dialogue policy. One is optimal-targeted training and
another one is usable-targeted training. The key difference in these training
methods is, in the optimal-targeted training, the dialogue is ending immediately
after the policy chosen something wrong, for example, the dialogue policy always
ends a dialogue after offering information, so users do not fix constraints which
have been confused. While in the usable-targeted training, the user participated
in a dialogue will keep continue, trying to correct systems until running out of
patience.
Notice that the names of training manners do not means that we are trying to
find an optimal policy and an usable policy. Given a setting, both these manners
will converge at the same optimal policy, but will give us different number in
statistics.

4.5
4.5.1

Experiment results with user simulator
Learning progress

In order to measure learning speed of the GP-SARSA algorithm, in this section,
we are showing changes in performance with respect to the number of dialogue
observed. The experiments were repeated 20 times separately in the simulator
with different semantic error levels. The results along with 95% confident interval
is then reported here.
The learning progress of the optimal-targeted training is reported in Figure
4.2, and the results for the usable-targeted training is shown in Figures 4.3, 4.4
and 4.5.
We might see a big difference between these two training manners, but a
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Figure 4.3: The change of success rate during the learning with 5 summary acts

Figure 4.4: The change of total accumulated reward per dialogue during the
learning (5 summary acts)

Figure 4.5: The change of total turn per dialogue during the learning (5 summary
acts)
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Figure 4.6: Comparison in success rate in different semantic error rates (15%,
30% and 50%)
closer look could reveal that it is only different by the way we do the statistics.
We have increased the number of dialogue in the optimal-targeted training by
dividing the interaction into multiple parts. The optimal policies have found
with both training manners are the same.

4.5.2

Performance comparison

To evaluate the PTIEN policy learned with the GP-SARSA, here we again make
another experiment in the simulator which aims to see the difference with other
existed baseline policies. Particularly, a GP-Sarsa based policy was trained with
50 dialogues at the semantic error level of 30%, then the learning was hardly
stopped and used for the evaluation, which means there is no learning or optimizing further during the evaluation. We repeated the experiment 3 times and
simulated 1000 dialogues for each trail which results in 3000 dialogues in total.
The results and its 95% confident interval is then reported in Figure (4.6, 4.7,
4.8):
We have to note that there is only five acts in the summary space, once an
act is chosen (e.g confirm), the full act is then built completely based on the
handcrafted policy (e.g confirm(from stop)). With the only five acts, by chance,
the random policy might perform better the handcrafted policy in higher noise
levels as the handcrafted policy is trying to ask users until it is quite sure about a
request and might over the patience level. But the better is only in number, since
the random policy behaves unsuitably in practice. In the case of an act space is
little bigger, the random policy is, of course, could not even do anything. Figure
4.9 is an example with the action space of 17 acts.
In all these comparative experiments, we could see that the GP-Sarsa dialogue
policy always outperforms other baseline policies, the handcrafted and random
policy.
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Figure 4.7: Comparison in total reward per dialogue in different semantic error
rates (15%, 30% and 50%)

Figure 4.8: Comparison of total turn number per dialogue in different semantic
error rate (15%, 30% and 50%)

Figure 4.9: Comparison of success rate in the action space of 17 acts
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Figure 4.10: Comparison between different combination kernels and variance
scales in the setting of semantic error 15% and 5 acts%

Figure 4.11: Comparison between different combination kernels and variance
scales in the setting of semantic error 30% and 5 acts
Comparisons of different kernel functions and scale parameters
An experiment for comparing the learning progress with different kernel functions is also organized. Here we only test two ways of combining the continuous
and discrete kernel functions (see Section 4.3). Scaling variance of the Gaussian
estimation was suggested to give a better convergence rate and the ability of escaping from a local optimal. Here we do a similar experiment, repeated 20 times,
evaluates the learning process in the configurations of using 5, 17 acts in different
semantic error levels.
The first system (S1) uses the product kernel. The systems, S2 and S3,
all uses the summation kernel, but contrast to S2, the configuration S3 scales
three times the variance of an estimation. The results do not show significantly
difference in the learning process under the error rates of 15% and 30% with the
configuration of 5 summary acts (Figure 4.10, 4.11). But in the error rate of 30%
with the configuration of 17 acts, the system S3 went down after approached
closely to the optimal level (Figure 4.12.
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Figure 4.12: Comparison between different combination kernels and variance
scales in the setting of semantic error 30% and 17 acts

Figure 4.13: The task for evaluation at the CrowdFlower

4.6

Experiment results with real users

In order to collect dialogues with real users, we created a Crowdflower task as in
Figure 4.13 which comprises of three stages: first asking for a connection, then
require some additional information about that trip, and finally changes the goal
to other places, also transport manner and departure time.
In experiments with real users, We only tested the GP-Sarsa dialogue policy
with the five acts configuration, the product kernel function, and don’t use the
variance scaling.

4.6.1

Learning progress

The experiment for learning progress includes 200 dialogues with the optimaltargeted training and 55 dialogues with the usable-targeted training. The results
are reported in Figure 4.14 and 4.15.
We can see that the learning progress with real users is similar to the result we
have seen in the simulated environment. Since the results are aggregated from
a single run, so it is, of course, extremely fluctuated. Especial in the learning
with the usable-targeted training (Figure 4.15 and 4.16), it is very difficult to see
the learning curve. Although the system already performed well after observed
over ten dialogues (like in the simulated environment), other noise sources (from
Google direction, users, other components), made it not stable.
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Figure 4.14: Learning progress with real user (optimal-targeted training)

Figure 4.15: Learning progress with real users (optimal-targeted training)

Figure 4.16: Learning progress with real users (optimal-targeted training)
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Figure 4.17: The learning progress with the repeat-back-off act
Stage
1
2
3

Success rate
100
95
¿74

Description
Found information for the first connection
Found detailed information
Found information for the goal after changed

Table 4.12: The performance of the PTIEN GP-Sarsa policy after learned 55
dialogues with real users
Confusion caused by the repeat-back-off act
As users might answer more than what systems asked, so when a system asks a
user to repeat herself as the back-off act of an inapplicable act (e.g. offer). The
user might not only repeat her last utterance, but also provide more information.
And therefore, an dialogue policy optimizer (like the GP-Sarsa), will be cheated,
confusingly update the inapplicable act (e.g. offer).
Figure 4.17 is another experiment, where the repeat-back-off act was used,
it converges at a lower level and fluctuates. That unstable performance is the
result of the strict dependence on how users patiently answers and over answer
the system.

4.6.2

Evaluation

It is not simple to make an evaluation with a small number of dialogues, even in
the case of the dialogue policy is fixed, but there is some noise such as Google
direction returns no connection sometimes for some specific places, or also there is
a bug in the code for some unforeseen cases (e.g. recognized user changes places,
but still offer the old information), which make noise for the evaluation.
So here we reported several statistical numbers from 25 dialogues in the evaluation experiment. The policy used for this evaluation is the policy leaned with
the usable-targeted training (Figure 4.15). Table 4.12 is a summary result of the
small experiment.
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4.7

Summary

This chapter has shown quickly how to use the user simulator and the GP-Sarsa
algorithm developed at Chapter 2 and 3 on developing and evaluating Dialogue
Manager, including Belief State Tracking, Dialogue Policy.
The evaluation in this chapter is based on a real world scale SDS, the PTIEN
system of the UFAL-Alex framework. From the practical results, we could see
that the effective learning of the GP-Sarsa algorithm, and we also observe that
the user simulator developed in this thesis could provide an environment like in
practice with real users.
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5. Conclusion
5.1

Thesis summary

This thesis have examined applying statistical approaches on building Spoken
Dialogue Systems (SDS). The thesis has shown again that statistical approaches
could apply into all six components of a typical SDS (Chapter 1): Automatic
Speech Recognition, Spoken Language Understanding, Belief State Tracking, Dialogue Policy, Natural Language Generation and Speech Synthesis. One of the
remarkable potential which statistical approaches have brought to SDS is modeling the dialogue process as the Partially Observation Markov Decision Processes
(POMDP). In which, the uncertainty of the dialogue state is monitored by maintaining a distribution over every possible state, named as the belief state. Moreover, after being transferred into the POMDP, a range of Reinforcement Learning
algorithms might be applicable for optimizing the policy ruling the interaction,
called as Dialogue Policy. That is the main place for all contributions in the
thesis come in.
As optimizing the dialogue policy requiring a huge number of dialogues, and
the learning experiment has to be tested repeatedly in the laboratory, the thesis
has also investigated about the simulated environment for SDS (Chapter 2). The
practical user behavior and noise simulator is modeled by probabilistic distributions. There are some distinguished features have been supported successfully
in the user simulator such as handling multiple goals simultaneously, various
replying options and different answer types for replying a system act, and multiple patience levels. Moreover, the user simulator developed in the thesis does
not work only with one domain, but multiple domains. Especially, the domainindependent user simulator could be built to make dialogues with a new domain
simply by setting a configuration file, the metadata file.
The effective RL algorithm, GP-Sarsa, is also explored again in the thesis
(Chapter 3). Based on a well-founded mathematical background, kernel-based
methods, Gaussian processes has leveraged the learning process for RL. Particularly, the estimations of Q-function and V-function are not only based on observations, but also borrow the estimation of observed datapoints according to their
correlation. This power of GPs also reduced the seriousness of sparse data. However, it introduces an exponential computational cost, that is the reason for why
the online kernel sparsification is very important and being investigated again
in the thesis. After all investigations, the full pseudocode code of the GP-Sarsa
algorithm for episode tasks is provided in Section 3.5
The two contributions is finally integrated into the UFAL-Alex framework. An
experiment had be organized for testing the performance of these new components
(Chapter 4), the simulator and the GP-Sarsa algorithm. The experiment on
testing the integration is based on the fully functional SDS, Public Transport
Information System in English (PTIEN), which is a practical application built
on top of the framework. In particular, first the user simulator is deployed to
hold dialogues in the public transport domain, then the GP-Sarsa algorithm is
also configured to optimizing the dialogue policy for this system. Finally, an
evaluation of the integration is held in both the simulated environment and real
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users recruited from the Crowdflower. The results of the evaluation show that:
the user simulator could be configured to has a behavior similar to real users; and
the GP-Sarsa optimizes dialogue policy very effectively.

5.2

Limitations and future work

Although the results from experiments are very promising, there is still limitations
which should be investigated further.
For the user simulator, it is a domain-independent simulator, working only
with the semantic level, which means during the dialogue process, it ignored all
other components (ASR, SLU, NLG, SS), except Dialogue Manager. Therefore,
an user simulator working at the text level or even the speech level would be more
comprehensive. However, building a simulator communicating at that levels and
also being domain-independent is not trivial. So it would be valuable for further
investigating in the future.
Another noticeable limitations is the evaluation of the GP-Sarsa algorithm
with real users. While it have already shown the learning ability, the number of dialogue in the evaluation is restricted, and have not had an evaluations/comparisons with other dialogue policies, for example, the handcrafted or
random policy.
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