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Abstract
Universal semantic tagging is the recently proposed task of assigning certain semantic
categories (semantic tags or sem-tags) to each token in a given text fragment. These
semantic tags are designed to individually represent the meaning contribution of each
token, and are independent to the characteristics of any particular language. Because of
their special properties, semantic tags provide various advantages over Part-Of-Speech
(POS) tags when considering problems that involve semantic analysis, and are suitable
for cross-lingual semantic parsing. At the time of writing, the most recent version of
the Universal Semantic Tagset consists of 73 fine-grained semantic tags grouped into 13
meta-tags or coarse-grained semantic tags.
Possibly due to its short-lived existence, there are not many established results for
universal semantic tagging, and its usefulness has not yet been quantitatively measured.
Thus, in the first part of this thesis, we are concerned with formulating neural models for
universal semantic tagging building on recent research results for tagging tasks and the
annotated data provided by the Parallel Meaning Bank (PMB). The customizable software
tool implemented to do so is able to obtain a performance on the task superior to other
approaches and constitutes a solid baseline for future research.
In the second part of this thesis, we explore the potential of semantic tags for Recognizing
Textual Entailment (RTE), which is the problem of discovering whether an entailment
relationship exists or not between a given text and a given hypothesis in natural language.
To that effect, we employ existing parsing and inference systems and replace all lexical
information and POS tags with semantic tags. These modifications achieve state-of-the-art
performance on the FraCas dataset, and pave the way for using the same approach on
similar more sizable datasets.
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1 INTRODUCTION

1.

Introduction

As opposed to other problems within the field of natural language processing such as
information extraction or summarization, semantic parsing seeks to obtain complete and
formal meaning representations of natural language sentences. Many well-performing approaches to obtaining these representations rely on the principle of compositional semantics,
which states that the meaning representation of a phrase is determined by appropriately
combining the meaning representations of its constituents [BCS+ 04, MMMB].
Nonetheless, finding the appropriate lexical semantics to assign to individual tokens is a
problem that goes far beyond the surface form of words or the syntactic purpose they serve.
For example, one can consider the token have in the following Part-Of-Speech (POS) tagged
sentences extracted from the Parallel Meaning Bank (PMB) [ABE+ 17], only to arrive at
the conclusion that the 3 occurrences have clearly distinct semantic contributions:
I PRP have VBP an DT orange NN and CC an DT apple NN . ·

(1.1)

We PRP have VBP consumed VBN all PDT the DT natural~resources NNS . ·

(1.2)

I PRP have VBP to TO repair VB the DT refrigerator NN . ·

(1.3)

In sentence (1.1), the token have describes an event of possession, while denoting a
perfect aspect in sentence (1.2) and being part of a modal expression in sentence (1.3). In
contrast, the POS tag VBP is invariably assigned to all occurrences of have, indicating the
presence of a verb not in the third person singular form. The information provided by POS
tags can indeed assist in syntactically parsing each sentence, but a more precise source of
knowledge is needed for mapping word tokens to their individual lexical semantics.
Universal semantic tagging [AB17] is a recently proposed tagging task that attempts to
address the shortcomings of POS tags in semantic parsing. Each associated semantic tag
(or sem-tag) exclusively captures information related to the semantic contribution of each
token and is agnostic to less relevant aspects such as its grammatical function. The design
is such that telling the different meanings of have apart becomes straight-forward under
semantic tags:
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I PRO have ENS an DIS orange CON and GRP an DIS apple CON . NIL

(1.4)

We PRO have NOW consumed EXT all AND the DEF natural~resources CON . NIL

(1.5)

I PRO have NEC to NIL repair EXS the DEF refrigerator CON . NIL

(1.6)

Using this novel paradigm, it is possible to assign the sem-tag ENS to the token have in
sentence (1.4) in order to denote an event occurring in the present. The sem-tag NOW can
also be employed to identify the present tense contribution within the perfect aspect of the
token have in sentence (1.5). Finally, the token have in sentence (1.6) can be associated
to the sem-tag NEC to indicate necessity. The advantage of semantic tags is that tokens
mapped to the same sem-tag with the same syntactic function also have the same lexical
semantics, and one can manually define or otherwise learn this latter correspondence.
However, no matter how feasible it is to assign lexical semantics to word tokens according
to their associated sem-tags, a model that assigns the correct sem-tags to tokens in a given
text is still necessary. The present thesis proposes an implementation for such a semantic
tagger using the latest available research results and resources. In particular, the aim is to
conduct both an intrinsic and an extrinsic evaluation on the problem of universal semantic
tagging, defining the following 2 goals:
1. Engineer an optimal semantic tagger and analyze its performance.
2. Employ the proposed tagger in a way such that it can improve the performance of
an existing system for recognizing textual implications.
We begin by providing a more detailed formulation of tagging tasks in Chapter 2,
including POS tagging and universal semantic tagging. Chapter 3 contains an overview
of multiple approaches to tagging from traditional long-standing statistical models to
modern neural network architectures, with Chapter 4 describing our proposed neural
semantic tagger and its implementation. The following Chapter 5 is concerned with current
methods for compositional semantic parsing, while it also addresses the Recognizing Textual
Entailment (RTE) problem and how we employ the information provided by semantic tags
in a specific RTE task. Future research directions and overall conclusions from this work
are given in the closing Chapter 6.
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2.

Tagging tasks

It is commonplace for natural language processing methods to adopt a sequential approach
in the form of a pipeline where the first steps attempt to extract information from basic
language units. In contrast, steps occurring later in the pipeline are concerned with a
higher-level linguistic analysis, attempting to capture the meaning of a given phrase or its
purpose [ID10]. Since the particular family of tagging tasks simply assigns an informative
label to each word token in a sequence, such tasks are performed as a prerequisite for
subsequent tasks more often than not.
The labels assigned to tokens are commonly known as tags, and their possible instances
differ according to their intended purpose. Let us briefly consider the problem of syntactic
parsing, which attempts to discover the underlying syntactic structure of a given phrase.
Because human language is inherently ambiguous, a token such as back can perform several
roles, acting either as an adverb, a noun, an adjective, or a verb, as illustrated respectively
by the following example sentences:
Tom put the book back on the shelf .

(2.1)

The victim was clearly stabbed in the back .

(2.2)

Anna entered by the back door .

(2.3)

She knows that the goverment will back her .

(2.4)

In cases like these, Part-Of-Speech (POS) tags provide valuable information by indicating
the lexical category of each associated token, which enables us to make assumptions about
the underlying syntactic structure [Man11]. Furthermore, POS tags are also employed in
other domains such as information retrieval or even speech synthesis [JM09].
Now considering the problem of semantic parsing, the nature of the meaning contribution
of each word token also suffers from ambiguity in the sense that we would like to differentiate
two given tokens semantically even when they both belong to the same lexical category.
Nonetheless, as we have already proved in Chapter 1, POS tags do not suffice as a source of
information that enables this distinction, and thus one might want to employ a completely
different set of semantic tags instead [AB17].
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2.1.

Part-Of-Speech tagging

The argument that knowing the lexical category of a word is helpful when trying to
determine the syntactic structure of its surroundings is indeed a compelling one. For
example, nouns are usually preceded by determiners or adjectives, and tend to form
part of a larger noun phrase [JM09]. However, we must ask ourselves how is it possible
to determine a set of fine-grained POS tags that covers all different morphological and
syntactic behaviors which words can have within a sentence.
Without committing to any particular language, the linguistic community agrees that 3
major universal POS categories exist: nouns, verbs and adjectives. From there, various
secondary POS categories that present similar morphological or distributional properties
can be added. This being said, committing to a particular tagset is an issue subject to the
target language and multiple linguistic considerations beyond the scope of this work. In the
case of English, the Penn Treebank tagset [MMS93] is the most widely used [JM09].
The state-of-the-art POS tagging accuracy is over 97% for many languages, a score
that prompted many researchers to claim that POS tagging is essentially a solved problem
[Man11]. Nonetheless, we must mention that it is possible to obtain high tagging accuracies
using relatively simple methods, and that increasing still low sentence accuracy scores has
the potential to bring improvements in downstream tasks [ID10].

2.1.1.

The Penn Treebank Part-Of-Speech Tagset

Most language processing applications for English employ the Penn Treebank POS tagset
[MMS93] shown in Table 2.1, which has been used to label a wide range of corpora [JM09].
As we discuss in Chapter 3, having access to tagged corpora is a necessary resource for many
classes of tagging models, particularly the ones that try to model statistical distributions.
The most notorious corpus for English is perhaps the Brown corpus [FK79], which contains
over a million words extracted from approximately 500 texts published in 1961. The
Wall-Street Journal (WSJ) corpus is also a notorious resource that contains a million words
from articles published in the Wall Street Journal in 1989 [JM09].
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Despite the moderate number of different tags in the Penn Treebank POS tagset, it is
possible to broadly classify them into closed class and open class tags. Closed class tags
represent a finite set of typically function words, such as determiners ( DT ) or prepositions,
( IN ) that prominently serve a grammatical purpose and contain relatively little lexical
information. Open class tags, such as singular proper nouns ( NNP ), represent sets can
accept an arbitrary number of potentially recently coined words.
CC coordinating conj.: and, but, or
CD cardinal number: one, two
DT determiner: a, the
EX existential there: there
FW foreign word: mea culpa
IN preposition & sub. conj.: of, in, by
JJ adjective: yellow
JJR comparative adjective: bigger
JJS superlative adjective: wildest
LS list item marker: 1, 2, One
MD modal: can, should
NN singular noun or mass: llama
NNS plural noun: llamas
NNP singular proper noun: IBM
NNPS plural proper noun: Carolinas
PDT predeterminer: all, both
POS possessive ending: ’s
PRP personal pronoun: I, you, he

PRP$ possessive pronoun: your, one’s
RB adverb: quickly, never
RBR adverb, comparative: faster
RBS adverb, superlative: fastest
RP particle: up, off
SYM symbol: +, %, &
TO "to": to
UH interjection: ah, oops
VB verb base form: eat
VBD verb past tense: ate
VBG verb gerund: eating
VBN verb past participle: eaten
VBP verb non-3sg present: eat
VBZ verb 3sg present: eats
WDT wh-determiner: which, that
WP wh-pronoun: what, who
WP$ wh-possessive: whose
WRB wh-adverb: how, where

Table 2.1: Penn Treebank POS tags excluding punctuation related tags [MMS93], with
example words extracted from [JM09].

2.2.

Universal semantic tagging

Semantic parsing is the task of obtaining a meaning representation of a given phrase.
In this thesis, we assume that this analysis is performed by composing formal meaning
representations of lexical items [BCS+ 04] driven by syntactic derivations of Combinatory
Categorial Grammars (CCG) [Ste96]. We will also adopt λ-expressions as a means of
representing semantics and simply typed λ-calculus as our computational model of choice
[MMMB]. These topics are covered in depth in Chaper 5, but the main relevant topic at
this point is finding a way of assigning lexical semantics to tokens at a certain position
within a syntactic derivation tree.
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One might decide to use the lexical information provided by POS tags in order to
associate lexical semantics to tokens. Such an example is shown in Equation 2.5, where
we consider the phrases glass window and clear window. The token window is assigned to
syntactic category N , denoting a nominal constituent. Similarly, both the tokens glass and
clear correspond to syntactic category N/N , indicating that they combine with a nominal
constituent of category N on its right to produce a larger constituent of category N .
glass NN / clear JJ

,

N/N
NN 7→ λEλF λx. E(x) ∧ F (x)
JJ 7→ λEλF λx. E(x) ∧ F (x)

window NN

(2.5)

N
NN 7→ λEλx. E(x)

In the example shown in Equation 2.5, we were able to specify a set of rules that
assign lexical semantics to tokens based on their syntactic categories and POS tags. Thus,
tokens with syntactic category N and POS tag NN will be mapped to the expression
λEλx. E(x). Likewise, tokens with syntactic category N/N will be mapped to the expression λEλF λx. E(x) ∧ F (x) when their associated POS tags are either NN or JJ . Note that,
in the leaf nodes of the syntactic derivation tree, we adopt the convention that the lexical
form of the corresponding token becomes the first argument of its semantics.
However, there are many situations were POS tags do not provide sufficient information
for assigning lexical semantics. The class of determiners constitutes an illustrative example
[AB17], as shown in Equation 2.6 by considering the phrases any restaurant and some
restaurant. Despite the fact that the tokens any and some must be associated to different
semantics, POS tagging labels them both as determiners ( DT ). One must then decide on
the semantics of the token associated to a syntactic category N P/N by examining its
surface form. While feasible, such an approach is tedious, increases the complexity of
semantic parsing and fails to generalize across different languages
any DT / some DT

,

N P/N
’any’ 7→ λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → F3 (x)))
’some’ 7→ λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x))

7

restaurant NN
N
NN 7→ λEλx. E(x)

(2.6)

2 TAGGING TASKS

Furthermore, this is by far not the only situation where POS tags are not sufficiently
informative on the semantic dimension. Among many other cases of ambiguity, POS tags
do not distinguish between coordinating conjunctions nor commas with different semantic
functions; and they also fail to differentiate between auxiliary verbs and content verbs or
intersective and subsective adjectives [AB17].
Finally, another important aspect when considering lexical semantics is being able to
differentiate between different types of Named Entities (NE). This is because one might
want to assign different lexical semantics depending on whether such entities are persons,
organizations, locations, geo-political entities, events, artifacts, etc. Under POS tagging,
all proper nouns are either assigned to the tag NNP or the tag NNPS , without any other
useful fine-grained distinctions.
The Univesal Semantic Tagset and the task of universal semantic tagging [AB17] help
overcome the shortcomings of POS tags by suggesting a set of semantic tags (or sem-tags)
that are agnostic to the syntax and morphology of any given language and concerned only
with the meaning contribution of their associated tokens in the spirit of the principle of
compositional semantics.

2.2.1.

The Universal Semantic Tagset

The Univesal Semantic Tagset [AB17] differs from any POS tagset because it is semantically
rich, data-driven, and not tied to a particular syntax. It was originally motivated via the
Parallel Meaning Bank (PMB) project, where it currently contributes to the cross-lingual
projection of semantic representations [ABE+ 17].
The most recent version of the universal semantic tagset is depicted in Table 2.2.
Similarly to the Penn Treebank tagset [MMS93], we can find closed tag classes and open
tag classes. In particular, the coarse semantic tags ATT , COM , NAM , EVE and UNE cover
both open and closed class tags, while the rest of the coarse tags cover mainly closed tag
classes. The semantic tags that model closed class tokens both disambiguate typically
highly ambiguous words and agglutinate cross-lingual spelling variants.
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NOT negation: not, no, neither, without
NEC necessity: must, should, have to
POS possibility: might, could, perhaps, can

ANA PRO anaphoric & deictic pronoun: I, her
anaphoric

ACT
speech
act

ATT
attribute

COM
comparative

UNE
unnamed
entity

DXS
deixis

LOG
logical

DEF
HAS
REF
EMP
GRE
ITJ
HES
QUE
QUC
QUV
COL
IST
SST
PRI
DEG
INT
REL
SCO
EQU
MOR
LES
TOP
BOT
ORD
CON
ROL
GRP
DXP
DXT
DXD
ALT
XCL
NIL
DIS
IMP
AND

definite: the
possessive pronoun: my, her
reflexive/reciprocal pronoun: each␣other
emphasizing pronoun: himself
greeting & parting: hi, bye
interjection & exclamation: alas, ah
hesitation: err
interrogative: who, which, ?
concrete quantity: two, six␣million, twice
vague quantity: millions, many, enough
colour: red, crimson, light␣blue
intersective: open, vegetarian, quickly
subsective: skillful surgeon, tall kid
privative: former, fake
degree: 2 meters tall, 20 years old
intensifier: very, much, too, rather
relation: in, on, ’s, of, after
score: 3-0, grade A
equative: as tall as John, whales are mammals
comparative positive: better, more
comparative negative: less, worse
superlative positive: most, mostly
superlative negative: worst, least
ordinal: 1st, 3rd, third
concept: dog, person
role: student, brother, prof., victim
group: John {,} Mary and Sam gathered
place deixis: here, this, above
temporal deixis: just, later, tomorrow
discourse deixis: latter, former, above
alternative & repetition: another, again
exclusive: only, just
empty semantics: {.}, to, of
disjunction & exist. quantif.: a, some
implication: if, when, unless
conjunction & univ. quantif.: every, and

SUB
COO
APP
BUT

subordinate relation: that, because
coordinate relation: so, {,}, {;}, and
appositional relation: {,}, which
contrast: but, yet

PER
GPE
GPO
GEO
ORG
ART
HAP
UOM
CTC
URL
LIT
NTH
EXS
ENS
EPS
EXG
EXT

person: Axl␣Rose, Sherlock␣Holmes
geo-political entity: Paris, Japan
geo-political origin: Parisian, French
geographical location: Alps, Nile
organization: IKEA, EU
artifact: iOS␣7
happening: Eurovision␣2017
unit of measurement: meter, $, %
contact information: 112, me@rug.nl
URL: http: // pmb. let. rug. nl
literal usage of a name: his name is John
undefined name: table 1a, equation (1)
untensed simple: to walk, is eaten
present simple: we walk, he walks
past simple: ate, went
untensed progressive: is running
untensed perfect: has eaten

NOW
PST
FUT
PRG
PFT

present tense: is skiing, do ski, has skied
past tense: was baked, had gone, did go
future tense: will, shall
progressive: has been being treated
perfect: has been going/done

DAT
DOM
YOC
DOW
MOY
DEC
CLO

full date: 27.04.2017, 27/04/17
day of month: 27th December
year of century: 2017
day of week: Thursday
month of year: April
decade: 80s, 1990s
clocktime: 8:45␣pm, 10␣o’clock, noon

MOD
modality

DSC
discourse

NAM
named
entity

EVE
events

TNS
tense &
aspect

TIM
temporal
entity

Table 2.2: Universal Semantic Tagset version 0.7 containing 73 semantic tags grouped into
13 meta-tags, as presented in [AB17].
In principle, semantic tags provide semantic information that treats adjectives and
adverbs uniformly and is disjunct from thematic roles, syntax and lemma. Due to this
level of abstraction, semantic tags are suitable for cross-lingual applications. We show that
we can use semantic tags to define semantic templates [MMMB] in Chapter 5. For now,
we will just show in Equation 2.7 that it is straight-forward to rewrite semantic rules for
the previously problematic Equation 2.6 using semantic tags.
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any AND / some DIS

,

N P/N
AND 7→ λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → F3 (x)))
DIS 7→ λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x))

2.3.

restaurant CON

(2.7)

N
CON 7→ λEλx. E(x)

Tokenization and other challenges

In general, we assume that a tokenization process takes places before any tagging task.
Up until this point, we have been using the term token as a synonym for a meaningful
atom that is associated to a tag. However, and specially for semantic tagging, choosing a
method for tokenizing the input data should be a matter of special consideration.
One of the main challenges in tokenization is handling Multi-Word Expressions (MWE),
that is complex lexical units that expand over multiple words but where the properties
of the compound do not decompose over the components. If we consider expressions
such as ice cream or kick the bucket, the compound should only be assigned a single tag
corresponding to the associated noun or action, rather than different tags for each word.
Thus, MWEs should be identified and accounted for prior to or during the tagging process,
and this is a problem to which we will come back in Chapter 4.
Yet another challenge for tagging models comes in the form of unknown words. Unknown
words are words that either do not have an associated rule (in rule-based approaches) or
do not occur in the training data (in statistical approaches). As discussed in Chapter 3,
one needs a pragmatical solution to deal with them such as smoothing techniques or a
default tag to which such words can be mapped.
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3.

Tagging models

In order to formally discuss tagging problems, we need to first convene to a mathematical
notation. For the remaining part of this thesis, we will refer to a sequence of n untagged
tokens as w1n , equivalent to w1 , ..., wn . In a similar fashion, a sequence of n tags will be
written as either tn1 or t1 , ..., tn . A potentially empty subsequence spanning from the i-th
to the j-th element of any sequence will be represented as wij or tji .
This thesis generally assumes that the number of possible tokens and tags in a training
set is defined by a closed vocabulary and a tagset, which we will represent with the letters
V and T respectively. Thus, for any given sequence of n tokens, it holds that w1n ∈ W n ;
and for any given sequence of tags we have that tn1 ∈ T n .
As we mentioned in the preceding Chapter 2, the goal of problems within the tagging
family is to find a sequence of tags t̂n1 that matches a given sequence of words w1n such that
the posterior probability P (t̂n1 | w1n ) is as high as possible:
t̂n1 = arg max P (tn1 | w1n )

(3.1)

n
tn
1 ∈T

Many techniques have been applied in order to solve these problems. Statistical taggers
try to learn probability distributions from a training corpus and use them to find the most
likely tag sequence. Rule-based taggers, as the name suggests, use a set of rules to assign
plausible tags. It is out of the scope of this work to provide an accurate description of
them all, and what we will give instead is sufficient background to understand the scope of
the experiments performed in the subsequent chapters and their implications.
The reader will note that we will often discuss Part-Of-Speech (POS) taggers, despite
POS tagging not being a central topic in this thesis. This is due to the long-sustained
attention that POS tagging has enjoyed on behalf of the research community [JM09],
and the fact that there are virtually no published results on universal semantic tagging.
Thankfully, POS tagging and universal semantic tagging are nearly identical problems
from a computational perspective, which means that successful techniques in one task are
easily transferable to the other and contrariwise.
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3.1.

Discriminative and generative models

Human languages typically contain a large number of words and constructions. Because
of this variability, one realizes that it is impossible to accurately compute the posterior
probability P (tn1 | w1n ) in Equation 3.1. Thus, statistical tagging models typically make some
simplifying assumptions. We will distinguish between models that attempt to estimate the
posterior probability directly, also known as discriminative models; and models that estimate
the likelihood and prior probabilities instead, also known as generative models.
The reasoning behind discriminative models starts by considering the definition of
conditional probability, which allows us to write:
n
Y

P (w1n , ti1 )
n
n
P
(t
,
w
)
i=1
1
1
P (tn1 | w1n ) =
= Y
n
P (w1n )
P (w1n , ti−1
1 )

(3.2)

i=1

Furthermore, by using the chain rule of conditional probability and grouping the factors
present in Equation 3.2, we arrive at the following:
P (tn1 | w1n ) =

n
Y

P (ti | w1n , t1i−1 )

(3.3)

i=1

Equation 3.3 does not present a problem any simpler than Equation 3.2. However,
the formula is presented in a manner that allows for some independence assumptions
which make computing P (tn1 | w1n ) as the product of approximable quantities feasible.
Traditionally, two assumptions are made in tagging problems. The first one is that each
ti is only dependent on wi and independent with respect to all other tokens. The second
assumption is that ti is only dependent on a certain number of previous tags, and we refer
to models that condition on the most recent k − 1 tags k-gram models.
i−1
P (ti | w1n , ti−1
1 ) ≈ P (ti | wi , t1 )

(3.4)

n i−1
P (ti | w1n , ti−1
1 ) ≈ P (ti | w1 , ti−k+1 )

(3.5)
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Finally, we can substitute Equation 3.4 and Equation 3.5 into Equation 3.3 to obtain
a product of terms representing the conditional probabilities of each tag given their
corresponding token and previous tags. Such terms can be approximated from a labeled
corpus using techniques such as Maximum Likelihood Estimation (MLE) or Expectation
Maximization (EM).
t̂n1

=

arg max P (tn1
n
tn
1 ∈T

|

w1n )

=

n
Y

i−1
P (ti | wi , ti−k+1
)

(3.6)

i=1

The approach chosen by generative models is slighly different than the one of discriminative models. Considering again Equation 3.1, we can rewrite it using Bayes rule as shown
in Equation 3.7. Note that the normalization constant P (w1n ) can be discarded since it
does not affect the result of our maximization problem:
t̂n1 = arg max P (tn1 | w1n )
n
tn
1 ∈T

= arg max
n
tn
1 ∈T

P (w1n | tn1 )P (tn1 )
P (w1n )

(3.7)

∝ arg max P (w1n | tn1 )P (tn1 )
n
tn
1 ∈T

It is once again unfeasible to estimate the likelihood and prior probabilities P (w1n | tn1 )
and P (tn1 ) directly due to the dimensionality of the associated data. By adopting the same
independence assumptions which were presented in Equation 3.4 and Equation 3.5, and
further assuming that the probability of a token appearing at a certain position is only
dependent on the associated tag, we are able to write the following:
P (w1n

|

tn1 )

=

n
Y

P (wi | ti )

(3.8)

i−1
P (ti | ti−k+1
)

(3.9)

i=1

P (tn1 ) =

n
Y
i=1

Having empirically defined the likelihood and prior probabilities, the only remaining
step is to substitute these definitions into Equation 3.7 to arrive at the descriptive formula
for generative models shown in Equation 3.10.
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t̂n1 ∝ arg max P (w1n | tn1 )P (tn1 )
n
tn
1 ∈T

= arg max
n
tn
1 ∈T

= arg max
n
tn
1 ∈T

3.2.

n
Y
i=1
n
Y

P (wi | ti )

n
Y

P (ti | ti−1
i−k+1 )

(3.10)

i=1
i−1
P (wi | ti )P (ti | ti−k+1
)

i=1

Most Frequent Class taggers

The main difficulty of a tagging problem such as POS tagging is finding a method for
resolving the ambiguity that arises when a given surface form of a token can be assigned
to different tags depending on its context. Most surface forms such as proper nouns are
not ambiguous, but the ambiguous forms typically represent some of the most common
words in a language. In the case of English, between 55% and 67% of the tokens in a text
are ambiguous, as shown in Table 3.1.
Surface forms
Unambiguous (1 tag)
Ambiguous (≥ 2 tags)
Tokens
Unambiguous (1 tag)
Ambiguous (≥ 2 tags)

WSJ

Brown

44,432 (86%)
7,025 (14%)

45,799 (85%)
8,050 (15%)

577,421 (45%) 384,349 (33%)
711,780 (55%) 786,646 (67%)

Table 3.1: The amount of tag ambiguity for token surface forms and tokens in a POS-tagged
version of the WSJ corpus and the Brown corpus [FK79], adapted from [JM09].
Nonetheless, the distribution of possible tags linked to a particular surface form is far
from uniform, with some tags being much more frequent than others. One could entertain
the idea of a simple baseline approach that merely maps each token to the tag with which
it is associated most often in the training data. These models are called Most Frequent
Class (MFC) taggers and, despite their simplicity, obtain tagging accuracies ranging from
80% to 90% depending on the dataset and language [ID10]. Thus, when assessing the
performance of more advanced models, it is important to consider taggers such as MFC in
order to gain some perspective on the significance of the evaluation metrics.
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3.3.

Transformation-Based Learning

Early attempts at formulating POS tagging models employed a set of handcrafted rules
together with the vocabulary W in order to specify the conditions under which tags could
be assigned to tokens [ID10]. However, this required both extensive manual work and
linguistic knowledge, which made the approach impracticable in many situations.
Back in those days, a particularly revolutionary approach known as TransformationBased Learning (TBL) allowed for automatically learning the required linguistic rules
[Bri95]. In short, the algorithm assigns a tag to every token in the training corpus either
by using a rule from a set of known rules or randomly when no applicable rules exist.
Then, the algorithm tries to induce the template-based rule capable of correcting the most
mistakes, adds the rule found to the set of known rules and tags the training corpus again.
New rules keep being found until the error rate is not reduced anymore or until it falls
below a predefined threshold.
The TBL tagger stands the test of time and still today poses some advantages over more
modern statistical and neural approaches. This is the case because the rule templates used
can virtually utilize any source of information available to them, and the trained model is
easily interpretable by humans and not bound to overfitting. The TBL tagger was trained
and tested on the Wall-Street Journal (WSJ) corpus, achieving an accuracy of 96.6% and
learning 690 different rules.

3.4.

Hidden Markov Models

Hidden Markov Models (HMM) constitute a widely studied statistical formalism for POS
tagging and fall under the umbrella of generative models described by Equation 3.10.
When considering a tagging problem, one can only observe the tokens of a given phrase
directly, which are generated by the emission probabilities P (wi | ti ). Thus, the tags
associated to the tokens become hidden (non-observable) states of the model and the terms
P (ti | ti−1 ...ti−k+1 ) denote the transition probabilities between them.
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Training a HMM entails maximizing the probability of generating an observed sequence
of tokens. It is possible to approximate both the emission and transition probabilities
using MLE and a tagged corpus as shown in Equation 3.11. Note that, in our formulas,
C(wi , ti ) denotes the number of times a word wi is labeled with the tag ti . Similarly,
i+x
C(ti+x
i ) represents the number of occurrences of the tag sequence ti .
P (wi | ti ) =

C(wi , ti )
C(tii )

P (ti | ti−1 ...ti−k+1 ) =

t1

t2

tn-1

tn

w1

w2

wn-1

wn

C(tii−k+1 )
i−1
C(ti−k+1
)

(3.11)

Figure 3.1: Visual representation of a first order HMM defining a joint probability P (w1n , tn1 ).
Transition probabilities are only conditioned on the previous hidden state (k = 2).
However, finding the most likely sequence of tags associated with an observed sequence
is a computationally complex problem, since there might be many possible state sequences
(or paths) that generate the observed tokens. In general, one is interested in obtaining the
path with the highest probability π̂ as defined in Equation 3.12.
P (w1n | π̂) = arg max P (w1n | π)

(3.12)

π

The Viterbi algorithm [JM09] is a dynamic programming procedure capable of computing
the path π̂. Assuming a starting state s and an ending state e, it computes the joint path
and emission probability as V (n, e), defined recursively in Equation 3.13. Furthermore, we
can build the path π ∗ after all V (i, j) quantities have been computed by tracing back our
choices from V (n, e) to V (1, s).
Initialization:
Recursion:

V (1, s) = 1
V (i, j) = max V (i − 1, l)P (tj | tlj−k+1 )P (wi | tj )
l
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The TnT tagger is a system that employs the HMM formulation using a context window
of k = 3 tokens by default [Bra00]. This tagger also features other enhancements, such as
smoothing of the estimated prior probabilities using linear interpolation and the use of
a differentiated set of tags for uppercase and lowercase words. To increase the efficiency
of the tagger, beam search is used in conjunction with the Viterbi algorithm to prune
non-promising search paths while scanning a given sentence. The TnT tagger achieves an
accuracy of 96.7% on the Penn Treebank [MMS93].

3.5.

Conditional Random Fields

The HMM architecture presented in the previous section is effective in the POS tagging
task [CKPS92], but some issues with the formalism exist. The most important shortcoming
is that HMMs only capture dependences between each tag and its corresponding token,
failing to take potentially informative previous and later tokens into account. Furthermore,
HMMs learn the joint distribution of tags and tokens P (w1n , tn1 ), while in tagging tasks it
would be more convenient to learn the conditional probability P (tn1 | w1n ) directly.
A Conditional Random Field (CRF) is an undirected probabilistic graphical model with
nodes denoting random variables and edges denoting dependencies between those variables
[LMP01]. They are an example of discriminative models defined by Equation 3.3 capable of
modeling the dependence between each tag and the entire sequence of tokens. Instances of
CRFs which only model the dependency between neighboring tags directly are called linear
chain CRFs and are typically used in tagging instead of more general forms [JM09].

t1

t2

tn-1

tn

wn1

Figure 3.2: Visual representation of a linear chain CRF defining a conditional probability
P (tn1 | w1n ). The entire observed sequence is available at any given state of the model.
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We can define the distribution P (tn1 | w1n ) as shown in Equation 3.14 [LMP01]. In our
formulation, Z(w1n ) is a normalization constant, φ denotes the set of feature functions, and
θ represents the set of model parameters which need to be estimated in training time.
n
K
X
1 Y
=
exp
θk φk (ti , ti−1 , w1n , i)
Z(w1n ) i=1
k=1

!

P (tn1

|

w1n ; θ)

∝ exp

K
X
k=1

θk

n
X

!

(3.14)

φk (ti , ti−1 , w1n , i)

i=1

The parameters of a CRF model can be computed using MLE by considering a training
set D = {(Wi , Ti ) : i = 1, . . . , N } where each pair (Wi , Ti ) contains a sequence of tokens
and its corresponding sequence of tags. The objective function shown in Equation 3.15
follows, where the penalty incurred by a training example is the negative log-probability of
the correct tag sequence and a regularization factor [GRDB07]. Then, one can employ the
back-propagation algorithm in order to obtain a set of optimal parameters [Hay98].
N
Y

C
L(θ, D) = − log
P (Ti | Wi ; θ) + kW k2
2
i=1

!

(3.15)

Finally, the decoding process on a CRF is simply the problem of finding a sequence
of tags that maximizes the conditional probability P (tn1 | w1n ) given the set of optimal
parameters. This search can be solved efficiently using the Viterbi algorithm as in the
case of HMMs. Approaches that employed CRFs for POS tagging report accuracy scores
revolving around 97.0% for English on the Penn Treebank [SRLK14].

3.6.

Artificial Neural Networks

Following important technological developments, Artificial Neural Networks (ANN) have
become a wide-spread representation learning technique which has given birth to some
of the best-performing systems in various areas. However, neural networks have not
consolidated as a popular modeling choice for POS tagging, possibly because of the not
entirely favorable trade-off between added complexity and performance improvement.
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ANNs are created by combining a number of basic components called perceptrons (or
units). A perceptron typically has an input vector x ∈ Rl , a weight vector w ∈ Rl , a bias
term b ∈ R, and an activation function f . The only duty that these units perform is to
compute an output ŷ ∈ R as a squashed weighted sum of the input vector:
ŷ = f (wx + b)

(3.16)

Moreover, the output of a perceptron can be turned into a component of the input vector
of another perceptron. By considering a collection of ordered disjoint sets of perceptrons and
making the output of each perceptron in a given set become an input for each perceptron
in the next set, one can construct a type of feed-forward network known by the name of
Multi-Layer Perceptron (MLP) or simply deep neural network.

Input layer

Hidden layer

Output layer

Figure 3.3: Visual representation of an MLP containing 3 layers. The output of each
perceptron in a given layer is connected to all perceptrons in the next layer.
.
An MLP can approximate any continuous multivariate function to any degree of accuracy,
provided there are sufficiently many hidden perceptrons [HSW89]. Thus, it is possible to
make MLPs learn complex functions by selecting the appropriate values for the weight
and bias terms in each contained perceptron. This can be achieved using a process known
as backpropagation [Gur97], which iteratively presents training input examples to the
network and computes the resulting output. The mismatch observed between the output
and the desired value is propagated backwards in order to adjust the network parameters
via gradient descent according to Equation 3.17 and Equation 3.18.
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In our formulation, W(t−1) ∈ Rn×n is the previous weight matrix and W(t) ∈ Rn×n the
updated weight matrix at a time step t. The same superscript notation applies to the
bias vector b ∈ Rn . These values are updated according to the value of their gradient
with respect to a loss function E and the quantity γ(t), known as the learning rate. The
interested reader can check the entire derivation from a more detailed source [Hay98].
"

W

(t)

=W

(t−1)

∂E
− γ(t) ·
∂wij
"

b(t)

∂E
= b(t−1) − γ(t) ·
∂bi

#

(3.17)
wij ∈W(t−1)

#

(3.18)
bi ∈b(t−1)

One of the earliest attempts at using an MLP for POS tagging is the Net-tagger system
[Sch94], which uses a wide-range of information sources such as the surface form of tokens
and their context as inputs to the network. In contrast, each unit in the output layer
is responsible for outputting the likelihood of a single POS tag. The results presented
show an accuracy improvement of approximately 2% over HMM models in the particular
dataset employed. It is worth mentioning that Net-tagger has inspired many similar tagging
architectures in languages other than English [Jan04, Bo08].

3.6.1.

Recurrent Neural Networks

We will now consider another type of neural networks known as Recurrent Neural Networks
(RNN), which are able to capture the dynamics of sequences present in tagging problems
through loops in their structure [Lip15]. At each time step t, a hidden unit of an RNN
takes an input vector x(t) ∈ Rn and the output of the previous hidden unit h(t−1) ∈ Rm .
The next hidden state h(t) is then computed by applying the following recursive operation,
where W ∈ Rm×n , U ∈ Rm×m , and b ∈ Rm are the weight and bias parameters respectively,
and f is the activation function of the hidden unit [KJSR16].
h(t) = f (Wx(t) + Uh(t−1) + b)
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A hidden state h(t) as currently formulated should be able to summarize all historical
information up to the time step t. However, this is not the case in practice, since numerical
approximation problems can make the transfered gradient value vanish or explode in long
sequences [BSF94]. This problem motivated the creation of gating units that replace the
function f and enable RNNs to memorize information even in sequences spanning over a
large number of time steps.
yt−2

yt−1

6

6

-

6

-

yt

6

6

xt−2

xt−1

yt+2

6

6

6

-

6

yt+1

6

6

6

xt

6

-

-

6

6

xt+1

xt+2

Figure 3.4: Visual representation of a multi-layer RNN extracted from [ZSV14]. Each
hidden unit receives the output of the current input unit and the previous hidden unit,
and sends information to the next hidden unit and the hidden unit in the upper layer.

3.6.2.

Gating mechanisms

Long Short-Term Memory (LSTM) units are an extensively studied gating mechanism that
allows RNNs to avoid the vanishing gradient problem [HS97]. An LSTM unit introduces
a cell state c ∈ Rn and computes the values h(t) and c(t) at each time step t by taking
into account the input vector x(t) , the output of the previous hidden unit h(t−1) , and its
previous cell state c(t−1) . The interaction is described in detail in Equation 3.20, where
the terms i(t) , f (t) , o(t) are referred to as input, forget and output gates respectively, the
symbols σ and φ denote the application of element-wise sigmoid and hyperbolic tangent
functions, and indicates element-wise multiplication [KJSR16].
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i(t) = σ(Wi x(t) + Ui h(t−1) + bi )
f (t) = σ(Wf x(t) + Uf h(t−1) + bf )
o(t) = σ(Wo x(t) + Uo h(t−1) + bo )
c(t) = f (t)

c(t−1) + i(t)

h(t) = o(t)

φ(c(t) )

(3.20)

φ(Wg x(t) + Ug h(t−1) + bg )

Furthermore, it is possible to extend both the vanilla RNN and LSTM architectures by
adding hidden units in additional layers. The procedure is similar to the process of building
MLPs and simply makes the units in the next layer accept the input h(t) from the previous
layer at each time step t, as shown in Figure 3.4. Nowadays, these deep architectures are
necessary in order to obtain state-of-the-art performance in various tasks [PGCB13].
Aside from LSTMs, other typologies of gating mechanisms exist and are used in the
literature. The most notorious ones are Gated Recurrent Units (GRU) [CvMG+ 14], which
are characterized by a reset gate r(t) and an update gate z(t) . Intuitively, these two gates
attempt to control how much information from the previous hidden state and the current
input is taken into account. GRUs proceed using the following transformations:
r(t) = σ(Wr x(t) + Ur h(t−1) )
z(t) = σ(Wz x(t) + Uz h(t−1) )
h(t) = (1 − z(t) )

3.6.3.

(3.21)

h(t−1) + z(t)

φ(Wx(t) + U(r(t)

h(t−1) ))

Bidirectionality

We have seen that LSTM networks can efficiently capture past information within an
arbitrary long sequence and use that information at any particular time step. However,
in tagging tasks, the information provided by future tokens and tags in a given phrase
can be as important as the past history. In a manner remarkably similar to HMMs, the
LSTM networks described up to this point fail to incorporate future events for modeling,
since the information always flows linearly from one time step to the next and never in the
opposite direction.
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Nonetheless, it is possible to design a network that can capture both past and future
information by considering two separate LSTM layers. While having both LSTM layers
connected to the input and the output layers, one can make the information in them
flow in opposite directions and create a Bidirectional LSTM network (BLSTM) [SP97].
Thus, the first layer incorporates the recurrent connections from past time steps, and
the second layer incorporates the recurrent connections from future time steps. Finally,
the output of the network can be computed as shown in Equation 3.22, where S denotes
the output activation function and ⊕ indicates element-wise addition or an otherwise
combining operation.
ŷ (t) = S(Wh~h~(t) ⊕ W~h~h(t) + bŷ )

(3.22)

The effectiveness of BLSTMs together with word embeddings for POS tagging has been
researched by [PSG16], concluding that they are superior to HMM and CRF models for
English and a variety of other languages. Other similar studies include a variation of the
BLSTM model which features a CRF in the output layer replacing the output activation
function as shown in Figure 3.5, and obtain accuracy scores of approximately 97.5% using
their respective training and test datasets [HXY15, MH16].

CRF layer

Forward layer

Backward layer

Input layer

Figure 3.5: Visual representation of a BLSTM neural network featuring a CRF in its
output layer. The block on the right illustrates the structure of each hidden LSTM unit.
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The model in [BPB16] further considers applying BGRU networks to the task of universal
semantic tagging. The structure of their suggested model is hierarchical and employs both
GRUs at an upper level and residual networks at a lower level [HZRS16]. While the version
of the Universal Semantic Tagset used differs from the one presented in Section 2, this
model achieves an accuracy of 83.64% when evaluated on the corresponding gold test data.
The underlying implication appears to be that, currently, universal semantic tagging is a
far more challenging task than POS tagging.

3.6.4.

Residual Networks

It is often the case that deeper ANN models outperform shallower alternatives. However, it
has also been observed that one cannot simply keep adding layers since at some point the
training accuracy gets saturated and decreases. This numerical impossibility of learning an
optimal mapping in very deep networks is also know as the degradation problem, an it is
addressed by a neural architecture known as Residual Network (ResNet) [HZRS16].
Instead of making all layers in a neural network jointly learn a function y = G(x), one
can define a residual function F(x) such that y = F(x) + WF x for some parameters WF .
ResNets work under the hypothesis that the residual function F is easier to optimize than
the global function G by stacking residual blocks like the one shown in Figure 3.6.

x
3×3 convolution

ReLU
3×3 convolution

ReLU
Figure 3.6: Visual representation of a residual block containing two convolutional operations
using a 3 × 3 filter and a shortcut representing the identity function.
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In this thesis, we will only consider residual blocks based on the identity mapping and
where the input and output dimensions are the same, which can be defined without the
need of additional parameters by Equation 3.23. Here, we employ term xi to represent the
input of a residual block and the term yi to refer to its output.
yi = Fi (xi ) + xi

(3.23)

The effectiveness of ResNets lies in the experimental evidence that learning a mapping
Fi (xi ) ≈ 0 in unnecessary residual blocks is a computationally easier task that learning the
unreferenced mapping yi ≈ xi . Being able to learn these residual mappings effectively allows
ResNets to construct arbitrarily deep architectures and gain maximal representational
capabilities without incurring in degradation.
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4.

Building a semantic tagger

A significant part of the present thesis focuses on building efficient and usable models for
the task of universal semantic tagging [AB17]. This is done by drawing on state-of-the-art
models for Part-Of-Speech (POS) tagging [HXY15, MH16] and universal semantic tagging
[BPB16], since both tasks share a similar formulation from a machine learning perspective
and published results are practically nonexistent for the latter. The resulting software tool
which we implemented is available from https://github.com/ginesam/semtagger, and
employs Keras with a Tensorflow backend [C+ 15] in order to represent neural models that
can have its parameters and architecture seamlessly customized.
We will next discuss a wide range of topics that are connected with the implementation
of such a tool from a technical perspective, such as the data used, preprocessing steps,
feature engineering, parameter optimization and other intrinsicalities. Finally, we compare
the performance of different typologies of models and identify some recurrent difficulties in
the task of universal semantic tagging.

4.1.

The Parallel Meaning Bank

The data that we use to train and test our models comes exclusively from the Parallel
Meaning Bank (PMB) [ABE+ 17], which is a reasonably-sized semantically annotated parallel corpus for English, German, Dutch and Italian. It contains texts in raw and tokenised
formats, word senses, thematic roles, and formal meaning representations. Naturally, it
also contains tokenized and semantically tagged sentences that can be used for our purpose
of training a universal semantic tagger in a supervised manner.
The semantically tagged documents present in the PMB fall within 3 different categories
according to the quality of the associated tags: gold, silver and bronze. Gold documents
are manually tagged by semanticists and can be considered correct, albeit they might suffer
from inter-annotator disagreement. On the other end of the spectrum, bronze documents
are automatically tagged using the TnT tagger [Bra00]. Silver documents are essentially
bronze sentences that include at least one correction made by a human.
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Upon inspection, one can easily realize that the bronze data contains many mistakes,
rarely comprising any sentences where all semantic tags could be considered correct. The
same can be said about the silver data, since a typical silver document contains a single
correction. Because of these fundamental differences between different subsets of data, in
this thesis we decide to ignore the bronze data completely.
We further randomly split both the gold and silver subsets into training data and test
data, as shown in Table 4.1. Ideally, one would like to train a tagging model using only
gold training data, but this is infeasible due to the limited number of documents that the
gold subset contains. Thus, all tagging models presented in the current chapter of this
thesis are jointly trained using the gold and silver training splits, and separately evaluated
on each of the gold and silver test splits.
Parallel Meaning Bank (PMB) splits
Gold data
Silver data
Training
Test
Training
Test
4,894
544
56,465
6,274
Table 4.1: Number of documents in each of our generated splits of the PMB. Both training
splits account for approximately 90% of the gold and silver sentences respectively.

4.2.

Document length normalization

There are further differences between the gold and silver documents in the PMB. Possibly
because manually tagging a document is a laborious task, gold documents tend to be
shorter than silver documents and are often comprised of a single sentence. Nonetheless,
silver documents usually contain many more sentences in comparison.
It is often the case that, when building recurrent neural models for POS tagging, one
limits the length of the input sequences forwarded to the network [BPB16]. This practice
attempts to make the tagging problem more consistent and to avoid issues associated with
very long sequences such as vanishing gradients, exploding gradients, or excessively dilated
training times [CZH+ 17].
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Number of words

Figure 4.1: Distribution of document lengths in the gold and silver training splits combined
after dividing documents into sentences.The results reported in this thesis limit their input
length at the percentile 0.95 of this distribution (42 words).
This self-imposed length limitation is problematic because the combined gold and
silver training sets of the PMB present a document length distribution with a remarkably
elongated tail. Thus, many documents which could contain informative input sequences
would be truncated while training our models. In order to make better use of our data,
we split the PMB documents into sentences, and consider each resulting sentence as an
independent training item. This allows us to increase the number of non-truncated training
items from approximately 60,000 (Table 4.1) to over 110,000 (Figure 4.1).

4.3.

Feature engineering

Neural models such as the ones that our software provides need to construct a numerical
tensor from the input tokens in order to train from the PMB using the backpropagation
algorithm. For the purpose of universal semantic tagging, we should find a function that
maps tokens to feature tensors such that tokens associated to the same semantic tag are
also assigned similar representations.
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One possible way of obtaining an approximation to our desired features is by using
word embeddings, a technique popular in many natural language processing applications
which maps tokens to vector representations and captures several syntactic and semantic
properties [MCCD13]. In particular, our software employs pre-trained embedding matrices
using the GloVe model [PSM14] to construct 2-dimensional token-based representations of
the input sentences Fw ∈ Rls ×dw , where ls represents the maximum sequence length and dw
the dimensionality of the representation. Note that special padding symbols are used when
the input sequence contains less than ls tokens, and that the input sequence is truncated
when the number of tokens is greater than ls .

CRF layer
Word
embeddings

Forward layer

Character
features

Residual
network

ResNet

GloVe

Backward layer

Character
embeddings

book

b o o k

Input token

Input layer

Figure 4.2: Visual representation of a BLSTM neural network featuring a CRF in its output
layer. The block on the right illustrates the process of creating an input representation
combining both token and character-based features.
Apart from token-based representations, several researchers have also successfully employed sub-token-based representations for POS tagging and universal semantic tagging,
proposing hierarchical models that employ bidirectional Recurrent Neural Networks (RNN)
or Residual Networks (ResNet) in order to build representations from characters or bytes
[PSG16, BPB16]. Our software is also able to provide character-based representations by
employing ResNets within an overall hierarchical structure, in a manner inspired by the
models in [BPB16].

29

4 BUILDING A SEMANTIC TAGGER

The procedure for building character-based representations entails defining some randomly initialized character embeddings to construct 3-dimensional character-based representations of the input sequence Fc ∈ Rls ×lw ×dc , with ls denoting the maximum sequence
length, lw the maximum length of a word, and dc the dimensionality of the character
embeddings. This representation is then used as the input of a low-level ResNet containing
residual blocks as shown in Figure 3.6, which is tasked with learning local features by
virtue of the convolution operations performed [DSZ14].
In our system, token and character-based features can be used in isolation or jointly.
In the latter case, the convoluted representation is reshaped into a 2-dimensional vector
Fŵ ∈ Rls ×K , and concatenated with Fw . The resulting concatenation is thus a 2-dimensional
vector that contains information from both tokens and characters, and is used as input for
a high-level neural network in charge of learning the mapping from features to semantic
tags. This entire process is illustrated graphically in Figure 4.2.

4.4.

Out-Of-Vocabulary tokens

All models that our implemented software tool can be configured to represent are trained
under a closed-vocabulary for both tokens and characters, which we will respectively denote
with the terms Vw and Vc . Since we employ pre-trained embeddings in order to featurize
input tokens, Vw is automatically defined by all the words present in the embedding matrix.
On the other hand, Vc is automatically build and contains all individual characters that
are present in the training data.
In some cases during the training process or when predicting semantic tags for a given
input, one might encounter tokens that are not contained in Vw . We will refer to these
tokens as Out-Of-Vocabulary (OOV) tokens. Note that it is also possible to encounter
characters that are not contained in Vc , which is a recurrent problem when working with
languages such as Japanese or Chinese. However, in the case of English, the set of characters
occurring within the training data is typically sufficient to represent nearly the totality of
tokens in the language.

30

4 BUILDING A SEMANTIC TAGGER

OOV tokens pose a problem in models that use word embeddings. Since there is not a
correspondence between a given OOV token and an embedding vector, it is challenging
to make an accurate tag prediction. Furthermore, OOV tokens negatively affect the tag
predictions of the surrounding words and the training procedure. Our system addresses
such issues by introducing a special embedding vector that applies to all OOV tokens.
Moreover, there is a particular type of token that must be subject of special consideration
when becoming an OOV token. This is the case of Multi-Word Expressions (MWE), which
we will define from a practical perspective as groups of words that should be assigned the
same semantic tag. In general, our system assumes that MWEs are properly tokenized,
allowing users to input either ice cream or ice~cream/ice-cream depending on whether
they want to have one or two semantic tags associated with the expression.
Because of their nature, one can suggest non-linguistically motivated ad-hoc procedures
to deal with MWEs. In particular, our system attempts to split them into their constituents
and find an embedding for each resulting part, accepting variations of the new token such
as lowercased or uppercased versions. If the corresponding embeddings can be found, the
constituents are considered as if they were separate tokens. During the prediction phase,
the same splitting process takes places when appropriate, and the compound is assigned a
sem-tag decided via the majority voting result of the sem-tags of its constituents.

4.5.

Semantic tag distribution

Another important aspect that we need to analyze in order to gain more insights on the
PMB data and to understand the results later presented in this chapter is the distribution
of semantic tags. We present this Zipfian distribution as extracted from the combined gold
and silver training data in Figure 4.3. The direct conclusion is that, while some semantic
tags are incredibly common, others seldom occur within a sentence.
One can observe that the most frequent sem-tag is CON , assigned to all concepts and
occurring nearly twice as much as the second most frequent sem-tag NIL , which denotes
empty semantics and is often assigned to tokens acting as linguistic glue. The sem-tags
denoting intersective attributes ( IST ) and universal quantification ( AND ) follow.

31

4 BUILDING A SEMANTIC TAGGER

Number of tokens

On the opposite side of the curve we find sem-tags denoting place deixis ( DXP ), progressive
tense ( PRG ) and groups of people ( GRP ), among others connected to specific types of
attributes. While a priori we would not consider some of the associated tokens to be
extremely infrequent, they might prove challenging to tag for a model such as TnT [Bra00]
due to their ambiguity. One must keep in mind that a very significant percentage of the
silver data is tagged automatically after all.

Figure 4.3: Distribution of semantic tags in the gold and silver training splits combined
after preprocessing, where approximately half of the possible semantic tags are virtually
unused. The corresponding vocabulary is defined by GloVe embeddings trained on the
Common Crawl corpus [PSM14], and the few semantic tags associated to OOV words are
shown in red.
Having such disparity between tags poses yet another challenge for estimating a neural
model. This is because neural models rely on large amounts of data and repeated presentation of the same information in order to effectively use gradient descent. In such a
setting as the PMB, it might prove challenging to capture the information associated to
the least frequent semantic tags. In fact, it is likely that trained models confuse those
rarely occuring semantic tags with more common ones.

32

4 BUILDING A SEMANTIC TAGGER

4.6.

Hyper-parameter optimization

As described in Chapter 3, training a neural network entails learning its weight and bias
parameters with the support of a loss function. In the case of neural models implemented
with our system, the loss function employed is the categorical cross-entropy loss. The only
exception occurs when the last layer of the constructed network is a Conditional Random
Field (CRF), in which case the loss function shown in Equation 3.15 is used.
One can define the categorical cross-entropy loss H as shown in Equation 4.1 by once
again considering a reference training set D = {(Wi , Ti ) : i = 1, . . . , N } where each pair
(Wi , Ti ) contains a sequence of tokens and its corresponding sequence of tags. We use the
notation φ to denote the set of all network parameters, Tij to represent the desired class
for the j-th token of the i-th item in D as a one-hot encoded vector, and T̂ij to denote the
probability vector predicted by a tagging model.
H(θ, D) = −

|Ti |
N X
X

Tij log(T̂ij )

(4.1)

i=1 j=1

However, neural networks do also contain other parameters that are set before the
learning process begins and are not determined by training. These are denominated
hyper-parameters, and our software offers the possibility of estimating them by using a
brute-force exploration technique commonly referred to as grid search.
Thus, in order to choose the best possible set of hyper-parameters, we try to asses the
suitability of user predefined hyper-parameter combinations using k-fold cross-validation.
Our cross-validation approach first partitions the training data into k = 3 samples, and
uses a single one of these samples for evaluating the performance of a network trained under
a given combination of hyper-parameters on the other 2 samples. The cross-validation
process is repeated 3 times with the sample used for evaluation changing each time, and
the accuracy results on the different samples are averaged at the end. The hyper-parameter
combination with the best performance is then selected.
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Determining the parameter combinations to search is a yet another delicate issue. Since
training neural network models is often costly both in terms of time and computational
resources, it is infeasible to exhaustively explore the hyper-parameter combination space.
One must then, choose which hyper-parameters would be more reasonable to optimize
largely relying on experience. The results presented in this chapter correspond to models
where we chose to optimize within the following hyper-parameters and values:
• Number of training epochs ∈ {10, 15}.
• Bach size ∈ {150, 200}.
• Dropout rate ∈ {0.1, 0.3}, which is applied to both the input and recurrent weights
through the neural network [SHK+ 14].
• Number of hidden layers ∈ {1, 2}. This quantity refers to bidirectional layers in the
case of bidirectional models.
• Number of hidden states ∈ {200, 300}.
Similarity, all models presented in this chapter invariably comply with the following
fixed characteristics:
• Usage of the Adam algorithm for optimization [KB14].
• Usage of Rectified Linear Units (ReLU) as the default activation function in all layers
except the output layer [NH10].
• Application of batch normalization following every layer.
Finally, we randomly explored hyper-parameter combinations and setups outside the
values here described without much success. In particular, and as opposed to [BPB16], our
software does not employ a residual bypass or an auxiliary loss function, and we found that
these techniques results in worse or equal accuracy scores in our experiments. Increasing
the number of hidden layers over 2 or the number of hidden states over 300 also does not
seem to have a favorable impact in terms of results.
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4.7.

Evaluation

Having provided the necessary technical details, we will now proceed to present the results
obtained after training and testing different models described in Chapter 3. While we
naturally consider neural network taggers implemented using the software tool associated
with the present thesis, we also employ taggers that rely on external implementations. In
particular, we assess the performance of the TnT tagger [Bra00] in its default configuration
and a CRF model trained using the CRFsuite software [Oka07]. In the latter case, the
chosen architecture considers all possible 1-gram, 2-gram and 3-gram attributes within the
i+2
window wi−2
at its i-th state.
This work explores neural network taggers in detail, and we evaluate unidirectional and
bidirectional Long Short-Term Memory (LSTM) and Gated Recurrent Unit (GRU) models.
We also consider coupling recurrent architectures with a CRF output layer as shown in
Figure 3.5. The models for which we show results are all trained over 10 epochs using
a batch size of 150, a single potentially bidirectional layer, and 300 hidden states. The
dropout rate is set to 0.1 in LSTM-based models and to 0.3 in GRU-based models. Finally,
these models use 300-dimensional GloVe embeddings trained on the Common Crawl corpus
[PSM14] and 18-dimensional character embeddings initialized using the Glorot initialization
method [GB10].
The tagging accuracy results of several systems used in our experiments are shown in
Table 4.2. It can be seen that the Most Frequent Class (MFC) tagger delivers a reasonable
performance on both the gold and silver test splits. However, the notable difference between
the accuracy scores in those datasets is equally noticeable, with the silver test split showing
nearly a 5% accuracy improvement compared to its gold counterpart. This suggests that
despite the manual corrections, the silver test split still contains many mistakes favoring
the commonly assigned semantic tags for each token. Thus, it must also be the case that
a model performing remarkably well on the silver test split would not be so effective for
universal semantic tagging in a real setting. From our perspective, we regard the gold test
measure as being more reliable than any other for assessing the suitability of a tagger.
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Model
MFC
TnT
CRFsuite
LSTM

GRU

BLSTM

BGRU

BLSTM-CRF

BGRU-CRF

Sem-tagging performance
Gold data
Features
Train
Test
n
84.138 82.867
w1
n
90.633 90.049
w1
w1n
93.178 89.126
w
~
92.759 90.858
~c
91.570 89.511
w
~ ⊕ ~c
94.935 91.591
w
~
90.777 90.565
~c
89.371 89.774
w
~ ⊕ ~c
91.947 91.444
w
~
95.414 91.327
~c
94.063 91.093
w
~ ⊕ ~c
97.249 92.118
w
~
92.436 91.679
~c
90.819 90.712
w
~ ⊕ ~c
93.503 92.441
w
~
95.715 92.148
~c
94.376 91.650
w
~ ⊕ ~c
97.089 92.616
w
~
91.078 90.009
~c
90.420 90.214
w
~ ⊕ ~c
93.529 91.972

Silver
Train
89.118
94.624
98.045
92.383
91.335
93.683
90.348
88.969
91.644
95.473
93.017
95.928
93.085
90.923
93.567
95.460
93.413
95.984
91.120
91.524
93.822

data
Test
87.523
93.459
92.387
89.039
88.436
89.469
88.997
87.601
89.833
90.874
88.845
90.819
91.118
89.236
91.088
91.031
89.055
90.767
89.312
89.787
91.234

Table 4.2: Accuracy scores obtained using the different models described in Chapter 3
trained jointly on the gold and silver training splits of the PMB. All numerical values
represent the percentage of correctly predicted tags. The symbol w
~ indicates the usage of
word-level features and ~c denotes character-level features.
Both the TnT and the CRFsuite taggers are able to surpass the MFC baseline and
obtain a very similar performance with approximately 90% accuracy on the gold test split.
While this is not an entirely fair comparison since a major proportion of the silver data
is actually tagged using TnT [ABE+ 17], it seems as if there is not really an advantage in
using a more powerful CRF instead of an HMM tagger in the current state of affairs.
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In turn, neural network taggers beat the non-neural models by a significant margin.
Both LSTM and GRU models show that adding extra features and a bidirectional layer
helps to obtain better scores. Furthermore, using a CRF in the output layer brings a clear
improvement to the BLSTM model, but does not help the BGRU model that much.
All in all, our best performing tagger in terms of 3-fold cross-validation accuracy is
the BLSTM-CRF model employing both word and character-level features, followed by
the BGRU-CRF model using the same features. The earlier obtains an accuracy score
of 92.6% on the gold test split, which represents an improvement of 8.7% with respect
to the previous state-of-the-art model [BPB16]. Nonetheless, both the architectures used
are similar in many ways, and the results are not directly comparable since [BPB16] uses
different data and an older version of the Universal Semantic Tagset.
To conclude, we will look more in detail into the predictions being made by our models.
To that effect, we consider the BLSTM-CRF model as shown in Table 4.2 and discuss its
confusion matrix on the joint gold and silver test data. This is depicted in Figure 4.4,
where the actual tags are shown in the vertical axis and the predicted tags in the horizontal
axis. The matrix rows are independently normalized, meaning that the more intense the
color of a semantic tag in the horizontal axis, the more often the colored semantic tag is
assigned to the corresponding semantic tag in the vertical axis.
The semantic tags appearing in the confusion matrix are also ordered based on their
frequency (Figure 4.3). Thus, the semantic tags appearing on top of the vertical axis and
on the left of the horizontal axis are the most common. One can see that common semantic
tags tend to be predicted perfectly and to not be confused with other tags. As the relative
frequency of semantic tags grows lower, they are increasingly mistaken for more common
semantic tags, which is an expected behavior given the nature of our data and tagger.
One can observe many low frequency NAM and TIM tokens being labeled as CON by our
tagger. Similarly, many ATT semantic tags are also confused with IST , showing that our
tagger is able to capture the coarse-grained information but struggles with making finer
distinctions. Additionally, EVE tags seem particularly challenging and it is often the case
that EXG and EXT are confused with EXS . Tokens with the semantic tag GEO are often
mistakenly labeled GPE and contrariwise, and the tag QUV is also confused with QUC .
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Figure 4.4: Confusion matrix produced by the BLSTM-CRF model in Table 4.2 when
jointly predicting the semantic tags for the gold and silver test splits. Confusion frequencies
are normalized by row, and semantic tags sorted according to they frequency. Grey regions
indicate tags that were found in training but did not occur in the data considered.
However, these mistakes that our BLSTM-CRF tagger makes seem almost understandable if one considers the word embedding features employed, which give similar
representations to tokens that have the same distributional properties. The conclusion
that can be made is that word and character embeddings are not enough, and that we
need other more specialized features which allow us to distinguish adjectival or eventual
information in a fine-grained manner.
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5.

Semantic parsing and inference

Having described an implementation of a an accurate system for universal semantic tagging,
we now wish to prove that the information conveyed by semantic tags can be useful in
other natural language processing applications. We achieve this by using compositional
semantic parsing together with semantics tags in a textual entailment task.
The principle of compositionality states that the meaning of a complex sentence is a
function of the meaning of its parts [BB05]. Following this assumption, the compositional
semantics approach which we consider in this thesis aims at assigning a semantic representation to each lexical item in a given phrase and, using the syntax of the language, combining
those lexical semantics in order to create a complete meaning representation.
Such an approach requires 3 different components. First of all, one needs a formalism that
can be used to represent meaning. A syntactic formalism able to construct a hierarchical
structure that can guide the combination of meaning representations is also required [BB05].
Finally, one needs a computational model that defines the rules under which the very
same meaning combinations can be performed. In the present thesis, we decided to employ
λ-terms, Combinatory Categorial Grammars (CCG) [Ste96] and simply typed λ-calculus
in order to achieve such goals.

5.1.

Lambda calculus

The λ-calculus is one universal model of computation in which every expression is considered
to be either a function or an variable, and where one can obtain reduced λ-terms by applying
functions to arguments. Specifically, assuming a countably infinite set of variables X ,
λ-terms can be constructed as follows:

Variables:

If x ∈ X , then x is a λ-term

Function application:

If A and B are λ-terms, then A(B) is a λ-term

Function abstraction:

If x ∈ X and A is a λ-term, then (λx. A) is a λ-term
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Thus, the abstraction process allows us to bound a variable in a given formula by using
the λ operator. These bounded variables can be understood as markers that explicitly
indicate where we should substitute bits of information obtained during the course of
semantic construction [BB05].
Furthermore, λ-terms can be reduced using the rules shown in Equation 5.2. The
α-conversion rule allows to rename a bounded variable in the body of a λ-term in order to
avoid name collisions, and the β-reduction rule replaces a bounded variable in the body of
a λ-term with a provided argument.
α-conversion:

(λx. A[x]) → (λz. A[z])

β-reduction:

(λx. A)(B) → (A[B/x])

(5.2)

In the untyped version of λ-calculus, application is unconstrained, and this means
that λ-terms can even be applied to themselves and create infinite loops. Such flexibility
comes at the expense of increasing computational intractability. However, one can restrict
application in simple typed λ-calculus by using typed λ-terms [Chu40]. In order to formally
introduce the latter, we will first consider a set of possible types Q and the definition of
pre-term in typed λ-calculus as outlined next:
Variables:

If x ∈ X , then x is a pre-term

Function application:

If A and B are pre-terms, then A(B) is a pre-term

Function abstraction:

If x ∈ X , A is a pre-term, and T ∈ Q is a type,

(5.3)

then (λxT . A) is a pre-term
Pre-terms have the potential of becoming typed λ-terms after passing a set of typing
judgments which are expressed as shown in Equation 5.4. In our formulation, we denote a
partial function mapping variables to types as Γ : X → Q, and use the symbols T and A
to denote a particular type and pre-term respectively. In plain words, the left-hand side of
a judgment declares variables with potential occurrence in A and their associated types,
while the right hand side concludes that the type of the pre-term A must be T .
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Γ:X →Q`A:T

(5.4)

Considering the basic form of a judgment, we specify the conditions under which types
might be associated to pre-terms. These rules are commonly know as typing rules and
are collected in Equation 5.5. Every well-typed λ-term can have its type automatically
inferred by a type-checker via successive application of typing rules.
i ∈ [1, n]
x1 : A1 , . . . , xn : An ` xi : Ai
Γ`A:T →U
Γ`B:T
Γ ` A(B) : U

(5.5)

Γ, x : T ` A : U
Γ ` λxT . A : T → U

5.2.

Combinatory Categorial Grammars

Combinatory Categorial Grammars (CCG) define a syntactic formalism that accounts
for many linguistic phenomena and captures the inherent connection between syntax and
semantics [Ste96]. Typically, a CCG possesses a lexicon where each token is associated
with a category containing syntactic and semantic information. In this thesis, we employ
λ-terms as previously introduced in order to represent these categorical semantics.
In turn, we specify the categorical syntax of tokens using the leftmost notation, under
which a rightward-combining functor over categories of syntactic type β into categories of
syntactic type α is written as α/β, with the corresponding leftward combining functor over
the same domain written as α\β. It follows that a transitive verb such as borrow might
have a syntactic type (S\NP )/NP , taking as arguments an object and a subject in the
form of Noun Phrases (NP ) and heading a Sentence (S) category.
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CCGs use a set of combinators that receive either 1 or 2 categories in order to combine
them together into a larger category [Ste96]. Because these combinators apply simultaneously on both the syntactic and the semantic parts of each category, they can be used to
construct larger blocks of syntactic and semantic structure. The most basic combination
rules are the functional application rules, defined as follows:
A/B : f
B:g

B : g → A : f (g)

(5.6)

A\B : f → A : f (g)

The rules in Equation 5.6 are also known as forward application (>) and backward
application (<). They state that a category with syntactic type A/B can be combined
with a category of syntactic type B on its right or left to produce a category of syntactic
type A. The new semantics of this combination can be derived by applying f to g.
Several

employees

drink

coffee

NP/N
N
(S \NP)/NP
NP
λF λG. ∃x(F (x) ∧ G(x)) λx. employee(x) λQ1 λQ2 . Q2 (λx. Q1 (λy. drink(x, y))) λF. ∃y(coffee(y) ∧ F (y))
NP
λG. ∃x(employee(x) ∧ G(x))

>

S \NP
λQ2 . Q2 (λx. ∃y(coffee(y) ∧ drink(x, y)))

S
∃x(employee(x) ∧ ∃y(coffee(y) ∧ drink(x, y)))

>

<

Figure 5.1: Simplified CCG derivation tree with its syntax and semantics corresponding to
the sentence Several employees drink cofee, inspired from an example in [MGMMB16].
.
Nonetheless, there is a number of linguistic phenomena which cannot be modeled by the
functional application rules. In order to gain more expressive power, we require another pair
of rules for functional composition. Forward composition (>B) and backward composition
(<B) rules are defined in the same fashion as function application:
A/B : f

B/C : g → A/C : λx.f (g(x))

B\C : g

A\B : f → A\C : λx.f (g(x))
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The next combination rules which we will consider are forward type raising (>T) and
backward type raising (<T), which are unary rules that allow to cast simple categories
into functions. These functions expect a third function that takes the original category as
its argument [JM09].
X : a → T /(T \X) : λf. f (a)
(5.8)
X : a → T \(T /X) : λf. f (a)
Finally, we can add yet another additional rule in order to address the syntactic
phenomenon of coordination, where two categories of the same type are joined together
and form a larger category, as it happens with the conjunctions and or or. The definition
of the coordination rule in its syntactic part is shown in Equation 5.9.
X conj X → X

(5.9)

Additional combination rules have been suggested for CCGs in recent years, attempting
to include as much lexical information as possible in the lexicon [KKS15]. However, the
current thesis omits them in favor of succinctness.

5.2.1.

Learning optimal grammars

Using CCGs to find the correct parse tree for a given sentence is a challenging problem,
since sentences and their corresponding logical forms can be potentially derived from a
large number of parse trees. In order to formalize the problem and discuss its possible
solutions, we will consider a probabilistic generalization of CCGs known as Probabilistic
Combinatory Categorial Grammar (PCCG) [ZC05].
The PCCG formalism defines the conditional probability P (L, T | S) over pairs (L, T )
of possible semantic representations and parse trees for a given sentence S. Assuming a
function f(L, T, S) ∈ Rd which maps triples to d-dimensional feature vectors and a set of
model parameters θ ∈ Rd , one can define the probability of a pair (L, S) in the log-linear
model as follows:
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ef(L,T,S)·θ
P (L, T | S; θ) = X f(L,T,S)·θ
e

(5.10)

(L,T )

Next, after marginalizing out T by summing over all possible parse trees, we can express
the most probable semantic representation L̂ as shown in Equation 5.11. The solution L̂
can be found by using a combination of beam search and parsing algorithms relying on
dynamic programming such as the CYK algorithm, which is conceptually similar to the
Viterbi algorithm described in Chapter 3.
L̂ = arg max P (L | S; θ) = arg max
L

L

X

P (L, T | S; θ)

(5.11)

T

Training a PCCG model of this form involves learning the parameters θ and perhaps
the lexicon. Given a dataset D = {(Si , Li ) : i = 1, . . . , N }, we can define the log-likelihood
function shown in Equation 5.12 and find the optimal parameter values by using gradient
descent methods similar to the ones discussed in Chapter 3. The lexicon can also be learned
by re-estimating θ while successively adding lexical entries [ZC07], or otherwise extracted
from annotated data such as the CCGbank [HS07].
O(θ, D) =

N
X

log P (Li | Si ; θ) =

i=1

5.3.

N
X
i=1

!

log

X

P (Li , T | Si ; θ)

(5.12)

T

Parsing systems (ccg2lambda)

The ccg2lambda system is a software tool that can construct higher-order logical representations of sentences by employing λ-calculus and CCG parse trees [MGMMB16] in the
manner which we described in the current chapter. The system employs popular CCG
parsing tools such as C&C [CC07] in order to automatically and reliably construct such
parse trees.
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However, ccg2lambda relies on manual specification of lexical semantics and on precise
indications on how to construct meaning representations. The hypothesis which we adopt
in this thesis is that the specification process could be made simpler by considering the
information provided by semantic tags.

5.3.1.

Semantic templates

Linguistically motivated and manually defined semantic templates are employed in order to
define the semantics corresponding to CCG parse trees within ccg2lambda [MMMB]. Each
one of the rules contained in a semantic template needs to specify a valid CCG syntactic
type, which serves to identify lexical or internal nodes from CCG derivation trees in which
the rule applies. Similarly, each rule needs to provide the corresponding semantics at the
node of application in the form of a λ-term.
Needless to say, such a manual specification procedure is labor-intensive. Furthermore,
it suffers from the same problem which motivated the introduction of semantic tags in
Section 2. We will once more employ determiners in order to illustrate the inconvenience
of semantic templates by considering the 2 semantic template rules shown next:
Syntactic type:

NP [nb]/N

Semantic type:

λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → ¬F3 (x)))

Surface form:

’no’
(5.13)

Syntactic type:

NP [nb]/N

Semantic type:

λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x)))

Surface form:

’the’

Both the rules in Equation 5.13 specify different semantics that a lexical node with
syntactic type NP [nb]/N in the CCG derivation can claim as its own. While the syntactic
type is the same on both rules, the lexical semantics that the tokens no and the convey are
the exact opposite of each other.
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Semantic template rules have the option of restricting their application by using different
kinds of information, such as Part-Of-Speech (POS) tags. However, in Equation 5.13 both
the tokens considered are mapped to the same POS tag DT , and thus one must list the
lexical form of the tokens in order to force enforce a differentiating restriction.

5.3.2.

Semantically tagged templates

The information provided by semantic tags can help us simplify the process of writing
semantic templates. Not only semantic tags group together tokens that have similar
meanings, but they also provide fine-grained semantic distinctions, as discussed in Chapter
2. We will now consider the semantic template rules shown in Equation 5.13 and rewrite
them in Equation 5.14, this time using semantic tags for restricting rule application.
Syntactic type:

NP [nb]/N

Semantic type:

λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → ¬F3 (x)))

Semantic tag:

NOT

(5.14)
Syntactic type:

NP [nb]/N

Semantic type:

λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x)))

Semantic tag:

DEF

Rules which feature semantic tags allow us to subsume many other rules that apply to
other surface forms mapped to the same tag. For example, there is no further need to
specify a rule such as the one listed in Equation 5.15, since the token neither is already
associated to the semantic tag NOT in the given context and covered by the the first rule in
Equation 5.14. In the original templates, one must nonetheless list all such words, which is
not only a linguistic effort but also a procedure prone to errors by omission.
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Appendix A gives an exhaustive list of template rules based on the work of [MMMB]
which we created or modified from standard templates in order to introduce semantic tags.
In doing so, we were able to build a semantically tagged template containing 114 rules
with more expressive power than a standard template containing 137 rules.
Syntactic type:

NP [nb]/N

Semantic type:

λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → ¬F3 (x)))

Surface form:

5.4.

(5.15)

’neither’(7→ NOT )

Recognizing Textual Entailment

An hypothesis which we entertain in the current thesis is that semantic tags can prove
useful when integrated to other systems not purely concerned with semantic parsing in an
end-to-end manner. Attempting to do exactly that also serves as a means to empirically
evaluate the usefulness of semantic tags. In this section we will consider the task of
Recognizing Textual Entailment (RTE) for such a purpose.
Textual entailment can be defined as a relationship between a given text T and a
hypothesis H. We will claim that T entails H when humans are likely to judge that the
meaning of H directly follows from the meaning of T . Thus, the RTE task requires systems
to decide automatically between 3 different verdicts for entailment pairs (T, H), either
stating that the entailment relation is present, is not present, or that a decision cannot be
made based on the facts appearing in T alone.
Successful approaches to RTE often use symbolic representations of the sentences both
in the text and the hypothesis [Abz15]. In particular, a system can be constructed by using
the higher-order logical representations produced by the ccg2lambda system [MGMMB16].
To do so, one can construct a theorem of the form shown in Equation 5.16, where we
assume the existence of a set of premises p1 , . . . , pn and a single conclusion c without loss
of generality.
p1 → · · · → p n → c
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The next step is to assign semantic types to the terms appearing within our representations, which we will accomplish by considering the two basic types E for entities and
Prop for propositions. Specific higher-order denotations described in [MMMB] and not
replicated here are assigned pre-defined types. For example, the predicates manage and
believe can be mapped to the type Prop → E → Prop.
Finally, we present our typed theorem to the Coq higher-order prover [BC10], which
automatically determines whether the entailment relationship exists (a yes verdict), whether
the entailment of the negation exists (a no verdict), or does not (an unknown verdict).

5.4.1.

The FraCas Test Suite

The FraCas Test Suite contains a set of 346 inference problems which are designed to
specify the aspects of language that natural language inference systems should be able to
capture [CCE+ 96]. Each example contains 1 or 2 premises, a question, a hypothesis, and
a judgement of the relation between the premise and the hypothesis. A summary of the
dataset can be seen in Table 5.1.
Topic
Total count Percentage
Quantifiers
80
23%
Plurals
33
10%
Anaphora
28
8%
Ellipsis
55
16%
Adjectives
23
7%
Comparatives
31
9%
Temporal
75
22%
Verbs
8
2%
Attitudes
13
4%

Single-premise
50
24
6
25
15
16
39
8
9

Table 5.1: Distribution of inference problems in the FraCas Test Suite according to their
topic. For each topic we show the number of problems, the percentage it represents with
respect to the entire dataset, and the number of associated problems with a single premise.
We will shown next an example of a problem containing multiple premises and a yes verdict. As explained previously, these problem premises and verdicts can be transformed into
typed higher-order logical expressions and be automatically verified for entailment.
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fracas-027

5.4.2.

answer:

yes

p1 :

A few committee members are from Sweden.

p2 :

All committee members are people.

p3 :

All people who are from Sweden are from Scandinavia.

c:

At least a few committee members are from Scandinavia.

(5.17)

Performance comparison

The suggested system for the RTE task based on ccg2lambda and Coq [MGMMB16] is
evaluated on the FraCas dataset both by using a standard semantic template and its
corresponding semantically tagged translation suggested by us and given in Appendix A.
The results are grouped by relevant topics on Table 5.2, where we measure the accuracy
on the entailment decisions yes, no, and unknown.
Topic
Standard template
Quantifiers
78%
Plurals
67%
Adjectives
68%
Comparatives
48%
Verbs
62%
Attitudes
77%
Total
69%

Sem-tag template
76%
67%
68%
48%
62%
77%
68%

Table 5.2: Performance comparison between a standard semantic template [MGMMB16]
and its semantically tagged equivalent suggested in this thesis.
We can observe that the performance of our template is very close to that of the original
template, which represents the current state-of-the-art [MGMMB16]. In fact, despite our
template having less rules, the only noticeable difference is the non-existential interpretation
of the quantifier few in the original template versus the existential interpretation given by
the semantically tagged template. We consider that this is a positive result that shows
the potential future capabilities of semantic tag-based approaches in natural language
processing applications.
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Finally, it is worth noting that many of the mistakes that our modified system suffers
from are caused by either tokens being assigned incorrect semantic tags or incorrect CCG
syntactic types. The fact that we are employing 2 statistical models as preprocessing
steps prior to semantic parsing increases the risk of being exposed to errors in a given
sentence. Thus, it might be advantageous to consider approaches with the least error rate
per sentence instead of per word.
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6.

Conclusions and future work

In this work we analyzed the topic of universal semantic tagging [AB17], on which we
conducted an intrinsic and an extrinsic evaluation. On the one hand, we showed that it is
possible to use state-of-the-art techniques in sequence tagging in order to design reliable
models capable of assigning semantic tags to word tokens. On the other hand, we were
able to employ the implemented models and the expressiveness of semantic tags jointly
with other systems, creating a pipeline able to effectively solve a separate task.
Thus, the first half of this thesis is concerned with building a software tool implementing
various tagging models1 using the data from the Parallel Meaning Bank (PMB) [ABE+ 17].
Our best performing model is a bidirectional Long Short-Term Memory (LSTM) neural
architecture [HS97] coupled with a Conditional Random Field (CRF) [LMP01] that uses
both word-level and character-level features. Compared to other neural semantic taggers
like [BPB16], this model obtains competitive results2 . We believe that our work constitutes
a useful tool providing a solid baseline for future research.
On the second half of this thesis we analyze the usefulness of semantic tags from a
practical perspective by applying them to the Recognizing Textual Entailment (RTE)
problem. Using simply typed λ-calculus as a computational model, we were able to write
semantic templates that define how to build higher-order logical representations from
syntactic derivation trees produced by Combinatory Categorial Grammars (CCG) [Ste96].
Because our semantic templates employ semantic tags, they present a wider coverage than
previous attempts while also containing fewer rules [MMMB].
Finally, we integrated our novel semantic templates within the ccg2lambda system in
order to perform compositional semantic parsing of natural language sentences into the
defined logical representations [MGMMB16]. By also employing the Coq theorem prover in
order to determine whether entailment relations between sets of these logical representations
exist [BC10], we were able to obtain state-of-the-art results in the RTE task associated to
the FraCaS dataset [CCE+ 96].
1

Our implementation is available from https://github.com/ginesam/semtagger.
The results obtained from our experiments are not comparable to those in [BPB16], since the
training/test data and the version of the semantic tagset used differ.
2
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Notwithstanding the exploratory nature of the work here presented, we believe that ours
is a contribution that shows the real possibility of starting to introduce universal semantic
tagging as an auxiliary task in natural language processing applications. In the future, we
would like to continue exploring in the direction of RTE by defining semantic templates
using neo-Davidsonian event semantics [Dav67] or dynamic semantics [Kam81]. Similarly,
we would like to measure the performancce of our modified system in datasets other than
FraCaS which contain more lexical variability, such as the SICK dataset [MMB+ 14].
From where we stand, it is also expected that the work on universal semantic tagging
and the PMB will continue in the upcoming years, providing more data that will allow to
train more precise semantic taggers, and updating the dataset in order to increase coverage
and to simplify the learning process, while keeping in mind the suitability of semantic tags
for cross-lingual applications. In turn, we hope that these developments bring together
improvements to other areas such as natural language question answering, entity linking
or even machine translation.
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A.

Semantically tagged template rules

Here we list a collection of rules appearing in the semantic templates used to perform the
entailment experiments described in Chapter 5. These rules are based on those already
being used in the ccg2lambda system [MGMMB16, MMMB], with occasional variations
and the incorporation of semantic tags. Note that the list here is not exhaustive, since we
only report the rules that contribute to defining the meaning of semantic tags.
Semantic tags in this appendix group nodes from Combinatory Categorial Grammar (CCG)
[Ste96] derivation trees where we consider that they can be used to further advance in
the construction of a meaning representation. The notations (1) , (2) and (∗) respectively
indicate that the corresponding semantic tag must be associated to the left child, the right
child or any children of the given node in order for the rule semantics to apply. Features
appearing within syntactic types follow the ones used in the CCGbank [HS07].

DEF =

HAS =




n

(1) NP [nb]/N

(1) (NP [nb]/N )\NP

o

7→ λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x))



7→ λEλQλF1 λF2 λF3 . ∃x((Q(λw. >, λy. rel(x, y)) ∧ F1 (x)) 
∧ F2 (x) ∧ F3 (x))



REL =

EQU =

IST =

n

SST =

n

n

n



(1) S[adj]\NP

7→

λEλQ. Q(λw. >, λx. E(x))

o

(1) S[adj]\NP

7→

λEλQ. Q(λw. >, λx. E(x))

o

(1) ((S\NP )\(S\NP ))/S[dcl]

(1) NP \NP

7→ λEλSλV λQ. E(S, V (Q))

o

7→ λLλQ1 λQ2 λF1 λF2 . (Q2 (F1 , F2 ) ∧ Q1 (F1 , F2 ))
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o

UNE =

GRP =

n

(1) NP \NP

NIL =















n

DIS =

n

(1) S

7→ λLλS. S

(1) NP

7→ λLλR. L

(1) S\NP

7→ λLλR. L



(1) NP \NP






(1) S\S




·

o

7→ λEλX. X

(1) N/N

(1) (S\NP )/(S\NP )

(1)























7→ λE. E

(1) N

7→ λLλQ1 λQ2 λF1 λF2 . (Q2 (F1 , F2 ) ∧ Q1 (F1 , F2 ))

LOG =

ALT =

n

o

o

7→ λEλV λQ. V (Q)

o















7→ λLλQ1 λQ2 λF1 λF2 . (Q2 (F1 , F2 ) ∨ Q1 (F1 , F2 )) 












7→ λLλS. S

7→ λSλX. X

(1) S\S

7→

λLλS1 λS2 . (S1 ∧ S2 )

(1) NP \NP

7→

λLλQ1 λQ2 λF1 λF2 . (Q2 (F1 , F2 ) ∨ Q1 (F1 , F2 ))

(1) N/N

7→

λLλF1 λF2 λx. (F1 (x) ∨ F2 (x))

(1) N \N

7→

λLλF1 λF2 λx. (F1 (x) ∨ F2 (x))

(N/N )/(N/N ) 7→

(1)





(1) (N/N )\(N/N )






(1) NP [nb]/N





(1) (S\NP )\(S\NP )





IMP =

n

λLλM1 λM2 λF λx. M1 (M2 (F ), x)











λEλF1 λF2 λF3 . ∃x(F1 (x) ∧ F2 (x) ∧ F3 (x))





λLλV1 λV2 λQ. Q(λw. >, λx. (V1 (λF1 λF2 . F2 (x)) 




∨ V (λF λF . F (x))))

7→ λLλM1 λM2 λF λx. (M1 (F, x) ∨ M2 (F, x))
7→
7→























(1) (S/S)/S[dcl]

2

1

7→

λEλS1 λS2 . (S1 → S2 )
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2

2

o

AND =


































(1) NP \NP

7→ λLλQ1 λQ2 λF1 λF2 . (Q2 (F1 , F2 ) ∧ Q1 (F1 , F2 ))

(1) N \N

7→ λLλF1 λF2 λx. (F1 (x) ∧ F2 (x))

(1) (N/N )\(N/N )

7→ λLλM1 λM2 λF λx. M1 (M2 (F ), x)

(1) (N/N )/(N/N )

7→ λLλM1 λM2 λF λx. M1 (M2 (F ), x)
7→ λEλF1 λF2 . ∀x(F1 (x) → F2 (x))

(1) NP

7→ λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) → F3 (x)))

NP [nb]/N

(1)





(1) NP/NP











(1) NP \NP











(1) (S\NP )/(S\NP )





NOT =











∧ F1 (y))) → F2 (x))






λEλQλF1 λF2 . ∀x(Q(λw. >, λy. ((x = y)





∧ F1 (y))) → F2 (x))





λEλV λQ. ∀x(Q(λw. >, λy. (x = y)) → V (λF1 λF2 . F2 (x))) 





7→ λEλQλF1 λF2 . ∀x(Q(λw. >, λy. ((x = y)
7→
7→

7→ λEλV λQ. ∀x(Q(λw. >, λy. (x = y)) → V (λF1 λF2 . F2 (x)))

(1) (S\NP )\(S\NP )

















7→ λCλF1 λF2 . ¬∃x(C(x) ∧ F1 (x) ∧ F2 (x))

(∗) NP

7→ λEλF1 λF2 λF3 . ∀x(F1 (x) → (F2 (x) →

(1) NP [nb]/N

¬F3 (x)))

(1) ((S\NP )\(S\NP ))/(S[ng]\NP )











(1) (S\NP )\(S\NP )




DSC =




n

(1) (S\NP )\(S\NP ) 7→

λEλV1 λV2 λQ. Q(λw. >, λx. V1 (λF1 λF2 .

7→










λEλV λQ. Q(λw. >, λx. ¬V (λF1 λF2 . F2 (x))) 





7→

(1) (S/S)/S[dcl]

7→

λEλV λQ. Q(λw. >, λx. ¬V (λF1 λF2 . F2 (x)))

λEλS1 λS2 . (S1 ∧ S2 )

o



λLλV1 λV2 λQ. Q(λw. >, λx. (V1 (λF1 λF2 . F2 (x)) 
∧ V2 (λF1 λF2 . F2 (x))))



NAM =

EVE =




(1) N



(∗) NP

















7→

(V2 (λG1 λG2 . G2 (x)) ∧ ¬F2 (x))))

(1) (S[adj]\NP )/(S[adj]\NP )

COO =


































7→ λLλS1 λS2 . (S1 ∧ S2 )

(1) S\S






7→ λE. E

7→ λEλF1 λF2 . ∃x(x = E ∧ F1 (E) ∧ F2 (E)) 




(1) (S\NP )/S[em]

7→ λEλSλQ. Q(λw. >, λx. E(x, S)) 





(1) (S\NP )/S[qem]

7→ λEλSλQ. Q(λw. >, λx. E(x, S)) 
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EXG =




(1) S\NP



(1) (S\NP )/NP

TNS =












7→ λEλQ. Q(λw. >, λx. prog(E(x)))

7→ λEλQ1 λQ2 . Q2 (λw. >, λx. Q1 (λw. >, λy. prog(E(x, y)))) 

(1) (S[dcl]NP )/P P
(1) (S\NP )/(S[adj]\NP )
(1) (S[dcl]\NP )/(S[b]\NP )

PST =

n

(1) N/N



7→ λEλF λQ. Q(λw. >, F ) 


7→ λEλX. X

7→ λEλF λx. E(F (x))
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7→ λEλV. V

o

