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Abstract: Monitoring medical literature for mentions of drugs and their possible
adverse events is a highly regulated process that is typically conducted manually
by trained professionals. We explore and evaluate machine learning methods that
can help scan Czech academic literature for essential knowledge about potential
adverse events. With a distant supervision approach, we create a dataset of 3,210
instances. We develop models using Support Vector Machines, logistic regression
and Random Forests and perform classification into two classes, Adverse Event
and Indication. Our best model performs at 0.87 F1 and 0.71 Fmacro . Previously,
similar analyses had been mostly carried out on English data. Our results show
that machine learning methods have potential for adverse event detection for
other languages as well.
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Introduction
During the process of development, pharmaceutical products are tested in clinical
trials for their efficacy and safety–but this process has its limitations. When tested
on humans, in some cases as few as 500 and rarely more than 5,000 participants
are included. [World Health Organization, 2004] These individuals are carefully
selected and can never represent the full diversity of future ‘real-life’ recipients
of the drug. Therefore, it is probable that not only known, but also previously
undetected adverse effects can emerge after the product is distributed among
patients.
For this reason, adverse effects of pharmaceutical products are monitored after their registration and introduction to the market using pharmacovigilance
methods. As defined by the the World Health Organization, pharmacovigilance
is ‘the science and activities relating to the detection, assessment, understanding and prevention of adverse effects or any other drug-related problem’.1 Key
partners that take part in the pharmacovigilance process are individuals (health
professionals, patients), organizations (government, World Health Organization),
industry, media and others. Specifically for monitoring and collecting adverse
events during post-market surveillance, several sources of information are used.
For example, information about adverse events can be submitted spontaneously
by patients, or noted by medical professionals in patient health records. An important source for pharmacovigilance is medical literature, commonly published
in country-language journals on a national level.World Health Organization [2004]

Preclinical
Animal Experiments
acute toxicity,
organ damage, etc.

Phase II

Phase IV

150–350 subjects with disease
safety determination
dosage recommendations

Phase I

20–50 healthy volunteers
preliminary data
collection

post-approval studies
specific issues
determination

Phase III

250–4,000 more varied patients
short-term safety and efficacy
determination

Pharmacovigilance

clinical use monitoring,
spontaneous reporting, etc.

Post Registration

Development
Registration

Figure 1 Clinical development. Based on World Health Organization [2004]
1

www.who.int/medicines/areas/quality_safety/safety_efficacy/pharmvigi/en/
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In the European Union (EU), pharmaceutical companies are required to conduct pharmacovigilance under strict rules. As stated by the European Medicines
Agency (EMA),2 a Marketing Authorisation Holder3 is ‘expected to maintain
awareness of possible publications through a systematic literature review of widely
used reference databases (. . . ). In addition, marketing authorisation holders
should have procedures in place to monitor scientific and medical publications
in local journals in countries where medicinal products have a marketing authorisation (. . . ).’ [European Medicines Agency, 2017a].
Traditionally, the process of monitoring journal content is manual: medical
literature (often represented as hard copies of journals) is monitored by trained
professionals in pharmacovigilance departments for the purpose of finding adverse
events in relation to specific products. In case an adverse event is detected, it
has to be reported and then further processed within days.
Recently, novel automatic methods for adverse event detection have been
proposed. Given an annotated dataset, the task generally contains two steps.
First, Named Entity Recognition (NER), where the relevant drugs and diseases
are identified. Second, Relation Classification, where the relationship between a
drug-disease pair is classified as a possible adverse event. The data sources typically contain sentences from medical literature, from social media or any other
relevant text source. Typically, data is in English and is manually annotated.
Classification is often perceived as binary, but sometimes a more fine-grained
approach is taken.
Expanding research to non-English data sources makes it more relevant to the
real task of pharmacovigilance, which is (also) performed on articles published
on a national level. No similar work has been done on Slavic languages. In
this thesis, we work with Czech medical journals. We build and label our own
dataset of sentences describing adverse events. We evaluate different classification
algorithms on this dataset. Our best models performed at 0.87 F1 and 0.71
Fmacro score. We provide an analysis of the results and explain how our work
2

The EMA is responsible for the scientific evaluation, supervision and safety monitoring of

medicines in the EU. See www.ema.europa.eu/ema/
3
EU-specific term. Company or other legal entity that has the authorisation to market a
medicine in one, several or all European Union Member States. www.ema.europa.eu/ema/
index.jsp?curl=pages/document_library/landing/glossary.jsp&mid=&startLetter=M
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can contribute to making the process of detecting adverse events in text more
effective and correct.

This thesis is organized as follows: In Chapter 1, we give an overview of
selected related research. We divide the work by type of data and by method. In
Chapter 2, we discuss our dataset in detail. We describe the process of acquiring
and processing the data. In Chapter 3, we explain which methods and their
settings or variants we use to solve our task. We discuss the motivation behind
our choices. In Chapter 4, we define the way that we evaluate our experiments.
We give an overview of the results of our evaluation, compare the methods used
to each other and also to comparable previous research. Please refer to Appendix
A for definitions of terms and abbreviations that are frequently used throughout
the text.

5

1. Previous Work
Monitoring of adverse events is a critical activity that is carried out during the
life cycle of a pharmaceutical product. With the growing amount of data in the
medical domain, this gives importance to investigation of methods that identify
adverse events effectively and correctly.
A wide area of research has been devoted to detecting adverse events in text in
recent years. Different data sources have been investigated, with many researchers
building their own datasets. Mainly English data are being used and explored,
but other languages are also being explored.
With the rising popularity of machine learning, the methods shift towards
data-driven approaches. As is often the case, researchers have to solve the problem
of missing labels for the data. Different strategies are employed to solve this issue.
In this section, we initially divide the previous work by source of data, with
main focus on research done on existing or created datasets (Section 1.1). In the
second part (Section 1.2), we focus on research that specifically targets the task
with a distant supervision approach: A method that doesn’t use manually labeled
and prepared datasets, but uses external knowledge to create labels automatically.
We do not cover every published paper in the area, but we pick out those that
we think are most relevant for this study.

1.1

Existing datasets

First, in Section 1.1.1, we devote a separate part to work done on the ADE
corpus by Gurulingappa et al. [2012b]. Since it was created, a large portion of
the research focused on this dataset, which enables direct comparison of methods
and results. A summary is provided in Table 1.1.
Next, Section 1.1.2 addresses research that deals with Electronic Health
Records (EHRs), which are created by medical professionals as electronic notes
on a patient’s condition or medical progress. Some are constructed as discharge
summaries (at the end of a patient’s stay at hospital).
Next, Section 1.1.3 focuses on research dealing with social media data.
Finally, Section 1.1.4 describes attempts at detecting adverse events from
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academic literature.

1.1.1

ADE Corpus

The ADE corpus by Gurulingappa et al. [2012b] contains sentences from MEDLINE1 case reports (case studies). MEDLINE is a journal citation database
owned by the U.S. National Library of Medicine. Access to MEDLINE entries is
possible through PubMed, a free archive for full-text biomedical and life sciences
journal articles.2 It is possible to specify the Publication Type ‘Case Reports’ in a
PubMed query.3 Each sentence in the ADE corpus is annotated for drug and adverse event mention, and labeled as positive (in case of presence of adverse event)
or negative. The corpus contains 20,967 sentences, with 4,272 unique sentences
annotated for 6,821 (positive) relations. One sentence can contain more than
one annotation, an aspect that is addressed by Miranda [2018]. 16,695 sentences
without a relation are marked as negative.
Given the nature of the data, after detecting the entities in a sentence, tasks
based on the ADE corpus are essentially binary classification tasks, classifying
the sentences into ADE related or unrelated.
Gurulingappa et al. [2012a] used a relation extraction tool4 [Giuliano et al.,
2006] combined with ontology information to extract the relation and classify the
sentences. The annotations were mapped against the Ontology of Adverse Events
[He et al., 2011]. This approach proved to be successful up to an F1 score of 0.87.
Kang et al. [2014] employed a knowledge-based approach, arguing that often, the size of training data isn’t large enough to reliably use machine learning
algorithms. They capture entities using the Unified Medical Language System
(UMLS) Metathesaurus5 which not only defines terms, but also relation types
between terms. The strength of a relation between a drug and an adverse effect
was determined as the length of the shortest path between the entities in the
knowledge base graph (where edges between terms represent relations).
1

www.nlm.nih.gov/bsd/medline.html
www.nlm.nih.gov/pubs/factsheets/dif med pub.html
3
www.nlm.nih.gov/bsd/indexing/training/PUB_050.htm
4
jSRE uses a Support Vector Machine with a customized kernel. The method uses features
2

that are mostly also covered by our work, like lemmas and POS tags of entities. See also
hlt-nlp.fbk.eu/technologies/jsre
5
www.nlm.nih.gov/research/umls/knowledge_sources/metathesaurus/
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Sarker and Gonzalez [2015] also included external knowledge by compiling a
lexicon from several sources (among others, COSTART6 and SIDER7 ), resulting
in a total of over 16,000 terms. These are used as two of the features (indicating
presence/absence of the term and a weighted frequency of the term) for classifying
data into ADE-related or unrelated. Other features include n-grams and presence of comparatives, superlatives or modals. Support Vector Machines (SVMs)
perform the best at 0.81 F1 score, compared to a Naı̈ve Bayes and a Maximum
Entropy classifier.
Instead of solving the entity recognition task and the adverse event detection
task separately, Li et al. [2015, 2016, 2017a] successfully investigated transitionbased, discrete and neural joint models – models that simultaneously extract
drugs, diseases and adverse events, compared to the common ‘pipeline’ approach
that divides the task into two sub-tasks, recognizing entities and determining
relations. Their best models performed between 0.51 and 0.71 F1 score.
Huynh et al. [2016] explored different CNN architectures. The simplest architecture performed best compared to more complicated settings (Recurrent CNN,
CNN with Attention), at 0.87 F1 score. An interesting result is that one of
their baseline algorithms, specifically a maximum entropy classifier, also gave a
somewhat strong performance at 0.80 F1 score.
Ramamoorthy and Murugan [2018] modified the ADE dataset in the sense
that each sample is annotated with one drug. Each sentence token is considered
as a potential ADE and the relation extraction task is simplified to a binary
classification problem answering the question ‘Is the ith word in the sequence an
adverse effect of the given drug?’.
Miranda [2018] argued that previous research obtained overly optimistic scores
because of the fact that the ADE dataset contains duplicates of sentences: one
sentence can contain more than one relation and furthermore, one sentence can be
present in both the training and testing set. They worked with a ‘de-duplicated’
version of the dataset and compare different CNN architectures and also different choices of word embeddings (general purpose embeddings versus embeddings
trained on biomedical text).
6

Coding Symbols for a Thesaurus of Adverse Reaction Terms,

bioportal.bioontology.org/ontologies/COSTART
7
Side Effect Resource, sideeffects.embl.de
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The ADE corpus was used in over a dozen of research projects, and thus
provides a substantial source of insights for our work. A main difference compared
to our data is that the ADE corpus is designed to distinguish sentences containing
a (drug, adverse event) relation from all other sentences. This, among other
things, makes results directly incomparable, as our dataset is made of sentences
containing a (drug, adverse event) relation and sentences containing a (drug,
indication) relation. We keep in mind the observation made by Miranda [2018]
that the corpus contains duplicate sentences (with different relations) that can
end up in both the testing and training partition of the corpus. This issue is
addressed by us in relation to our dataset in Section 4.2. In conclusion, looking
at all the studies using the ADE corpus, we can say that in terms of method,
three main directions have been thoroughly explored: knowledge-based and rulebased approaches, ‘traditional’ machine learning approaches (specifically SVMs
have been successfully used) and neural systems (in particular CNNs).
Reference

Method

F score

Gurulingappa et al. [2012a]

Ontology-based

0.87

Kang et al. [2014]

Knowledge-based

0.54

Sarker and Gonzalez [2015]

SVM

0.81

Li et al. [2015]

Transition-based model

0.51

Li et al. [2016]

Maximum entropy classifier

0.61

Li et al. [2016]

CNN

0.63

Li et al. [2017a]

Bi-LSTM-RNN

0.71

Huynh et al. [2016]

CNN

0.87

Huynh et al. [2016]

Maximum entropy classifier

0.80

Ramamoorthy and Murugan [2018]

Bi-LSTM

0.87

Miranda [2018]

CNN

0.80

Table 1.1 Previous work done on the ADE corpus by Gurulingappa et al. [2012b]
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1.1.2

Electronic Health Records

An Electronic Health Record (EHR) is a digital version of a patient’s paper
chart.8 It contains information about the patient, about their health, clinical
history, prescribed medication and other relevant information and notes, including any adverse events that occurred. It is thus an important source of data for
pharmacovigilance: It is created by professionals and contains full patient characteristics. Table 1.2 summarizes the attempts at extracting ADEs from Electronic
Health Records. Keep in mind that these results cannot be directly compared,
since they are based on experiments carried out on different data sources. Even
the task itself is not consistently defined.
One of the first to investigate automatic ADE detection from unstructured
data, Wang et al. [2009] used co-occurrence statistics to detect relations between
drugs and diseases in discharge summaries (reports generated by medical personnel at the end of a patient’s hospital stay). They evaluated their system using
seven specific drugs (six drugs and one drug class). Data was filtered to eliminate
some entities with low certainty values, family history events and also to eliminate
indications occurring before a drug event. To test the relation, the χ2 statistic
was computed for drug-disease pairs. A ranked list of these pairs was constructed
based on the statistic strength and a linear regression model was constructed to
identify the cutoff point. The system reached a precision of 0.31 and a recall of
0.75 . Statistical approaches like this have sometime been taken as a baseline in
later research.
Aramaki et al. [2010] worked with Japanese discharge summaries to explore
possibilities of automatically extracting adverse events. They compare a patternbased method with an SVM-based method. The pattern-based method looked for
sequences like drug, keyword, symptom, where keyword came from a set of phrases
like ‘changed’, ‘side effect’ etc. The SVM-based method used features like ‘series
of words between symptom and drug’ and the entities themselves. They achieve
an F1 score of 0.65 (pattern-based) and 0.60 (SVM), working with a set of about
3,000 discharge summaries.
Eriksson et al. [2013] constructed an ADE dictionary from the Summary of
8

www.healthit.gov/faq/what-electronic-health-record-ehr
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Product Characteristics9 of over 7,000 drugs. They use a rule-based text-mining
approach on Danish data. The evaluation was done on a sample of 200 clinical
narratives of patients from a psychiatric hospital. ADEs were identified with 0.89
precision and 0.75 recall.
Santiso et al. [2014] worked with Spanish EHRs annotated by doctors (about
200 EHRs marked with about 8,000 entities). They use Random Forests to determine whether a relation between a drug and disease in a document is an ADE or
not. Implemented features include lemmas and tokens surrounding drug or disease mentions, presence or absence of other drugs or the distance between a drug
and disease, measured in number of characters. The system classified relation
with an F1 score of 0.88 .
Also working with non-English data, Friedrich and Dalianis [2015] classified
almost 15,000 Swedish health records into four groups using SVMs. They focus
on five specific drugs and their known ADRs.10 The four classes were ‘ADR,
related to chosen drugs,’ ‘ADR, unrelated to chosen drugs,’ ‘Possible ADR’ and
‘No ADR.’ The authors obtained 0.67 F1 score when classifying into the second,
third and fourth class, and 0.48 when classifying into all four classes (on a different
test set, so these results are not directly comparable).
Another work on Spanish data, Casillas et al. [2016] used EHRs annotated
for drugs, diseases and their relations. Entity recognition was supported using
standard medical dictionaries. For rule-based AE extraction, 57 rules were constructed based on phrases like ‘caused by’. As is typical for rule-based systems,
this algorithm performed with high precision (0.89) but low recall. For AE extraction using machine learning, features included the entities and their context,
POS tags, presence of other drugs and distance betwen the drug and disease entities. Like in other work (Aramaki et al. [2010], Santiso et al. [2014]), the Random
9

A Summary of Product Characteristics (SPC) is a legal document approved as part of the

marketing authorisation of each medicine. The SPC is the basis of information for healthcare
professionals on how to use the medicine. Package Information Leaflets (PILs) for end-users
are based on information in SPCs. See
www.ema.europa.eu/docs/en_GB/document_library/Presentation/2013/01/
WC500137035.pdf
10
In the paper, both ADE (Adverse Drug Event) and ADR (Adverse Drug Reaction) terms
are used. We suspect that the terms are perceived as interchangeable, which for the purpose of
the task is not a great issue.

11

Forest and SVM algorithms are used. The imbalance of class sizes (ratio 94:6)
showed to be an issue causing bias towards one of the classes. As a third approach,
a hybrid approach combining the rule-based and machine learning approach was
tested. The inferred classifier only explored instances rejected by the rule-based
system. The hybrid approach provided the highest recall score.
Reference

Method

Language

F score

Wang et al. [2009]

Statistical

English

0.53

Aramaki et al. [2010]

Pattern-based

Japanese

0.65

Aramaki et al. [2010]

SVM

Japanese

0.60

Eriksson et al. [2013]

Rule-based

Danish

0.82

Santiso et al. [2014]

Random Forests

Spanish

0.88

Friedrich and Dalianis [2015]

SVM

Swedish

0.67

Casillas et al. [2016]

Random Forests

Spanish

0.89

Casillas et al. [2016]

SVM

Spanish

0.71

Table 1.2 Previous work done on Electronic Health Records
Studies working with EHRs show a variety of data type and methods. The
character of datasets varies widely, from those highly skewed towards one class
(Casillas et al. [2016]) to data in the form of manually annotated datasets. Particularly relevant are the studies on non-English languages. Results of these research
projects are still not directly comparable, but provide a general overview of the
strengths of different methods, where SVMs and Random Forests promise decent
results. Additionally, the set of literature is also significant since it is written by
and for medical professionals, similarly to our data.

1.1.3

Social Media

On one hand, informal language, non-professional texts and big sample sizes
create challenges, on the other hand, social media posts contain close to real-time
information that would never even make it to a medical professional. In several
respects, this makes it a distinct task from that we are concerned with, but also
a popular subject of adverse event detection research. For a brief overview, we
discuss two works.

12

O’Connor et al. [2014] collected over 10,000 tweets that contained a mention
of one of 54 target drugs. The tweets were annotated as containing an ADE or
not. Automatic recognition of ADEs was then performed by retrieving Unified
Medical Language System (UMLS) concepts and filtering out tweets containing
indication information based on specific terms. The final system was evaluated
on 1,873 tweets and obtained 0.58 F1 score on the binary task.
Huynh et al. [2016] worked on a dataset compiled by Sarker et al. [2016]
containing over 5,000 tweets with about 11% of them containing an ADE mention.
The baseline is described as a simple term matching approach (a document is
classified if it contains a term from an existing ADE lexicon)11 and different
variants of a Maximum Entropy classifier that differ in the kind of features they
take as input. Next to these baselines, they explored different Convolutional
Neural Network (CNN) architectures. All of the CNNs performed above baseline
and around 0.50 F1 score.

1.1.4

Academic Literature

Academic papers can be considered as semi-structured data, since they have a
title, already containing some information, and a great majority also have a separate abstract, which (in an ideal case) contains the main points of the paper.
Some researchers choose to work with not only the text itself, but with available structured indexing information about articles like Medical Subject Headings
(MeSH),12 a controlled vocabulary produced by the National Library of Medicine
and used for indexing, cataloging, and searching for biomedical and health-related
information and documents.13 As mentioned by Xu and Wang [2015b], on one
hand, full-text articles contain more knowledge, that could be relevant, but they
also contain noise, which can conceal useful information. Careful preprocessing
steps are thus more important compared to short text.
Chen et al. [2008] collected articles containing Randomized Controlled Trials
(RCTs) using a PubMed query. The articles are processed using an existing
system, MedLEE,14 to identify entities. The MedLEE system is also used by other
11

diego.asu.edu/downloads/publications/ADRMine/ADR lexicon.tsv
www.ncbi.nlm.nih.gov/mesh/meshhome.html
13
www.nlm.nih.gov/mesh/intro preface.html#pref rem
14
www.medlingmap.org/node/69
12
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researches in Wang et al. [2009] or Haerian et al. [2012]. They use a statistical
approach based on the co-occurrence of drug-disease pairs and compute the χ2
statistic.
Wang et al. [2011] selected 25 specific drugs and one adverse event that is
known to be caused by some of the drugs (and not by the others). Their dataset
contained 400 articles – half positive instances (a drug caused the AE) and half
negative. The authors use ontological features, such as appearence of specific
tokens in corresponding Medical Subject Headings15 index, and textual features
extracted from the title and abstract to perform logistic regression to classify
documents. Different sets of selected features give a prediction accuracy between
0.50 and 0.78 (evaluation using cross validation).
Shetty and Dalal [2011] worked with two sets of 38 drugs and 55 AEs and
carry out a statistical analysis to detect drug-AE relations. They evaluate their
results against U.S. Food and Drug Administration (FDA) warnings and identify
whether a relation was detected in literature published before the warning.
Yang et al. [2012] chose an interesting data source for their experiments: Letters to Editor from two journals, The Lancet16 and The New England Journal of
Medicine17 (NEJM). They test several classification algorithms on the task (Naı̈ve
Bayes, Decision Trees and SVM), using n-gram features and features based on
the distribution of the drug and potential ADE in the title, MeSH heading, and
the letter itself. n-gram features are found to be most of the top 20 important
features here. Performance on a test set using SVMs resulted in over 0.80 F1
score.
The approach of Xu and Wang [2015a] was to extract tables from full-text
articles and use these as data source. The motivation is that tables often summarize important information contained in the article. The tables are first classified
into (generally) related or unrelated to a potential adverse event using an SVM
classifier. This classification was performed with an SVM at 0.81 F1 score. As a
second step, drug-disease pairs are extracted from the AE-related tables. Manually curated dictionaries are used for drug and disease (side effect) recognition.
The work by Xu and Wang [2015b] used approximately 14,000 full-text articles
15

www.nlm.nih.gov/mesh/
www.thelancet.com
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www.nejm.org
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from the Journal of Oncology.18 The authors first classify articles into (generally) related or unrelated to a potential adverse event using an SVM classifier
trained on 500 articles (F1 score 0.76) and extract 2,602 as related. They then
extracted drug-disease pairs, focusing on a closed set of 45 anticancer drugs and
a list of AE terms manually created from the MedDRA and UMLS dictionaries.
Pairs describing an indication were filtered out. The rest of extracted pairs were
manually compared against information on the respective FDA drug label.
Required by EU and US health care regulations,19 adverse event detection in
academic literature is an established practice in the industry. Compared to other
sources of data, automatization of this process has the potential of being widely
applicable, reducing time and increasing efficiency of adverse event detection.
The research discussed in this section shows that over the past decade, NLP
methods have manifested increasingly better results, boosted with the use of
traditional machine learning methods and increase in sample sizes. With these
promising results, the next step in the area is expanding the research to nonEnglish languages, wider categories of drugs, and using methods that do not rely
entirely on manual labeling. The latter is what we focus on in the next section.

1.2

Distant Supervision

A distant supervision approach makes it possible to train models for adverse
event detection without the need for manual annotation of the data by medical
professionals. In recent years, this lead to a new set of research projects that
used novel datasets for AE detection. See Table 1.3 for an overview of the studies
described below.
Xu and Wang [2014] extracted known ADEs from US Food and Drug Administration (FDA) drug labels. They use this knowledge to find relevant sentences in
MEDLINE abstracts and extract patterns of the form NP1 pattern NP2 where the
pair (NP1, NP2) or (NP2, NP1) is a known (drug, ADE) pair. Relevant patterns
were then manually selected and in turn used to extract previously unextracted
(drug, ADE) pairs from MEDLINE. Pairs that were found in MEDLINE but not
18
19

ascopubs.org/journal/jco
www.elsevier.com/rd-solutions/industry-insights/pharma-and-life-sciences/

rethinking-literature-monitoring-and-review
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in FDA labels were considered as discovered by the algorithm.
Segura-Bedmar et al. [2015] worked with over 80,000 user posts from a Spanish
health forum. Pairs of drugs and diseases occurring within a window of 250
tokens were considered as instances and labeled using a compiled database based
on product leaflets. They use a kernel method developed by Giuliano et al. [2006]
based on shallow linguistic information (e.g. tokens between the two entities and
part of speech tags).
Liu [2016] also applied distant supervision to social media data, namely Twitter and patient forums, with the assumption of one label per instance. They
use the FDA Adverse Event Reporting System (FAERS) database and Side Effects Resource (SIDER) as external knowledge bases. They train a model using
the Expectation-Maximization (EM) algorithm. Using held-out evaluation, the
performance varies between 0.40 and 0.68 depending on the source of the knowledge base and on the data (Twitter or patient forums) with better performance
based on FAERS. They compare their distant supervision models to SVM and
CRF methods based on supervised data and observe that the distant supervision
model performs better most of the time.
Taewijit et al. [2017] gave a good overview of previous work in the area of
extracting ADEs from unstructured text. They also provide a thorough explanation of their framework. Knowledge bases used to label data are DrugBank20
and SIDER, with two labels (adverse event or indication). Two variants of the
Expectation-Maximization (EM) algorithm are implemented.
Reference

Knowledge base

Data source

Language

Xu and Wang [2014]

SIDER

MEDLINE abstracts

English

Segura-Bedmar et al. [2015]

product leaflets

user posts in health forum

Spanish

Liu [2016]

FAERS, SIDER

Twitter, health forums

English

Taewijit et al. [2017]

DrugBank, SIDER

discharge summaries

English

Wang et al. [2018]

manually created rules

EHRs

English

Table 1.3 Previous work using distant supervision methods
Wang et al. [2018] didn’t specifically extract adverse events, but their work is
also relevant since it uses distant supervision to extract information from medical
text. The two case studies are identifying the ‘smoking status’ of a patient in
20

www.drugbank.ca
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a clinical note and identifying a proximal femur fracture. They test three machine learning algorithms – Convolutional Neural Network, Support Vector Machine and Random Forests. They train word embeddings on a corpus of clinical
notes that span a period of 15 years. The results were evaluated on a gold standard (manually annotated) dataset and compared to a simple keyword-extraction
based algorithm, to which compared the CNN performed best (and close to).
Studies using distant supervision approaches gave us guidance on methods
and evaluation strategy. Little work was done in this area on other languages
than English. The SIDER database is a popular source for creating a knowledge
base.
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2. Data
As we saw in the previous chapter, there are multiple approaches to detecting
adverse events in text. Published literature (articles by scientists, academics or
medical professionals) is an important source of information with regard to adverse event discovery. Companies that produce drugs (or other medical products
or devices) are required to review relevant literature sources within a strict time
range. On a country level, this often means reviewing non-English sources. Since
only few previous studies concentrated on non-English data, and none had explored a Slavic language, we decided to conduct experiments on Czech journals.1
From the journals we extracted sentences that included a disease and drug
mention that could have an is adverse event of or is indication of relation. Since
we decided to take a distant supervision approach, we needed some kind of knowledge base to infer the type of relation. The two knowledge bases we used are described in Sections 2.2 and 2.3. More about the process of creating the instances,
rules and labels can be found in Chapter 3.

2.1

Journals

We chose 7 Czech journals to work with (Table 2.1). All of them have publicly
available online archives. We were thus able to compile our dataset using the
issues published in the past. Some of the journals were only available in PDF
format, so the first step was to extract text data out of these files. This was done
using two tools, textract2 and pdfminer.3

2.2

Product Information Leaflets

The Czech State Institute for Drug Control4 provides a catalogue of periodically
updated open data.5 The “catalogue” also contains over 8,000 Product Information Leaflets (PILs, sometimes called Patient Information Leaflet, informally drug
1

Our method can be easily applied to other languages as well, as described in Section 4.5.
textract.readthedocs.io
3
github.com/pdfminer/pdfminer.six
4
www.sukl.eu
5
opendata.sukl.cz/?q=katalog-otevrenych-dat
2
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Journal name

Webpage

Abbreviation

Dermatologie pro praxi

www.dermatologiepropraxi.cz

DPP

No. of articles
1,172

Original format
PDF

Internı́ medicı́na pro praxi

www.internimedicina.cz

IM

3,112

PDF

Medicı́na po promoci

www.tribune.cz/tituly/mpp

MPP

Medical tribune

www.tribune.cz/tituly/mtr

Onkologie

www.onkologiecs.cz

Pediatrie pro praxi
Psychiatrie pro praxi

700

HTML

MT

1,107

HTML

ON

1,364

PDF

www.pediatriepropraxi.cz

PED

1,512

PDF

www.psychiatriepropraxi.cz

PPP

1,500

PDF

Table 2.1 Overview of journals
labels, product labels). These documents hold information that is distributed in
packaging with medicines. The structure of about 2,000 of these documents follows a template6 defined by the World Health Organization7 (WHO). A leaflet
contains the product’s trade name (name under which a drug is sold), generic
name (the chemical name or the active ingredient) and several sections giving
information such as what the product is used for, what should the patient know
or do before taking (using) the product, how to take (use, store) the product, etc.
We downloaded the leaflets on 27th July 2018.

2.3

Wikipedia

To obtain additional information about indications and adverse events of pharmaceutical products, we looked at relevant pages of Czech and English Wikipedia.8
We considered Wikipedia pages of those active ingredients that we extracted
information about previously from Product Information Leaflets. This gives
the dataset some advantages, but also creates some risks. Compared to PILs,
Wikipedia is an independent source which can include extra information. Specifically, Wikipedia pages behave more ‘dynamically’: an adverse event could appear on a Wikipedia page earlier than in a Product Information Leaflet. As the
PILs are only in Czech, the inclusion of English Wikipedia pages also potentially brings in more information (for details on how we combined data from two
language sources for disease detection, see Section 3.2.1). However, since nonprofessionals can edit a Wikipedia page, wrong information can be incorporated
6

extranet.who.int/prequal/sites/default/files/documents/template.docx
www.who.int
8
en.wikipedia.org/wiki/Wikipedia:About
7
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easily compared to PILs and create noise in the data.

2.4

Medical Dictionary for Regulatory Activities (MedDRA)

For disease detection, we use MedDRA [Brown et al., 1999] to search for terms in
text. MedDRA is a standardized terminology of medical terms ‘designed for use
in the registration, documentation and safety monitoring of medicinal products.’9
It identifies symptoms, diseases, diagnoses, therapeutic indications, investigations, surgical, or medical procedures, and medical, social, or family history
characteristics. The versions of English and Czech MedDRA that we use in this
work are 18.0 and 21.0 respectively.
The MedDRA terminology has been evaluated by Gurulingappa et al. [2010]
in the task of entity recognition in MEDLINE abstracts. It achieved highest recall
and high precision compared to other dictionaries. Xu and Wang [2015b] build an
adverse effect lexicon using MedDRA and the UMLS (Unified Medical Language
System). Also in their work, MedDRA was evaluated as performing with higher
precision and recall in identifying entities.
The terminology is organized in a hierarchical structure, with 26 top level
System Organ Classes identifying broad concepts (e.g. Gastrointestinal disorders), followed by High Level Group Terms (HLGT, e.g. Vascular hypertensive
disorders), High Level Terms (HLT, e.g. Bronchospasm and obstruction), Preferred Terms, which are distinct descriptor of a single medical concept (PT, e.g.
Meningitis viral) and Lowest Level Terms (LLT, e.g. Joint inflammation). Each
term is associated with a specific key, or ID, that enables mapping of the terms
between languages. Currently, MedDRA is available in Japanese, English, Czech,
Dutch, French, German, Hungarian, Italian, Portuguese, Spanish and Chinese.10
Example of a MedDRA entry describing chest pain:
"10008479" : {
"pref_label" : "Bolest na hrudi",
"term_level" : "PT",
"secondary_parent" : [ "10027698", "10011085" ],
9
10

www.meddra.org/about-meddra/vision
www.meddra.org/how-to-use/basics/multilingual
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"primary_parent" : "10033372"
}

"10008479" : {
"pref_label" : "Chest pain",
"term_level" : "PT",
"secondary_parent" : [ "10027698", "10011085" ],
"primary_parent" : "10033372",
}

Because some of the terms do not refer to concepts that could be interpreted
as a possible adverse event, we did not include some of the System Organ Classes
and their children in the Named Entity Recognition (NER) model (see Table 2.2
for names and keys of removed SOCs).
MedDRA key

SOC title (Czech)

SOC title (English)

10042613

Chirurgické a léčebné postupy

Surgical and Medical Procedures

10010331

Vrozené, familiárnı́ a genetické vady

Congenital, Familial and Genetic Disorders

10041244

Sociálnı́ okolnosti

Social Circumstances

10022891

Vyšetřovánı́

Investigations

10077536

Problémy přı́pravků

Product Issues

Table 2.2 List of discarded System Organ Classes when compiling a lexicon of
possible AEs based on MedDRA

2.5

DrugBank

For drug detection, one of the resources we use is the DrugBank database [Wishart
et al., 2006]. DrugBank contains over 11,000 entries including experimental
drugs.11

2.6

MSD products model

Another source for drug detection was an ontology of the collection of products
and chemical entities that are manufactured by MSD12 . The entities in the ontology are categorized into biological, chemical, combination entities, vaccines, and
devices. The ontology is aggregated from eVoc [Kelso et al., 2003], a database
11
12

www.drugbank.ca
Merck Sharp & Dohme Corp.

21

for standardized terminology and compound data cross-company. The ontology
contains synonymous terms as well as generic names of products, entity type, and
identifiers that link the terms to a unique entity.
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3. Method
Sparseness of labeled data is a common problem. Performance of most supervised
algorithms is conditioned by the amount of training data available. But hand
labelling is expensive and time-consuming. Many tasks are carried out in a specific
domain. In our work, we are dealing with texts written by professionals in the
medical field. We need to identify (drug, disease) pairs within this text. There
exist many different drug databases and disease terminologies and vocabularies
– we have access to public structured knowledge from this specific domain.
We chose a distant supervision approach: By combining the unstructured text
with structured knowledge, we can heuristically extract and label relation pairs.
We then use this ‘silver’ data for training and testing (see Section 4.1 for more
information on the way we evaluate our experiments). Naturally, the advantage
of labelling (potentially large) data without any manual annotation comes with
the disadvantage of worse quality given by noise that is introduced by incorrect
labels (see Section 3.3). Figure 3.1 shows an overview of the whole process from
the primary sources to a dataset.

Wikipedia
drug pages

CZ, EN

N = 287

1

Rules

drug detection
disease detection

N = 22,931

PILs

drug labels
CZ

labeling

N = 1,905

Labeled
instances

N = 3,210

CZ

1

Journal
articles

N = 2,509

2

parsing
tokenization
lemmatization

MedDRA DrugBank
terminology database

MSD
ontology

1

Sentences

drug detection
disease detection

N = 9,457

2

Unlabeled
instances

N = 19,645

UDPipe
tool

Figure 3.1 Dataset creation
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3.1

Data Preprocessing

In this section, we explain how our data was processed prior to transformation
into labeled instances.
After downloading the articles from the online archives of their journals, we
extracted text from those files that were represented as PDFs (see 2.1) using
textract.1 Next, now working with raw text data, we used UDPipe [Straka and
Straková, 2017] to tokenize, lemmatize and parse the documents. The default
output format of UDPipe is CoNLL-U v2.2 See Appendix B for an example of
the output format.

3.2

Extracting (drug, disease) pairs

To demonstrate some situations that can be encountered when screening a journal
for adverse events (by both a human or a machine), in Figures 3.2, 3.3 and
3.4 we show different examples of co-occurrence of drugs and adverse events on
annotated text. An original sentence is shown, with a translation to English (in
italics). In Figure 3.2, both drug and adverse event are mentioned in the same
sentence and no other drug or adverse event mentioned. Next, in Figure 3.3,
two drugs are mentioned, but only one relates to the described adverse events.
Finally, in Figure 3.4, the first sentence contains a drug mention. Adverse events
are mentioned only in the two following sentences. Since we deal only with pairs
occurring within one sentence, the last situation would not be detected by our
system.
“Mezi nejčastější nežádoucí účinky atomoxetinu
patří bolesti břicha, zvracení, snížená chuť k jídlu;
tyto účinky jsou obvykle přechodné.”

“Ve srovnání s trazodonem, mirtazapin
častěji zvyšoval chuť k jídlu
a způsoboval nárůst hmotnosti.”

“The most common adverse events of atomexetin
include stomach aches, vomiting, loss of appetite;
these effects are usually temporary.”

“Compared to trazodon, mirtazapin
lead to an increased appetite
and weight gain more often.”

Figure 3.2 One drug and one potential

Figure 3.3 Only one drug out of two

adverse event mentioned in a sentence

relates to the described adverse events

1
2

textract.readthedocs.io
universaldependencies.org/docs/format.html
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“Promethazin vykazuje řadu nežádoucích účinků. U malých dětí
je riziková zejména deprese dechu až spánková apnoe a také častá
paradoxní excitace. V respiračním traktu nezřídka způsobuje kongesci sliznic.”
“Promethazin causes several adverse events. In the case of small children,
especially respiratory depression up to sleep apnea are high-risk, and commonly also
paradoxical excitement. In the respiratory tract [it] often causes sinus congestion.”

Figure 3.4 One drug mentioned in a sentence and several adverse events mentioned
in a following sentence
In Sections 3.2.1 and 3.2.2 we explain how drug and disease mentions were
extracted. Both types of entities were matched using an ontology-based NER
system and the Aho-Corasick string search algorithm [Aho and Corasick, 1975].
(drug, disease) pairs were then obtained simply as a cross product of these mentions within one sentence.

3.2.1

Disease Detection

Disease mentions were detected using Czech and English Named Entity Recognition (NER) models based on MedDRA (a medical terminology described in
Section 2.4). In the model, we included matching through the terms themselves,
lemmas of the terms (for Czech) and through term IDs. This way, when extracting diseases from English sources, like Wikipedia, we could match the English
detected terms to their Czech counterparts without translation. In fact, the
same could be applied to sources in other languages supported by MedDRA,3
one of the aspects that we discuss in Section 4.5.
For example, in the sentence
It is primarily used for perioperative pain, acute injury, colic, cancer pain, other
acute/chronic forms of pain and high fever unresponsive to other agents.4
the term colic is identified by the English MedDRA named entity recognition
model (along with other entities). Next, the ID of the term is used as input to
the NER system to extract the corresponding Czech term. This allows us to use
English data sources to form rules for labeling non-English data.
3
4

Chinese, Dutch, French, German, Hungarian, Italian, Japanese, Portuguese, Spanish
en.wikipedia.org/wiki/Metamizole
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3.2.2

Drug Detection

Drug mentions were detected using NER models derived from two databases, and
DrugBank, as described in Sections 2.5 and 2.6. The models take into account
matching accross synonyms, so the trade name (name under which a drug is
sold) and generic name (the chemical name or the active ingredient) of a drug
are matched to the same entity.
For example, in the following sentence:
V současnosti je v České republice dostupný sitagliptin (Januvia), vildagliptin
(Galvus), saxagliptin (Onglyza), linagliptin (Trajenta) a alogliptin (Vipidia).
the NER models detect all of the generic names and three out of five trade names.

3.3

Creating a dataset

Working with journals, we associated detected drugs and diseases with sentences
they appear in. We needed to label these (drug, disease) pairs: they could describe a (drug, adverse event) relation, a (drug, indication) relation, or a (drug,
unrelated disease) ‘empty’ relation. We proceeded to form rules based on information from two public sources, Wikipedia pages and Product Information
Leaflets (PILs). Both of these sources operate on ‘drug’ level, since Wikipedia
has pages describing different drugs, and one PIL is also dedicated to one specific
drug. Furthermore, both of these sources contain some useful structure.

3.3.1

Forming Rules

We extract rules from two knowledge bases – Product Information Leaflets and
Wikipedia pages. A rule is a triple (y, edrug , edisease ) where y is a label and following Taewijit et al. [2017] y ∈ {Adverse Effect, Indication}.
From the 8,375 available leaflets we selected 1,905 which followed a template
defined by the WHO.5 The selection of leaflets mapped to a total of 395 unique
drugs. A drug can map to multiple leaflets, if there are different companies
5

https://extranet.who.int/prequal/sites/default/files/documents/106%20PIL%

20template.docx
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producing the medicine, or if it is being produced in different versions (e.g. different strength or form). On average, each product mapped to 5 files. One drug,
ramipril, which is used for “management of mild to severe hypertension”6 mapped
to 83 leaflets, which was the most.
After extracting the drug name from the leaflet and mapping the drug names
to specific files, we extracted information about what the drug treats (indication
information) and what it can cause (information about possible adverse effects).
Each leaflet contains 5 different sections, from which two specifically address
the indications (“What {PRODUCT NAME} is and what it is used for”)7 and
possible adverse effects (“Possible side effects”)8 of the medicine. We extracted
these text chunks and detect diseases as described above.
Next, we enhanced this information with knowledge from Wikipedia articles.
For each drug, if an English and/or Czech Wikipedia page existed, we extracted
from these pages sections that contain information on indications and possible
adverse effects. In these sections, we identified diseases in the same manner as
before when working with leaflets. For Czech text, we mapped Czech MedDRA
terms to their English equivalents.
We successfully extracted information from 278 English Wikipedia pages and
9 Czech Wikipedia pages. All of the English pages and 6 out of the 9 Czech pages
contained new information (at least one possible adverse effect or indication that
wasn’t extracted from the PILs).
Next, we discarded drugs with no indication or adverse effects (e.g. homeopathics) and merged all our information together.
We

ended

up

with

384

drugs,

which

form

22,931

rules

repre-

sented as triples of the form (y, edrug , edisease ) where y is a label and
y ∈ {Adverse Effect, Indication}. 19,710 (86%) describe an adverse effect and
3,221 (14%) describe an indication. On average, we collected 51 possible adverse
effects and 8 indications per drug.
If a sentence contains a mention of a drug and a mention of a disease, then
there exists a relation between these two which can be described as y. This is
a strong assumption which will introduce noisy instances represented as pairs
6

From www.drugbank.ca/drugs/DB00178
Czech translation: Co je {PRODUCT NAME} a k čemu se použı́vá
8
Czech translation: “Možné nežádoucı́ účinky”
7
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that are not related in the sentence at all – a drawback that comes with distant
supervision. There exist de-noising techniques and heuristics, some of which
are presented by Roth et al. [2013] and also (specifically for biomedical relation
extraction) by Li et al. [2017b]. An example of one of the heuristics is to remove
instances that are not a ‘closest pair’ in case multiple entities are mentioned in
a sentence (a scenario we often encounter). Another example is proposed by
Takamatsu et al. [2012]: The sequence of words on the dependency path between
drug and disease is extracted as a ‘pattern’ and a probabilistic graphical model
estimates P (y|pattern).

3.3.2

Labeling Data

One of our goals is to create a dataset using distant supervision. We extract
(drug, disease) pairs from sentences in journal articles and we label them wih
labels y ∈ {Adverse Effect, Indication}. Only pairs that were represented in a
rule (see previous Section) could be labeled. Pairs that were not represented in
a rule were not considered for the dataset. Keep in mind that this kind of data
labeling does not always have to be correct! Take the following sentence from a
Wikipedia article about metamizole as an example:
Like NSAIDs, it can trigger bronchospasm or anaphylaxis, especially in those with
asthma.9
Three diseases are detected from this sentence and three rules are created:
(AE, metamizole, bronchospasm), (AE, metamizole, anaphylaxis) and (AE,
metamizole, asthma). Only two of the rules are correct, because asthma is not
caused by metamizole.
For each article, we were aware of which drugs and diseases occur in which
sentences with sentence identifiers unique on article level. It was thus a straightforward task to generate instances represented as quadruples (y, id, edrug , edisease )
where id was created as a concatenation of the article information (journal name,
year, issue) and the sentence id in the article. This way, each sentence has a
unique identifier and each quadruple is unique in the whole dataset. We keep in
mind that a sentence can have more than one (drug, disease) pair, and thus can
9

https://en.wikipedia.org/wiki/Metamizole
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be associated with different labels. A specific (drug, disease) pair can only be
associated with exactly one of the two labels.
The labeled instances are saved in tab-separated format in a text file (one line
corresponds to one instance).

3.4

Feature Extraction

When we refer to sentence, we mean a string of concatenated lemmas, where drug
and disease mentions are replaced with [DRUG] or [DISEASE] respectively. When
a disease or drug consists of multiple words, the whole expression is replaced.10
We extract the following types of features:
1. n-grams of words in sentence, n ∈ {{1}, {1, 2}, {1, 2, 3}}
2. n-grams of part of speech (POS) tags, n ∈ {{1}, {1, 2}, {1, 2, 3}}
3. Verb bigrams: If a sentence contains a bigram of verbs, we extract the
corresponding lemma bigram. This is motivated by modal verb phrases like
‘can cause’.
4. Word distance (number of tokens) between drug and disease mention: This
feature is computed in two variants. The avg variant computes the average
distance between drug and disease mentions in sentence (since a sentence
can contain more than one mention of either or both). The min variant
computes the minimum distance in sentence.
5. Lemma of root: The dependency structure is extracted by UDPipe and
saved in the CoNLL-U format. In the dependency tree, one node is tagged
as root. This feature extracts the lemma of this root token
6. Dependency tags of drug and disease: This feature extracts the dependency
tags of the drug and disease tokens. In case of a multi-word expression, only
the first token is considered. We perceive this as a possible limitation.
10

Therefore the length of the sentence (in number of tokens) is different from the original

length.
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7. Part of speech tag of drug and disease: This feature extracts the UPOS
(Universal POS) tags of the drug and disease tokens.11
8. Length of dependency path between drug and disease: This feature is also
computed in two variants, avg or min. In case of multi-word expressions,
all possible paths are found and the minimum or average length of these is
computed. In case only one path exists, len(path) = avg = min.
9. Mention of drug or disease in neighboring (previous or following) sentence.

3.5

Algorithms

We picked the following machine learning algorithms mainly based on previous
research.

3.5.1

Logistic Regression

The logistic function is defined as
f (z) =

1
ez
=
z
1+e
1 + e−z

The logistic model, z = a + b1 x1 + b2 x2 + · · · + bk xk = a +
p(y = 1|x) = f (x) =

∑

i bi x i

and

1
∑

1 + e−(a+

bx)
i i i

p(y = 0|x) = 1 − p(y = 1|x)

where y is a class label, x is a vector representation of a document (an instance),
xi are observed independent variables (features) and a and bi are unknown parameters. These parameters are estimated using maximum likelihood.
As an optimization problem, binary class L2 penalized logistic regression minimizes the following cost function:

12

∑
∑
1 T
w w+C
log(e−(yd (a+ i bi xi )) + 1)
min
w,a 2
d∈D
11

See universaldependencies.org/u/pos/index.html for a list of possible categories with

their respective tags.
12
scikit-learn.org/stable/modules/linear_model.html#logistic-regression
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where the weight vector w = (b1 , . . . , bk ). We consider the following values of
the C parameter: {0.01, 0.1, 1, 10, 100}.
Logistic regression directly models p(y = k|x) using the logistic function,
which makes it a probabilistic discriminative model [Ng and Jordan, 2002]. It
models the conditional distribution of the response y (the target), given the predictors x. [James et al., 2013] We use the implementation of the logistic regression classifier as provided by Pedregosa et al. [2011], with the SAGA optimization
method [Defazio et al., 2014].

3.5.2
13

Support Vector Machine

A hyperplane of an n-dimensional space is a subspace with dimension n − 1, a

set of points satisfying the equation
wT x + b = 0,
where w, the parameter vector or weight vector, is normal (orthogonal to any
vector lying on the hyperplane), x is the vector representation of the document
and b ∈ R moves the hyperplane in the direction of w (See Figure 3.5). The form
of the decision function for document x can be defined as
f (x) = sgn(wT x + b),
a value of −1 indicating one class and +1 indicating the other class.
A Support Vector Machine (Vapnik [1979],Vapnik and Kotz [1982]) is a hyperplane based classifier that in addition to finding a separating hyperplane defines
it to be as far away from the nearest data instances (the support vectors) as possible. It maximizes the margin of the classifier γ =

2
,
∥w∥

which is the width of the

band drawn between the data instances closest to the hyperplane (Figure 3.6).
To find the best separating hyperplane, the formulation is in the form of a
minimization problem:
Minimize

1 T
w w
2

Subject to yi (wT xi + b) ≥ 1
i = 1 . . . n.
13

In this section, figures are by Tydlitátová [2016] unless indicated otherwise.
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w

b

Figure 3.5

w
γ
b

Figure 3.6
The decision function f can then be expressed as
f (x) = sgn(

n
∑

αi yi xTi x + b).

(3.1)

i=1

In the context of real-world tasks, data are seldom perfectly (and linearly)
separable. A soft margin SVM allows outliers to exist within the margin, but
pays a cost for each of them. Slack variables ξi are introduced for each data
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instance to prevent the outliers from affecting the decision function:
⎧
⎪
⎪
⎪0,
⎪
⎪
⎪
⎨

ξi = ⎪≤
⎪
⎪
⎪
⎪
⎪
⎩>

if xi is correctly classified,
1
,
∥w∥

if xi violates the margin rule,

1
∥w∥

if xi is misclassified.

(3.2)

In Figure 3.7, document x1 is misclassified and document x2 violates the
margin rule.

x1

x2
γ

Figure 3.7 Slack variables
The formulation of the SVM optimization problem with slack variables is:
Minimize

n
∑
1 T
w w+C ·
ξi
2
i=1

Subject to yi (wT xi + b) ≥ 1 − ξi
i = 1 . . . n,
where the cost parameter C ≥ 0 provides a way to control overfitting of data.
This occurs when the learning process provides a very accurate fit to the training
data, but cannot generalize on unseen testing data: a small value of C results in a
large margin while a large C results in a narrow margin, classifying more training
examples correctly. For training, we consider the following possible values of
C: {0.01, 0.1, 1, 10, 100}.
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3.5.3

Random Forest Classifier

A Random Forest (RF) classifier [Breiman, 2001] is an ensemble method of classification. This means that the classifier consists of several independent subclassifiers and the resulting classifier acts as an average or aggregate of the subclassifiers. Specifically, in the Random Forest algorithm, a sub-classifier is a
decision tree.
In a decision tree, internal nodes represent features used as a splitting point
and leaves contain target values (class labels). The metric used to define goodness
of a possible split is Gini impurity, defined for a binary classification problem as
G=

∑

pt · (1 − pt )

t∈{0,1}

A small value of G indicates that a node contains predominantly observations
from a single class. [James et al., 2013]
There are multiple parameters that can be set for training a Random Forest
classifier:14
• n estimators: The number of trees in the forest. Tested values: [10, 25,
50, 100, 250]
• min samples split: The minimum number of samples required to split an
internal node. Tested values: [2, 4, 8]
• min samples leaf: The minimum number of samples required to be at a
leaf node. A split point at any depth will only be considered if it leaves
at least min samples leaf training samples in each of the left and right
branches. Tested values: [1, 2, 4]
• max features:

The number of features to consider when looking

for the best split.
If log2,

If sqrt, then max features=sqrt(n features).

then max features=log2(n features).

If None,

max features=n features. Tested values: [’sqrt’, ’log2’, None]
14

We follow the naming and description as in the documentation:

scikit-learn.org/stable/modules/generated/sklearn.ensemble.
RandomForestClassifier.html
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then

• bootstrap: By default, the sub-sample size is the same as the original input sample size but the samples can be drawn with replacement if
bootstrap=True.

35

4. Results
4.1

Evaluation

We are dealing with automatically labeled data, with no gold standard available
to evaluate our experiments against. The evaluation strategy we choose is heldout evaluation. This means we split our data (see how in Section 4.2) into two
partitions, train our model on the TRAIN partition (using cross validation) and
test the model on the TEST partition. All evaluation metrics are thus computed
on the TEST partition.
As Roller and Stevenson [2015] points out in their empirical analysis, results
from experiments that used distant supervision for labelling should be interpreted
with caution. Specifically, they can overestimate the model’s performance. Keeping these limitations in mind, we evaluate our systems using standard metrics.
We also carry out some manual evaluation on a small portion of our testing data
(see Section 4.4.1).

4.1.1

Metrics

As evaluation metrics, we compute accuracy, the F1 score and an averaged macro
variant of the F1 score. To be clear, see how these metrics are calculated for a
binary classification task described by a confusion matrix:1

True

Predicted
AE

IN

AE

TP

FN

IN

FP

TN

TP
TP + FP + FN + TN
precision × recall
F1 score = 2 ×
precision + recall

Accuracy =

1

In the matrix, we use the following common notation: TP – True Positives (Positive

instances predicted as positive), FP – False Positives (Negative instances predicted as positive),
FN – False Negatives (Positive instances predicted as negative), TN – True Negatives (Negative
instances predicted as positive)
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where precision =

TP
TP+FP

and recall =

TP
.
TP+FN

One can see that the F1 score

is defined with respect to only one of the classes (the positive class, here AE).
Given that the distribution of the two classes is not balanced (like in our
data, where the ratio in the test set is 72:28), the choice of the positive class
significantly affects the resulting F1 score.2 For that reason we also compute a
macro averaged variant, Fmacro , defined as

Fmacro =

FAE + FIN
2

where FAE is the F1 score as defined previously and FIN is the F1 score if the
IN class is considered as positive.

4.1.2

Baseline

We consider a majority class baseline: All test instances are assigned the class
with the largest number of instances, there are no negatives (false or true). In
our case this gives 0.72 accuracy, 0.84 F1 score (with respect to the AE class) and
0.42 Fmacro score.

4.2

Data split description

Our dataset consists of 3,210 labeled instances. An instance is represented as a
quadruple (y, id, edrug , edisease ). The instances were split into a training set and a
testing set with 80% of the instances used for training and 20% of the instances
used for testing. Following Miranda [2018], we implemented a restriction that
prevents sentences from the same article to appear in both sets. This prevents
sentences that include more than one pair (and are thus possibly associated with
more than one label) to be both trained and tested on. We expand the restriction
to article level, because an article can contain several similar sentences and also
because this setting is a better simulation of a ‘real’ situation, where a new article
would not appear in both sets, but only in the training set. See Tables 4.1 and
2

For an experiment where the positive class is more clearly defined, like detecting AE-related

vs AE-unrelated sentences, this would not be that much of an issue, because the F1 score would
be a sufficient performance marker.
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4.2 which show how the data is distributed in the two sets with respect to the
labels and journals.
We did not use a development set and instead train our models on the training
set using cross validation. This way we prevented overfitting on the development
set which would also have to be separated in the same way like the test set.

All

Count

AE

IN

3,210 (100%)

2,230 (70%)

980 (30%)

2,568

1,768 (69%)

800 (31%)

642

462 (72%)

180 (28%)

TRAIN
TEST

Table 4.1 Data statistics by label

All
TRAIN
TEST

Count

DPP

IM

MPP

MT

ON

PED

PPP

3,210 (100%)

181 (6%)

1,401 (44%)

359 (11%)

114 (4%)

508 (16%)

131 (4%)

516 (16%)

2,568

132 (5%)

1,124 (44%)

299 (12%)

92 (4%)

400 (16%)

100 (4%)

421 (16%)

642

49 (8%)

277 (43%)

60 (9%)

22 (3%)

108 (17%)

31 (5%)

95 (15%)

Table 4.2 Data statistics by journal

4.3

Feature Selection

We perform univariate feature selection using the χ2 statistical test. Univariate
means that each feature is evaluated independently for it’s relationship with the
target (the label): the higher the statistic, the better estimated predictor value.
In the next step, we take the highest scoring percentage (10%, 20%, 80%, 100%)
of the features with respect to this metric.

4.4

Results

We evaluated all features separately for a starting point. See Appendix C for
these results. Find complete results for three features with four degrees of feature
selection in Table 4.3. In the table, a highlighted value is the maximum from
the respective row it is found in. There are several findings. First, selecting
top performing features has a strong impact. The best models use 10% of the
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features. Next, the SVM algorithm performs the best, but overall all algorithms
give some satisfying results above baseline. As expected, word n-grams are by far
the most predictive feature. In the case of linear regression the model which only
uses word n-grams performs better in all three metrics than a model containing
other features as well.
Algorithm

Metric

1

2

3

4

5

6

7

8

9

10

11

12

13

14

LR

A

0.72

0.73

0.28

0.79

0.69

0.72

0.73

0.28

0.72

0.71

0.28

0.72

0.71

0.28

F1

0.84

0.83

0.00

0.86

0.81

0.84

0.83

0.00

0.84

0.82

0.00

0.84

0.82

0.00

Fmacro

0.43

0.61

0.22

0.70

0.50

0.43

0.60

0.22

0.43

0.56

0.22

0.43

0.56

0.22

A

0.76

0.77

0.72

0.78

0.69

0.73

0.76

0.72

0.75

0.75

0.71

0.76

0.76

0.74

F1

0.85

0.86

0.82

0.86

0.80

0.83

0.85

0.83

0.85

0.85

0.81

0.85

0.85

0.84

Fmacro

0.62

0.64

0.60

0.66

0.55

0.55

0.56

0.56

0.57

0.55

0.59

0.59

0.58

0.59

A

0.80

0.79

0.73

0.80

0.73

0.79

0.79

0.73

0.76

0.76

0.74

0.77

0.76

0.74

F1

0.87

0.86

0.84

0.87

0.83

0.87

0.86

0.84

0.84

0.83

0.84

0.84

0.84

0.84

Fmacro

0.71

0.70

0.47

0.70

0.54

0.70

0.69

0.49

0.70

0.68

0.55

0.71

0.70

0.54

0.1

0.1

0.1

0.1

0.1

0.2

0.2

0.2

0.8

0.8

0.8

1

1

1

11,687

11,600

85

11,388

212

23,374

23,201

170

93,499

92,804

680

116,874

116,005

850

RF

SVM

Feat. selection

percentage

Feat. selection

absolute

Feat. name

Feat. value

deppath

avg

•

•

•

•

•

•

•

•

deprel

‘drug’, ‘disease’

•

•

•

•

•

•

•

•

neighbor

‘disease’, ‘+1’

•

word n-grams

n ∈ {1, 2, 3}, abs.

•

•

POS n-grams

n ∈ {1, 2, 3}, abs.

•

•

root lemma

•

•
•
•
•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

•

Table 4.3 Final results
How to read this table: Each numbered column represents a specific feature group. Which
features are in the group is denoted by the bullets in the lower part of the table. For example,
feature group 4 only contains word n-grams and only contains the top 10% of the features.
Each feature group is tested on all three algorithms (LR: Logistic Regression, RF: Random
Forest, SVM: Support Vector Machine). For each combination of algorithm and feature set
three metrics are computed and displayed in the upper part of the table. A combination of
algorithm and feature set (that is, one specific experiment) can be referred to as ALG-NUM
where ALG is the algorithm abbreviation and NUM is the number of the feature set.

Other features that seem to hold information are POS n-grams. Looking at the
top informative features (Table 4.4), one of the Random Forest models contains
half word n-grams and half POS n-grams, including ‘punct’ and ‘sym’. We suspect
that these tags specifically are connected with a listing of possible adverse events
in a sentence, together with a probability or other measure associated with a
symbol such as the percent sign.
Some of the top features are predictable: riziko (risk), riziko [DISEASE]
(risk of [DISEASE]), výskyt (occurrence, presence). A group of top features are
specific diseases like úzkost (anxiety) and drugs, like citalopram. In possible future
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LR-4

RF-4

RF-2

SVM-4

SVM-1

riziko [DISEASE] riziko

noun

riziko [DISEASE]

riziko [DISEASE]

riziko

léčba [DISEASE]

léčba [DISEASE]

[DISEASE] sı́ný

[AMOD DISEASE]

výskyt

onemocněnı́

punct

léčba [DISEASE]

[DISEASE] sı́ný

kardiovaskulárnı́

sı́ný

noun noun

sı́ný

citalopram

být

with type [DISEASE]

sı́ný

citalopram

sı́ný

léčba disease

riziko [DISEASE]

[DISEASE] sı́ný

nádorový [DISEASE]

léčba [DISEASE]

sı́ný

[DISEASE] sı́ný

onemocněnı́

[DISEASE] mellitus typ

po [DISEASE]

moci

být

sym

po [DISEASE]

nádorový [DISEASE]

při

interferon

úzkost

rezistence

[DISEASE] mellitus typ

analgetikum

nemocný po

adj noun

dojı́t

často

disease sı́ný

průjem

adj

onemocněnı́

dojı́t

Table 4.4 10 most informative features in top performing models
experiments, we would replace all drug and disease mentions with a specific token,
so to prevent a commonly occuring or co-occurring token to bias the classifier.

4.4.1

Manual evaluation

There are several levels on which our system can make an error: in the NER task,
in the distant supervision labeling (both rule creation and the actual labeling),
and in the classification. We conduct a small-scale manual evaluation of some of
these aspects on 5% of the testing data (32 randomly selected instances). Since
this is a very small sample, we do not provide any metrics in percentages as there
is little generalization power, but only the absolute counts.
In the NER task, the system can either cause an error by falsely identifying
entities in a sentence (e.g. identifies a non-disease as a disease), or by failing
to identify entities in a sentence (e.g. doesn’t identify a disease in a sentence
containing a disease). We evaluate the first type of error for both drug and
disease mentions.
Out of the 32 instances, all identified drug mentions were identified correctly
and 27 disease mentions were identified correctly. An example of an incorrect
disease mention extraction is the phrase in the center for pain treatment where
pain was detected as a disease mention.
An interesting finding was that out of the 32 instances, 12 of the sentences
were extracted from a table in the original pdf file. Typically this was a table
containing rows of drugs and their adverse events. This introduced a lot of noise
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(adverse events being paired with a drug from a different row).
Further on considering only the 27 instances that had both entities correctly
extracted, out of these we evaluated that 15 did not contain an AE or IN relation
at all. The remaining 12 instances contained one of the two relations and out of
these, we identified 9 as labelled correctly using distant supervision.
In this sample, 5 instances are in the IN class and 4 instances are in the AE
class. Our best model (trained on TRAIN) classified all of these nine instances
correctly into their classes.

4.5

Discussion and Future Directions

Our work has shown that there is potential in drug and disease Named Entity
Recognition and (drug, adverse event), (drug, indication) relation extraction. It
has also shown that results on Czech are comparable to work in English (keeping
in mind the limitations of such indirect comparisons). Our best model was an
SVM based on 10% of the features (using all feature types) which performed well
above baseline at 0.80 accuracy, 0.87 F1 score and 0.71 Fmacro score. That the
SVM performed best was not significantly surprising, as previous research has
also been suggesting this. Logistic regression assigns all instances to one or the
other class in several settings, but even then the SVM performs consistently well.
Random Forest gives slightly lower but also consistent results across different
feature groups.
Further in this section, we first discuss some limitations of our methods with
suggestions on how to overcome them, and we also list several directions in which
our project could be extended.
Improvements can be made at several levels. Starting with data preprocessing,
on instance level we replaced mentions of the drug and disease from the (drug,
disease) pair associated with the instance with [DRUG] or [DISEASE] respectively.
The rest of the tokens we left intact. This resulted in the fact that other drug
and disease mentions became significant predictors of a class. We would suggest
for the future that all drug and disease mentions in a sentence be replaced with
a unique token (different than the specific drug and disease pair). This way, if in
the data set two diseases happen to co-occur in sentences that describe a possible
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AE, one of them won’t end up as a top feature.
At the level of feature extraction, when we select the dependency tag of a
disease, we select the dependency tag of the first token in case of multi-word
expressions (which are common in disease names). But other tokens should be
also considered, or a heuristic like taking the tag of the noun in the expression
could be applied.
During feature selection, in our experiments, we selected 10 or more percent
of the top features, which proved to be a successful step. But 10% of the features
was (when considering the whole feature set) still almost 12,000 features. In the
future, we would test more drastic thresholds, and experiment with selecting the
top 1 or 5% features.
As our manual evaluation uncovered, many papers use tables to summarize
adverse effects of drugs. The pdf text extraction method we use, however, treats
tables as any other text (for example as a long sentence), which often results in
incorrect relations. Extracting formatted tables and developing systems for their
analysis would almost certainly improve results and focusing on tables would be a
valuable area of future research (e.g. following the work of Xu and Wang [2015a]).
There are several ways in which the current project could be extended. First,
in this project, we are using product leaflets and Wikipedia pages as sources for
our knowledge base. Other sources, like side effect databases could be applied.
Furthermore, the sources could be based on more languages as well, specifically
all languages that are supported by the MedDRA terminology would be a logical
choice – for example Dutch, German or French.
Finally, in line with previous literature, Support Vector Machines indicate
quality performance in binary classification. Our work could be extended with a
neural approach, as Convolutional Neural Networks have been successfully used
before – but a larger dataset would be needed.
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Conclusion
In this thesis, we explored automatic adverse event detection. Specifically, we
looked at Czech medical literature as a source of possible adverse events. We
created our own dataset consisting of over 3,000 instances represented as sentences from articles published in medical journals. Each instance was labeled
using distant supervision as describing an adverse event or an indication. The
labelling was based on rules extracted from Czech end English product leaflets
and Wikipedia pages.
Next, we classified these instances as either adverse event- or an indicationrelated. These classification experiments were done using three different algorithms and several feature sets to find the best performing model. Held-out
evaluation showed that the best models performed at 0.87 F1 and 0.71 Fmacro
score. Further manual evaluation pointed out the limitations of a distant supervision approach, where incorrect labeling of instances causes errors later on in
the process.
Finally, we addressed several possible issues and provided suggestions how to
overcome them in the future. We also presented various ideas on how our work
could be expanded, some of which could be implemented in a straightforward
way. In conclusion, we believe that while there is room for improvement, our
work shows that machine learning techniques can be successfully used to advance
the process of literature monitoring for adverse events in a variety of languages.
Code used for this project is available at github.com/lutydlitatova/
pv-thesis .
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A. Definitions
Adverse event, adverse drug event, AE, ADE
Any untoward medical occurrence in a patient or clinical trial subject administered a medicinal product and which does not necessarily have a causal relationship with this treatment. Any unfavourable and unintended sign (e.g. an
abnormal laboratory finding), symptom, or disease temporally associated with
the use of a medicinal product, whether or not considered related to the medicinal product. [European Medicines Agency, 2017b]
Adverse effect, adverse drug reaction, ADR
A response to a medicinal product which is noxious and unintended. Response in
this context means that a causal relationship between a medicinal product and an
adverse event is at least a reasonable possibility. An adverse effect, in contrast to
an adverse event, is characterised by the fact that a causal relationship between a
medicinal product and an occurrence is suspected. [European Medicines Agency,
2017b]
Drug
In the context of this thesis, any medicinal product represented by trade name,
generic name or chemical name.
Disease
In the context of this thesis, any symptom, disorder or sickness (including adverse
events and adverse effects).
Indication
A symptom or particular circumstance that indicates the advisability or necessity
of a specific medical treatment or procedure.1

1

www.merriam-webster.com/dictionary/indication#medicalDictionary
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B. CoNLL-U Format example

Table B.1 CoNLL-U annotation for the sentence

Klinický obraz je poněkud odlišný u žen a u mužů. (The clinical image is some-

C. Initial evaluation of features
LR
Feature

SVM

RF

A

F1

Fmacro

A

F1

Fmacro

A

F1

Fmacro

POS, n = 1, bin = False

0.69

0.81

0.44

0.68

0.81

0.41

0.73

0.84

0.51

POS, n = 1, bin = True

0.69

0.81

0.44

0.68

0.81

0.41

0.74

0.84

0.54

POS, n ∈ {1, 2}, bin = False

0.70

0.81

0.53

0.69

0.80

0.52

0.75

0.85

0.54

POS, n ∈ {1, 2}, bin = True

0.70

0.81

0.53

0.69

0.80

0.52

0.75

0.85

0.54

POS, n ∈ {1, 2, 3}, bin = False

0.69

0.81

0.50

0.70

0.81

0.56

0.71

0.82

0.55

POS, n ∈ {1, 2, 3}, bin = True

0.68

0.80

0.50

0.70

0.81

0.56

0.76

0.85

0.59

W, n = 1, bin = False

0.78

0.86

0.67

0.81

0.88

0.73

0.76

0.84

0.67

W, n = 1, bin = True

0.78

0.86

0.67

0.81

0.88

0.73

0.76

0.84

0.69

W, n ∈ {1, 2}, bin = False

0.79

0.87

0.69

0.82

0.88

0.75

0.79

0.87

0.69

W, n ∈ {1, 2}, bin = True

0.79

0.86

0.68

0.82

0.88

0.75

0.79 0.87

0.71

W, n ∈ {1, 2, 3}, bin = False

0.78

0.86

0.67

0.82

0.88

0.76

0.79

0.86

0.67

W, n ∈ {1, 2, 3}, bin = True

0.78

0.86

0.66

0.82

0.88

0.76

0.78

0.86

0.66

WD, min

0.72

0.84

0.42

0.72

0.84

0.42

0.69

0.82

0.42

WD, avg

0.72

0.84

0.42

0.72

0.84

0.42

0.69

0.81

0.42

DEPPATH min

0.28

0.00

0.22

0.72

0.84

0.42

0.72

0.84

0.43

DEPPATH avg

0.28

0.00

0.22

0.72

0.84

0.42

0.71

0.83

0.45

DEPREL drg

0.72

0.84

0.43

0.72

0.84

0.43

0.72

0.83

0.46

DEPREL dis

0.72

0.84

0.42

0.73

0.84

0.51

0.73

0.83

0.56

UPOS drg

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.43

UPOS dis

0.75

0.85

0.57

0.75

0.85

0.57

0.75

0.84

0.66

NEIGH −1 drg

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.42

NEIGH −1 dis

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.42

NEIGH +1 drg

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.42

NEIGH +1 dis

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.42

ROOT

0.72

0.84

0.42

0.72

0.84

0.42

0.72

0.84

0.45
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