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Abstract
How are the colors of concepts represented in distributional models? That is what we
will investigate in this thesis. Our hypothesis is that distributional spaces, as representations of conceptual knowledge, can deviate quite sharply from what the world is like
(or even what speakers think the world is like). For example, many plants are green,
but is green a salient property of plants in a semantic space? Our hypothesis is that by
looking at the behavior of linguistic data across the color dimensions in a conceptual
space, we learn much about the status of color in a speaker’s semantics. In particular, we show how color conserves and modifies semantic categories across the language
space. Having highlighted particular transformations from full conceptual space to
color subspace, we are then able to look at the correlation (or lack thereof) between
language and perception from the point of view of further vector space distortions. In
order to get these insights, we build a semantic space that is dependent on a count
model where target words are only defined by their co-occurrences with color terms.
In the first experiment, we find that the weighted co-occurrence vectors for natural
categories such as plants and animals show more variance than those of non- natural
and abstract categories. In the second experiment, we see that for some of these high
variance categories, semantic information is preserved in the color subspace. We have
tested this by comparing nearest neighbours of a target word in the full semantic space
with nearest neighbours of the same target word in the color subspace. However, in the
third experiment we show that even in cases where semantic information is preserved,
extracting the characteristic color associated to a word denoting a concrete concept
is not trivial. We argue that when evaluating distributional models on the distances
between concepts, we lose insight on the real location of the concept in space. For
color, it seems that some categories move or transform together in the distributional
sub space, so that the distances between the concepts in a category stay the same to
a certain extent, but the location in the color dimensional space is not the same as
it would be if the distributional space really captured the cognitive representations of
concepts.

Introduction
In this thesis, we will investigate the relation between the characteristic color of concepts
and the distribution of colors and concepts distributional models. Since distributional semantics is often considered as a computational method to represent the meaning of words in
a way similar to cognitive processes, we also consider the basic cognitive processes that play
a role in processing concepts and perception of concepts. We will investigate whether there
are semantic categories for which the color terms are more important, by investigating the
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co-occurrence vectors of concepts in different categories and color terms. Are colors for these
categories salient to the extent that semantic information is preserved when considering only
the color subspace as a distributional model? And if so, are we actually able to extract the
correct of a concept from the distributional data? These questions are important to understand the way we are using and especially evaluating distributional models. Traditional
evaluation of distributional models considers the distance between words as a measure of
accuracy. If a distributional model and a cognitive model show similar distances between
concepts, we consider our distributional model as a accurate proxy of the cognitive representation of concepts. However, this way, the location of a concept in space, in relation to the
dimensions we consider, is lost. Could it be the case that categories transform, whether or
not together as a category in space, maintaining the distance between concepts, but moving
away from ‘realistic’ locations in the distributional space?

In this section an introduction to distributional semantics, language and perception and the
cognitive semantic system will be given, to paint a complete picture of the topic. We will go
over the much debated question of the influence of language on perception: Can language
change the way we see the world and the different theories that exists about how knowledge
of concepts is stored in our brain. And if linguistic input can help the process of perception
of objects, how are the perceptive features of objects represented in the linguistic data?

Distributional semantics
“The degree of semantic similarity between two linguistic expressions A and B is a function
of the similarity of the linguistic contexts in which A and B can appear. Therefore, at least
certain aspects of the meaning of lexical expressions depend on the distributional properties
of such expressions.” (Alessandro Lenci 2008)
The theory of a distributional structure goes back to Harris (1954), who asked the question
“Does language have a distributional structure?” Language can be structured, according to
3

him, with respect to various independent features, one of which is a distributional structure.
To understand what distributional semantics is, we need to know what semantics is. Semantics is the study of meaning, and concerns the relationship between signifiers such as words
or phrases and their denotation, their connection to the real world. It also answers questions
about compositionality, concerning combinations of words and how combinations of meanings of words can form to the meaning of a sentence. In distributional semantics, we have
found a computational model to model how humans make similarity judgments on concepts.
We want such a model to be able to predict the degree of similarity between concepts that
is consistent with human judgment (See also K. Erk (2012), Turney et al. (2010) and Clark
(2015)).

Distributional semantic models often build on the findings of Harris. Distributional models,
also known as ‘word spaces’, are based on the assumption that we can infer the meaning
of a word from its distribution in text (Landauer et al. 1998). We can use the information
about the context of a word by taking a very large text corpus, for example Wikipedia, and
investigate the context of the words we are interested in, the context being the words that
occur next to our word of interest. The word we are interested in is usually called the target
word. Let us assume that we collect every instance of our target word in the corpus, and
count how often it occurs next to other words. For example, in figure 1, we consider three
target words: ‘puppy’, ‘cat’ and ‘bank’. This semantic space is only two dimensional, which
means we only consider two words as interesting context of our target words: In this case,
we are only interested how often ’cute’ and ’finance’ occur next to our target words. In ‘real’
semantic spaces, we will have many more dimensions, meaning that we will count for many
more different words how often they occur next to our target words. In this toy example,
our target words can be represented as vectors containing two dimensions: the count of the
amount of times ‘cute’ appears next to the target word, and the count of the amount of
times ‘finance’ occurs to next to the target word. In the corpus on which this toy example is
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based ‘puppy’ and ‘cat’ both occurred more with ‘cute’ than with ‘finance’, whereas ‘bank’
occurred more with ‘finance’ than with ‘cute’.

Figure 1: Toy example of semantic vectors in a small semantic space.

However, these counts alone are not informative enough, because for a word to occur many
times next to a highly frequent word such as ‘the’ or ‘a’, does not mean that these words tell
us a lot about the meaning of the target word. Therefore, we have to apply some weighting
to the count vectors. An often used method for this is the Pointwise Mutual Information:

P M I(x, y) = log

p(y|x)
p(y)

The Pointwise Mutual Information measure is a measure that quantifies the discrepancy between the probability of their coincidence given their joint distribution and their individual
distributions, assuming independence, e.g. it gives a higher value to low frequent words
occurring with the target word than to words that occur also with many other words frequently. This helps characterize which words are actually important for the meaning of the
target words.
After applying this measure, we can represent the lexical meaning of a word as a vector in a
space in which each dimension is a possible context word for the target word. These vectors
can be used to simulate how the target words relate to each other. This can be done in what
5

we call a semantic space. This space corresponds mathematically to a vector space, in which
the dimensions of the vector space are context words and target words are defined as points
or vectors in that space. In the example of Figure 1, the dimensions are ‘finance’ and ‘cute’,
and the target words are defined with respect to only these two dimensions. We can then
compare words and their similarity through the similarity of their vectors. The cosine of
two non-zero vectors can be derived by using the Euclidean dot product formula:

A · B = kAk kBk cos θA · B = kAk kBk cos θ
where θ is the measure of the angle between a and b. Geometrically, this means that a and b
are drawn with a common start point and then the length of a is multiplied with the length
of the component of b that points in the same direction as a.
Given two vectors of attributes, A and B, the cosine similarity, cos(θ), is represented using
a dot product and magnitude as
n
P

Ai Bi
A·B
i=1
rn
similarity = cos(θ) =
,
=rn
P 2 P
kAkkBk
2
Ai
Bi
i=1

i=1

The output of this function is a similarity measure ranging from -1 to 1, where -1 means
that the vectors a and b are exactly opposite, and 1 means they are exactly the same. This
measure can be used for vectors in high-dimensional spaces, which makes it an appropriate
measure for distributional semantic spaces, where each target word is represented as a high
dimensional vector, to judge similarity between target words.

Dimensionality reduction is a technique that is used to make the data set manageable.
Target words are represented as high dimensional vectors, but not all of these feature will be
informative. By applying dimensionality reduction, we can reduce the size of our dataset,
which is an advantage for the amount of computational power we need, but it also reduces

6

Related work
Previous research have found semantic similarity (e.g. distance between words based on their
co-occurrences) comparable with similarity of concepts based on human judgments (see for
example F. Hill et al. (2015) for an overview of different semantic spaces evaluated on their
dataset consisting of human judgments similarity rankings). Such research paints an optimistic image of the distributional hypothesis, giving computational linguistics an automated,
data driven way to extract the meaning of words. A lot of different applications for this new
technique have been suggested and executed. In this section, these will be discussed, but
also related work on the influence of language on our thoughts (the classic Sapir-Whorf discussion), the differences between the use of color terms in different languages as well as the
cognitive processes related to semantics and color.

Distributional semantics has gained popularity not only in the computational linguistics
field, but also in the field of cognitive science and psychology (Alessandro Lenci 2008).
Semantic similarity between concepts from distributional accounts have been found to overlap
patterns of brain activation of the concepts (Devereux et al. 2009). Mitchell et al. (2008)
describe a computational model that succeeds in predicting the fMRI activity associated with
thinking about concrete nouns. The theory underlying this computational model is that the
neural basis of the semantic representation of concrete nouns is related to the distributional
properties of those words in a broadly based corpus of the language.
However, information that is simply absent from a text can not be extracted using this
method. The cooperative principle, and in specific the Gricean maxims (Grice 1975), describes how we usually apply maxims to enable effective communication, as a way to explain
the link between utterances and what is understood from them. Grice establishes four maxims in total:
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1. The maxim of quantity, stating that a successful communication involves a speaker
that tries to be as informative as possible, while giving as much information as is
needed, and no more.
2. The maxim of quality, stating that the speaker tries to be truthful, and will not
give information that is false or not supported by evidence.
3. The maxim of relation, stating that the speaker tries to be relevant, and will say
things that are pertinent to the discussion.
4. The maxim of manner, stating the one tries to be as clear, brief and orderly as
possible in what one says, and that one avoids ambiguity and obscurity.

Grice did not assume that everyone should always follow those maxims, nor should they
be understood as prescriptions for how one shoud talk. Instead, these maxims should be
understood as describing the assumptions we usually make about the way speakers will talk.
If an utterance does not follow these assumptions, the maxim could either be ‘violated’ or
‘flouted’. Flouting implies some other, hidden meaning, in which the importance lies in what
was not said. For example if someone answers ‘It is raining’, to the question ‘Do you want
to play tennis?’, the maxim of relation seems to be violated, however the reasoning behind
this answer is usually clear to the receiver. So, the maxim is not violated, just flouted.
Examples of violating maxims can be found in the following examples from Herbelot (2013).
These are utterances that you would not often find in corpora, because they violate the
Gricean maxim of quantity: Information is repeated or too obvious to be included in our
daily communication.

1. My cat - a mammal- likes sitting on the sofa.
2. Cats have two eyes.

Although distributional semantics is seen as a way to extract conceptual knowledge (e.g. the
notion of what a concept is in the speakers mind), it has been questioned whether representing meaning through linguistic input can ground these models in perception. Distributional
9

models characterize meaning in terms of bag of words or topical dimensions, which has lead
to questions about the psychological plausibility of distributional models (G. Murphy 2002).
This problem comes partly from the aforementioned issues rising from our effective way of
communication.

Another reason that the plausibility of distributional representations is questioned comes
from the Embodied Cognition Hypothesis (ECH). This hypothesis argues that conceptual
representations of concepts are grounded in the sensory-motor systems (For example viewing an object activates the appropriate hand shape for using it). Barsalou (1999) proposed
one of the most influential versions of the ECH: concepts and meanings are not amodal, but
modal entities, represented in the same perceptual systems that we use to acquire experience
of their instances (Alessandro Lenci 2008). If this is the case, e.g. if concepts are indeed
representations that are inherently grounded in our sensory-motor experience, then distributional contextual representations seem to lose their cognitive plausibility. However, we can
make a distinction between distributional semantics directly modeling cognitive structures
and between distributional semantics being an expression of such structures. Perhaps distributional semantics correlates with our cognitive setup but is filtered by Gricean pragmatics.
We could be observing a combination of underlying cognitive representations and communication constraints. A key issue therefore is understanding to what extent the notion we have
of a concept is represented in the distributional system. In other words, if our knowledge
about a concept is not accurately represented in distributional models, is it justified to use
these models as representations of our conceptual semantic knowledge in cognitive experiments?

Properties of concepts are important in cognitive psychology to better understand the human
property space, i.e. the features that compose the structure of concepts (M. Baroni and
A. Lenci 2008). There are experiments in which subjects are presented with a concept
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and are asked to generate the properties they consider to be important to describe the
concept. However as it turns out it is hard to extract these features from distributional
data. Indeed it has been found before that it is difficult to extract visual properties, such
as the prototypical color of a concept, from distributional models (see for example E. Bruni
et al. (2012), Devereux et al. (2009)). E. Bruni et al. (2012) argue in their paper that visual
and textual information are tapping on different aspects of meaning. They experiment with
textual, visual and hybrid semantic models. One of the experiments tests the hypothesis
that “the relation between words denoting concrete things and words denoting their typical
color is reflected by the distance of the corresponding vectors better when the models are
sensitive to visual information”. In order words, can purely textual semantic models extract
the correct color of a word denoting a concrete thing, or is the addition of visual information
necessary? Their results, in line with M. Baroni and A. Lenci (2008), show that standard
distributional models do no capture the association between concrete concepts and their
typical attributes. Adding visual information to the models increases the performance of the
models.
Also Fagarasan et al. (2015) attempted to solve the feature-extraction problem, in a slightly
different manner. They used feature-based semantic spaces, in which concepts are target
words, features are context words, and instead of counts (as in a co-occurrence based semantic space) production frequencies of the feature for a given concept are used as vectors. For
this experiment, the feature norm dataset of McRae et al. (2005) is used. This dataset is
created by asking participants to produce a list of features for a given concept and widely
used in the cognitive field for experiments related to concepts and their characteristic features. Fagarasan et al. (2015) then mapped the distributional vector for a concept to its
feature-based vector, as a method to predict feature norms for new concepts. They show
there is a mapping between word space and feature space.

Although these are important steps towards moving away from sparse datasets (extract-
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ing feature norms is a very expensive approach), in order to get a clear understanding of
how properties of concepts are represented in distributional models, it is important to focus
on clean distributional data, without added visual or feature-norm information. Concentrating on text-only spaces helps understanding the configuration of that space and allows us
to precisely pinpoint the places of discrepancy with the ‘the real world’, because it makes
it possible to compare characteristic features of words denoting concrete concepts with the
features of these words according to their distribution. In other words, it allows us to investigate if the behavior of the distributional space is in line with the associations we have of
concepts and if this behavior is consistent within and across categories.

Language and perception
Our fascination with the relationship between language and perception can be traced back
at least all the way to the much discussed and many times reviewed Sapir-Whorf hypothesis
Whorf 1956. This hypothesis claims that the way we view the world is filtered through
the semantic categories of our native language. However, a long lasting discussion and
challenging topic in linguistics rises from the Sapir-Whorf hypothesis . Although the strong
Sapir-Whorf hypothesis is too strong for the taste of most recent reseachers, more moderate
variations can be find all around. The discussion has resulted in two different poles. At one
pole we find the relativist stance. This stance, often associated with Benjamin Lee Whorf
holds that our perception of the world is shaped by our native languages, and that semantic
categories vary across native languages. At the other pole we find the universalist stance.
This stance holds that we have universal thoughts and perception, that is not dependent on
the language we speak.
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The color domain has been a domain of specific interest in this debate, because it is a
clear-bordered, concrete domain that can be used for empirical research. Terry Regier et al.
(2009), in their review, explain how recent findings suggest that Whorf was half right: In
the right half of the visual field language affects perception. This moderation between the
two extreme poles is at the moment the most popular one in the universalist versus relativist
debate on language, thought and color. The stance of both the universalists and relativists
can be described in terms of two main points:
1. Color naming across languages
• Universalists believe that color naming across languages is not merely a matter
of arbitrary linguistic convention, but rather that there exist universal tendencies
in color naming.
• The relativists believe that color naming is in fact largely a matter of arbitrary
linguistic convention.
2. Color cognition
• Universalists believe that differences in color naming do not cause corresponding
differences in color cognition.
• Relativists believe these cross language differences cause differences in color cognition.
It now seems that the universalists might be right on the first part (e.g. universal tendencies
in color naming exists), and relativists on the second part (e.g. cross languages differences
on color naming cause differences in color cognition) (Kay and T. Regier 2006). New evidence for color naming universals have been found by Kay and T Regier (2003). They
found strong statistical evidence of universal tendencies in color naming across languages,
especially for universal focal colors in naming. In figure 3, it is shown that languages from
non-industrialized societies still cluster near English regarding their color naming. It shows
13

processes information mainly through a feed-forward process, where the feedback connections play a less important role in cortical processing. Lupyan et al. (2015) describe that the
function of language is not just to communicate our thoughts, but also plays an active role
in shaping them (see Casasanto (2008) and Boroditsky (2010) for reviews), and consider this
relationship between language and thought within the framework of predictive processing.
They claim that words or sentences are a special kind of perceptual input and can thus, just
like other perceptual inputs affect mental states. If this is true, simply hearing a word can
lead the visual system to generate a predictive signal helping to process an input. Language
can then be seen as an ”artificial context”, helping constrain what representations are recruited and impact they have on reasoning and inference.

Furthermore, it has been shown that when a text implies an object in a particular orientation,
readers simulate the object in that orientation: when a reader reads about a nail being
pounded into a wall, they simulate a horizontal nail. When they read about a nail pounded
into the floor, readers simulate a vertical one. It was then found that processing of a nail in
the implied orientation is faster than in an unimplied one (Stanfield et al. 2001). Something
similar has been found for shapes of objects: when reading a text that implies a bird in
flight, participants process pictures of birds with outstretched wings faster than birds with
folded wings (Zwaam et al. 2002).
Neuropsychology of color
It is generally believed that perceived colors have a systematic relationship to each other,e.g.
colors fall into categories with a systematic structure. This will have a corresponding representation in memory at the internal color space. This has a categorical structure in which
each category will have represented more or less typical examples of a color of that category
(Jules Davidoff 1997). It is difficult to understand the categorical relationships between individual color samples (let alone what it means to experience color) because we are unable
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to produce a computer simulation that generates a correct output for objects that we would
wish to label with the same color name. At the moment, no system is psychologically perfect, because they all include some samples with a color name that we as humans would not
normally give to that sample. Another problem with color categories is that not in every
culture the color category boundaries are the same (e.g. something might be red to one
person but purple to another). The model in figure 5 shows a distinction between color and
object-color. It has been shown that color naming and reporting an object-color are two
distinct operations (J. Davidoff et al. 1993). Colors of objects are important to make the
objects stand out from other things in our mental representation. For example, the yellow
color of a ripe banana appears to us as an integral part of its surface. When we are asked
to think of something yellow, we could think of bananas, and when we imagine a banana,
we find it hard to imagine it without imagining it as yellow. It is not hard to name its color
when we are imagining a banana, which involves a distinct perceptual or cognitive task from
simply naming a color. Whereas color naming is in essence a categorization labeling task,
reporting an object-color is a paired associate task that might benefit from both visual and
verbal experience. It has been found that there is a dissociation between color anomia and
memory for object-colors. Usually, these disorders are found together, but it there have also
been cases of patients who had difficulty retrieving the colors of objects but were perfectly
able to name colors when presented with color patches (Luzzatti et al. 1994). This confirms
the proposed distinction between color naming and object-colors as proposed in figure 5.

The conceptual system
In cognitive science, it has been a long-standing question how the conceptual system is
organized. An important question in this is whether concepts are organized categorically
(e.g. do we have an internal set of distinct stores of knowledge) or in a more distributed
way. This question has been addressed from many different angles: Linguists have come up
with semantic roles associated with different verbs, and nouns that can fill those semantic
17

(hyponymy) and the part-whole relation (meronymy). Lexical semanticists like Pustejovsky
(1991) also tried to find the relation between linguistics and cognition. With his Generative
lexicon, Pustejovsky argues that the representation of the context of an utterance involves
many different generative factors that account for the way that language users create and
manipulate the context under constraints, in order to be understood. Many separate semantic levels (e.g. lexical semantics, compositional semantics, discourse structure, temporal
structure) have independent interpretations and are integrated together.

In the cognitive field of research, the wide range of experiments has led to different theories of how our brain encodes the meaning of words. One of the theories, described by
Goldberg et al. (2006) is that perceptual knowledge retrieval activates sensory brain area.
this suggests that semantic representations depend on modality-specific brain mechanisms.
In their research, they show that semantic decisions that index tactile, gustatory, auditory, and visual knowledge specifically activate brain regions associated with encoding these
sensory experiences. Perceptual knowledge retrieval that references visual experiences was
associated with increased activity in distinct temporal brain regions involved in visual processing. These results indicate that retrieval of perceptual knowledge relies on brain regions
used to mediate sensory experiences with the referenced objects.
Simmons et al. (2007), found in an fMRI research that retrieving information about colors
associated with objects activates the left fusiform gyrus in posterior temporal cortex. Subjects performed two tasks: they performed a property verification task using only words to
assess conceptual knowledge (e.g. they had to verify whether ’yellow’ was a true property
for the object ’taxi’). Next, the subjects performed a color perception task. They found that
the same region of the left fusiform gyrus that was highly responsive during color perception
also showed greater activity for retrieving color than motor property knowledge. These findings of direct overlap in the neural bases of color perception and stored information about
object-associated color add to the evidence that conceptual knowledge is grounded in the
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brains modality-specific systems.
In fact, many category-specific semantic research has found that the first-order organizing
principle in the conceptual system is not domain or category specific, but based on the type
of semantic property (e.g. sensory properties (mostly visual) and non-sensory functional
properties are represented in separate stores): Naming animals activated left medial occipital
lobe, a region involved in the earliest stages of visual processing. Some categories (like tools)
are more reliably differentiated in terms of their function than their sensory properties,
whereas for living things the reverse holds (Martin et al. 1996).
Other neuroimaging studies have also found that processing natural stimuli is more dependent on the visual association cortex in occipital-temporal areas than processing artifactual
stimuli is (Sim et al. (2005), L. Chao et al. (2002), Thompson-Schill et al. (1999), Proverbio
et al. (2007)). There is also evidence that the right occipital-temporal cortex, is involved in
the representation of natural categories (Tranel et al. (1997), Kiefer (2001)).

Research question
Now that we have an overview of what is known about distributional spaces, concepts and
features of concepts, we want to know how these features are represented in distributional
models. Research has been done on the relation between language and perception, cognitive
processes and distribution, but questions about the relationship between the distribution of
concepts and their visual features remain. How do we talk about the things that we see?
Since linguistic input does seem to play a role in perception, we will further investigate how
exactly perceptual features are represented in distributional data.

In the first experiment, differences between variances in the weights of colors associated to
words denoting concepts in different semantic categories are considered. The expectation is
that for natural categories there will be variance in the weights in the color vectors, in line
with cognitive research finding more activation in visual areas for these categories.
20

if the Gricean maxims tell us to not name the obvious.

Data
Our distributional semantic model is based on the best performing count vector from the
COMPOSES project2 (M. Baroni, Dina, et al. 2014). The original model is extracted from a
corpus of about 2.8 billion tokens (from ukWaC (Ferraresi et al. 2008) the English Wikipedia
and the British National Corpus ). It considers the 300.00 most frequent words in the corpus both as target words and as features. The raw counts are transformed by applying the
Pointwise Mutual Information weighting scheme, as described in the Introduction section.
The count models are prepared with the DISSECT toolkit 3 . M. Baroni, Dina, et al. (2014)
describe in their paper their approaches in order to find the best performing count vector.
They have considered count vectors from symmetric context windows of two to five words,
to either side of the target word. They also considered different weighting schemes: Positive Pointwise Mutual Information (PPMI) and Local Mutual Information. Furthermore,
performance on both full and compressed where compared. The compressed vectors are obtained by applying Singular Value Decomposition, which reduced sizes ranging from 200 to
500. In total, 36 count models were evaluated and compared. COMPOSES brings together
corpus-based distributional semantics and formal semantics. As in distributional semantics,
it represents some content words (such as nouns) by vectors recording their corpus contexts.
Implementing ideas from formal semantics, functional elements (such as determiners) are
represented by functions mapping from expressions of one type onto composite expressions
of the same or other types. These composition functions are induced from corpus data by statistical learning of mappings from observed context vectors of input arguments to observed
context vectors of composite structures. Their models are tested on different benchmarks:
semantic relatedness, synonym detection, selectional preferences, concept categorization and
2
3

http://clic.cimec.unitn.it/composes/
http://clic.cimec.unitn.it/composes/ toolkit/
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analogy. The results show that the best count models apply PMI as a weighting schema,
and SVD as a dimensionality reduction technique (this performs better than Non-negative
Matrix Factorization (NMF) as a reduction technique). However, not using any compression
at all (using all 300K original dimensions) works the best. They also found that models
that consider small context window (2 words on both sides of the target word) obtain higher
accuracy than models with bigger context windows.

Here, we use these aforementioned best performing count vectors found by M. Baroni, Dina,
et al. (2014), as well as a reduced version of them. These reduced vectors contain only
the dimensions of the vectors relating to co-occurrences of the target word with a color
word. To obtain the color words we will be looking at, the 40 most frequent responses
given by participants of a color naming survey (Munroe, 2010) are considered as features.
These colors did however contain some noise, in the form of color terms that are also nouns
(e.g. peach, rose, fuchsia). After removing these, we end up with 20 high frequent color
adjectives: green, blue, purple, pink, brown, red, yellow, grey, teal, gray, violet, magenta,
turquoise, cyan, white, beige, lilac, mauve, indigo, black. Our model takes into account as
target words only those that occur with at least one of the 20 color terms. All target words
are represented as a twenty dimensional vector, each dimension corresponding to one of the
twenty colors. If the vector contains only zeros, we exclude the target word, so that only
target words that occur with at least one of the colors in close proximity are considered. This
way, we can display every word in terms of the colors that is most characteristic for this word.

In figure 7, a schematic representation of the reduction of the vectors is shown. Our dense
data matrix represents each target word as a vector of weights that are related to each of
our 20 colors. We use the original vectors from the COMPOSES project to create a ’full
semantic space’, and the reduced vectors to create a ’color semantic space’. We consider the
original, full semantic space to contain information about similarity between concepts that
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with high variance have one or several characteristic colors, and low weights for the other
colors. Words with low variance can either be characteristically associated with many colors,
without 1 or few colors being particularly characteristic, or with hardly any color words at all.

We expect that words with high variance vectors will be concrete words possibly referring to
natural objects, for which the physical aspects are generally more important than for nonnatural objects.

In order to find these categories , we first extract the 500 words from our dataset that have the
highest variance in their vectors. Remember these vectors only represent the co-occurrences
of a word with the 20 color words. We do the same for the 500 words with the lowest variance
in their vectors. The words with the highest variance will be words for which one or a few
specific colors have big weights, whereas the other colors have small weights in the vector.
These are the words we assume have one or several specific color(s) related to them. Then,
using NLTK WordNet 4 , we extract all the hypernyms for 500 high variance words. See
figure 8 for an example of a WordNet tree. If our word for example is car, the hypernyms
we relate to this words are motor vehicle, vehicle, conveyance, instrumentality,
artifact, object. For all the 500 high variance words, we take all the hypernyms, and
then extract the hypernyms that occur the most. These are the categories with the highest
variance for color in our dataset. We do the same for the low variance words.
The list of categories with the most variance for color in our dataset differ quite a bit in
terms of generality, but can be roughly be divided in three generic categories: animals,
plants, clothing and visual properties. The full list is as follows:

4

http://www.nltk.org/howto/wordnet.html
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• animal

• clothing

• kerchief

• scarf

• appearence

• commodity

• natural object

• biological group

• consumer goods

• necktie

• taxonomic
group

• bird

• covering

• neckwear

• bow tie

• fabric

• overgarment

• cap

• garment

• passerine

• visual property

• chordate

• genus

• plant

• woody plant

• chromatic color

• headdress

• property

• vascular plant
• vertebrate

Figure 8: Example of a WordNet taxonomy tree.

Now that we have found the high- variance categories, we can visualize our concepts according to their distribution. In other words, what do the concepts look like in terms of how
we talk about them? Which color terms appear most characteristically in the proximity
of our target word? First, the words in each category are visualized by their vectors in
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Experiment 2: Agreement color subspace and full semantic space
The full semantic space is seen as proxy for the cognitive representation we have of concepts.
By comparing the nearest neighbours of concepts in the color subspace with the nearest
neighbours of the same concepts in the full semantic space, we can understand how much
‘real’ semantic information is preserved in the color space, assuming that the full semantic
space is comparable with the cognitive representation of words.
Nearest neighbors of a target word are words that are, according to a model, semantically
closest to the target words, e.g. the cosine between the vectors of these words are the smallest.
To closer investigate the different semantic categories we found in the first experiment, we
investigate the difference between the categories and to what extent the words of these
categories behave in a similar manner in the color space and in the full space. We find
the 50 most similar words in our ’color space’ and in the full semantic space (the nearest
neighbours), to see how much overlap there is between the two spaces. We do this for the 500
words with the most variance in their color vectors and the 500 words with the least variance
in their color vectors. By comparing the nearest neighbours, we see the amount of semantic
information that is preserved in only talking about the color of a certain object. If many
neighbours in the color space are the same as the one we have found in the full space (we
consider this the ’true’ nearest neighbours, e.g. the words that are realistically semantically
related to our target word), the intuition is that for this target word, color is important to
the extent that the way we talk about it preserves part of its semantic information.
For this experiment, we reduced both the full and color spaces, so that only target words
that occurred more than 200 times in the original dataset are taking into account, to avoid
drawing conclusions from very low frequent words.
First we investigate the difference between the words with high variance in their color vectors
and words with low variance in their color vectors. As can be seen in figure 11, for words
with low variance we found almost no similar neighbours in the color space as in the full
space. Consider that, even if 1 or 2 overlapping neighbours out of the 50 that are considered
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For words in the first categories, the semantic information seems to have been lost entirely
when we only look at their co-occurrences with colors, whereas for words in the latter category
we still seem to find some meaningful nearest neighbours. Not all of the concepts within
these categories have the same amount of matching nearest neighbours, however for all
the subcategories within for example animal, there is a bigger part of the concepts that
show some preserved semantic information. For plants and clothing on the other hand,
each subcategory contributes more to the group of words that show low overlap in nearest
neighbours. Thus, even if specific instances within a category will not all have a high
overlap in nearest neighbours with the full semantic space, categories behave in a similar
way throughout their subcategories.
Instances in the animal category usually have one prototypical color associated to the concept. It seems that we do talk about the appearance of animals in a way that is particular
for this category, so that the language use with regards to color is similar for each instance
in the category. However as we have seen in the previous section this does not necessarily
mean we are able to extract the correct color from distributional data.

The ‘visual’ category is a different kind of category from the others. This category consists
words describing shapes, but also color words. In the case of the color words, we are looking at the co-occurrences of words with words in the same category (e.g. color). This can
explain why also here, some semantic information is preserved, since we investigate how a
word behaves within its own category.

Conclusion experiment 2
In the previous two experiments we have found that indeed for parts of the target words
belonging to the categories for which color is a distinguishing feature (e.g. high variance
in the color vectors), the color space can carry a lot of the general semantics of that term.
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For words in categories with low variance in the vectors, there is no semantic information
preserved. The question that follows from this is whether high variance in the color vector
and a high agreement between the full semantic space and the color subspace means that we
are able to extract the correct color of these concepts? In the next section we will investigate
this by using a human labeled dataset consisting of 52 concepts and their characteristic color.

Experiment 3: Evaluation of model
A list of concrete nouns with their unique characteristic color, labeled by E. Bruni et al.
(2012) as described in their paper, is used to compare our findings to real word perception of
concepts 5 . The textual model they have used to evaluate this dataset consist of occurrence
and co-occurrence statistics extracted from ukWaC and Wackypedia corpora combined. In
all models the raw co-occurrence counts are transformed into nonnegative Local Mutual
Information (LMI) scores. They compare the vector representations of nouns and adjectives,
in order to extract the adjective that is most similar to a given noun. For every of the 52
words in the dataset, the 11 colors are ranked from most similar to the noun to least similar.
They report on the median of the positions of the correct color in this ranking. Their best
scoring model has a median of 3 (See table 1 in E. Bruni et al. (ibid.)).
Our model differs from theirs in that we do not compare vectors of adjectives and nouns
with each other, but we construct the vectors of the nouns by only taking into account the
co-occurrences with the colors. E. Bruni et al. (ibid.) write in their paper about this approach: ”We also experimented with a model based on direct co-occurrence of adjectives and
nouns, obtaining promising results in a preliminary version of Exp. 1. We abandoned this
approach because such a model inherently lacks scalability, as it will not generalize behind
cases where the training data contain direct examples of co-occurrences of the target pairs.”
However, since we are interested in understanding how we talk about concepts in terms of
their color, this approach is for us a way to investigate if we do actually describe concepts in
5

Dataset can be downloaded here: http://gboleda.utcompling.com/resources
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ash
banana
beaver
blood
broccoli
cardboard
carrot
cauliflower
cello
chalk
cherry
cloud
clover
coal
cockroach
coffee
corn
cotton
crow
deer
dolphin
elephant
flour
foam
fog

Color from
Bruni
et al (2012)
grey
yellow
brown
red
green
brown
orange
white
brown
white
red
white
green
black
brown
brown
yellow
white
black
brown
grey
grey
white
white
grey

Distributional
colors
grey, green
yellow, blue
brown, purple
red, white
purple, green
brown, grey
purple, black
purple, green
brown, green
white, grey
red, black
pink, purple
red, white
brown, black
brown, black
black, green
yellow, green
pink, white
black, grey
red, white
blue, pink
pink, white
white, purple
white, pink
violet, grey

froth
garlic
grass
lettuce
mud
mustard
parsley
pig
salad
sea
shadow
silhouette
sky
slate
snow
soil
spinach
strawberry
swan
tin
vinyl
violin
weed
wood
forest

Color from
Bruni
et al (2012)
white
white
green
green
brown
yellow
green
pink
green
blue
black
black
blue
grey
white
brown
green
red
white
grey
black
brown
green
brown
green

Distributional
colors
white, grey
green,pink
purple, green
green, brown
grey, yellow
yellow, purple
purple, green
black, pink
green, pink
black, red
purple, grey
brown,black
blue, grey
grey, blue
white, yellow
red, grey
green, red
yellow, green
red, black
brown, blue
green, red
red, brown
red, yellow
green, brown
black, green

Table 1: Comparing 52 concrete nouns and their characteristic color as labeled by E. Bruni et al.
(2012), to the colors related to it according to our distributional model. Only the 11 colors as
annotated by Bruni et al are taken into account here, and no collocations are removed.

When we remove collocations such as ’red/ black sea’, ’black forest’ and ’red deer’, the
median ranking of the correct color is still 2, however the accuracy increases to 44%.
When we combine colors such as turquoise and blue into one color (e.g. blue), the same
results are found as while removing the collocations (e.g. median ranking= 2, accuracy=
44%). When we combine the two changes, the accuracy of the amount of times the top color
given by our model is the correct one is 46%.
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Correlation between correct color extraction and the amount of
preserved semantic information
In order to understand these findings, we have to realize that if a word behaves in the same
way in the color space as it does in the full semantic space (e.g. many overlapping neighbours), this does not mean that the colors associated with the word in the distributional
model are the correct ones. It means that, in a way information about the meaning of a
word is preserved by the way we talk about it’s visual features.

Is there a correlation between words for which we were able to extract the correct color
in the third experiment, and words that have a high overlap in neighbors in the full space
and in the color space (e.g. words for which a lot of semantic information is preserved)?
We found for the 52 words from the E. Bruni et al. (2012) dataset how much their most
similar neighbors agree with those in the full semantic space. In figure 14, the percentage
of overlapping neighbors between the full and the color semantic space is plotted against
the ranking of the correct color for the 52 words. There is a slight correlation visible: for
words that show more agreement with the full semantic space the correct color seems to be
returned slightly later (e.g. the ranking of the correct color in the list of colors that our
model returns for a specific concept is higher).

This counterintuitive result could be linked to the results of experiment one: we seem to find
some words for which the color is very important, and the colors they occur with have high
variance, but apparently these words do not necessarily occur mainly with their prototypical
color. Take for example the word cotton: We manage to get relevant words as neighbors
that are also found in the full semantic space (e.g. polyester, silk, fabric, satin, denim, cloth,
shirts, wool, clothing). This is not at all trivial, given that these words have been obtained
by comparing vectors that are solely based on 20 color dimensions. However, when we look
at the visualization of ’cotton’, we see that from our distributional data is it not at all trivial
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mention colors in the close proximity of the words referring to these concepts. However,
since we do find high variance in our vectors for these words, it seems that concepts for
which physical features are important (e.g. categories that are found activating visual areas
in neuro-imaging studies, like Proverbio et al. (2007), Sim et al. (2005), Samson et al. (1998),
Sartori et al. (1988)), also show more variance with regards to color in distributional data.
This however does not mean that their ’correct’ color can be extracted from the data, in
fact, the opposite seems to be true. So, even though we might not mention the characteristic
color of these concepts, their color does seem to be an important feature, and is thus talked
about.
In some cases however, like the gerberas and the butcherbird pictured in figure 6, we see
that the model almost perfectly manages to picture the concepts. One explanation for this
is that many animal or plant sorts have different variants. In the case of the butcherbird,
the two most common variants are the ’black butcherbird’ and the ’grey butcherbird’. Thus,
in order to refer to the right entity in the world, it is important to explicitly mention the
kind you want to refer to.
Back to the data
To get a better understanding of why we are not always able to retrieve the correct color for
words for which color is so important we take a closer look at the data and at some concrete
examples of instances that contribute to the noise we have found when it comes to extracting
characteristic colors from distributional data.
• elephant
According to our model, an elephant is pink. When we look at example instances
in our data in which elephants are pink, this seems to come mainly from companies
or brands that use this name. However, it is also due to the big lack of instances in
which grey/gray and elephant occur in the same context. Consider the fact that the
number number of lines with elephant and pink is 474, whereas the number of lines
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with elephant and grey/gray is 56.
• broccoli
For broccoli, the fact that purple is returned as its color by our model can be explained
by the existence of a specific kind of broccoli: the ’purple sprouting broccoli’:
– "I’ve never had such delicious fruit and vegetables -- that purple
broccoli is amazing, and the range of locally produced fruit juices
are great too."
– "Serve with new potatoes, sprinkled with freshly chopped parsley and
purple sprouting broccoli."
– "often simply referred to as purple sprouting, this is the original
version of broccoli and has long stalks and small purple flower heads.
• cotton
Cotton, according to our model was pink, if we take into account only the colors used
by E. Bruni et al. (2012), and lilac when using all our colors, as seen in figure 13. Also
here it seems talking about the non characteristic colors of cotton is more informative
than the characteristic color.
– Gorgeous 1970’s pink flowery cotton outer with matching blue inner.
– pink cotton socks
–

sewn with pink cotton thread

We see that apart from the fact that there are brands or specific kinds of a species (for
example the purple sprouting broccoli), that create a lot of noise in the data, we also see
that the ’correct’, characteristic color of a concept is for some words is just not overtly
present in the data. This could be traced back to the Gricean maxim of quantity: ”Do not
make your contribution more informative than is required.”
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Discussion
Looking at the categories that we have found to have the highest variance for color, we
find that more than half of them are natural objects such as plants and animals. In the
categories with the least variance for colors, no such things are found. Brain imaging studies
have shown that the words in these natural categories have also elicited more activity in
brain regions related to visual input, meaning that for words in these categories color seems
to be an important feature, both when talking about it and when processing the concept
mentally. Apart from natural categories, categories related to clothing are found amongst
those with very high variance in their distribution of colors. This is interesting, because
whereas natural objects generally have a characteristic color related to them, clothing can
theoretically be every color. Natural categories, and animals in particular, are also the ones
that show a preservation of semantic information in the color subspace.

We have however seen that the way we represent a concept and its properties in our head
does not necessarily reflect how we talk about the concept. For example, if we talk about a
beautiful sunset with pink clouds, this does not accurately represent the concept of a cloud
we have in our head. If it then turns out we talk about pink clouds more frequently than
white clouds, the concept of cloud in the distributional space has moved away from the
concept of cloud in the cognitive space (see figure 16a).
One explanation for the fact that we preserve semantic information in the color subspace
even through these movements in space, is the idea of ‘categorical rotation’ in space. The
way we consider semantic spaces traditionally makes it hard to keep track of the ’real world’
dimensions, since these spaces are so high-dimensional. We evaluate them by comparing
for example similarity between words as given by our models with similarity between words
as given by human annotators. This way of evaluation can give us perfect correlation between two models, because the distances between instances in these models can be the same,
however, the exact position of these instances in space, e.g. in regards to the ’real life’
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The color space we have used for our experiments is a subspace of a full semantic space. In
this subspace, we see that for some categories, transformation happens so that the subspace
still maintains some semantic information, but the concepts do not contain the ’realistic’
position with regards to the color semantic, e.g. we do not extract the correct color. The
difference between this experiment and most experiments is that we actually retain labels
of the dimensions and investigate them. Since the number of dimensions is smaller than
usually, we the words can be considered in relation to their position in the space. The visualization of the concepts is done by considering the position of the concept in the color
dimensions. Our ’real’ representation of a cloud, would probably be located closer to the
white dimension than the pink one. However, in our language use, it might be the case that
it has moved in space, because of earlier discussed Gricean maxims and multi-word expressions that add noise to our data. If this transformation happens in a similar way for words
that belong to the same category, this explains why for example for the category ’animal’, we
are able to extract correct nearest neighbours, but not always the correct color of the animal.

This theory could also explain why, in Experiment 3, removing the collocations from our
data set did not really increase the accuracy and ranking of the right color. So, even after
removing the collocations, the highest ranking color is still not the correct one . It is hard
to draw real conclusions from this, due to the small size of the data set, but one explanation
is that the presence of collocations transforms the color space, moving the concept in the
distributional space, so that the correct color is hard to extract.

The idea of semantic spaces that can transform but keep similar distances to concepts in
the same category, can also be used to think about different speakers of the same languages
communicating. No one has the exact same concepts in their heads - one might have very
different associations with a dog than someone else- but as long as we both know that a dog
and a cat are more similar than a dog and a car, the distances between concepts will be
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similar. So even though specific subspaces might be transformed in space and not identical
for different speakers, we can still communicate with each other due to similar differences
between concepts.

This work highlights an important factor about distributional representations: words / concepts can satisfy representational similarity (i.e. the distances between items in the space are
what we would expect, or at least to a certain extent) but at the same time the distributional
representation can be off in terms of their weights on particular dimensions. When this happens, it means that an entire category will have been subject to a spatial transformation
that retains original distances, for instance a rotation through space. This is an important
note to remember when drawing conclusions from distributional models, since two models
could seem perfectly correlated to each other in terms of distances between concepts, but
their weights on particular dimensions could be very different.

In Conclusion we have found that in the language use space, colors preserve the configuration of some concepts. In other words, our utterances concerning colors preserve some
semantic information. However, this configuration in the language use space actually transforms what we would observe in a direct cognitive experiment (e.g. neuro-imaging or feature
elicitation studies).

Such transformations may be capturable for other features than only color. We leave that
for future work. Other possible future work could involve redoing our experiments but
comparing a feature and or voxel space to the language use space, to understand exactly
which transformations are at play.
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